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Servlet and JSP technology has become the technology of choice for developing
online stores, interactive Web applications, and other dynamic Web sites. Why? This
chapter gives a high-level overview of the technology and some of the reasons for its
popularity. Later chapters provide specific details on programming techniques.

1.1 A Servlet’s Job

Servlets are Java programs that run on Web or application servers, acting as a middle
layer between requests coming from Web browsers or other HTTP clients and data-
bases or applications on the HTTP server. Their job is to perform the following tasks,
as illustrated in Figure 1–1.

Figure 1–1 The role of Web middleware.
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1. Read the explicit data sent by the client.
The end user normally enters this data in an HTML form on a Web
page. However, the data could also come from an applet or a custom
HTTP client program. Chapter 4 discusses how servlets read this data.

2. Read the implicit HTTP request data sent by the browser.
Figure 1–1 shows a single arrow going from the client to the Web
server (the layer where servlets and JSP execute), but there are really
two varieties of data: the explicit data that the end user enters in a
form and the behind-the-scenes HTTP information. Both varieties are
critical. The HTTP information includes cookies, information about
media types and compression schemes the browser understands, and
so forth; it is discussed in Chapter 5.

3. Generate the results.
This process may require talking to a database, executing an RMI or
EJB call, invoking a Web service, or computing the response directly.
Your real data may be in a relational database. Fine. But your database
probably doesn’t speak HTTP or return results in HTML, so the Web
browser can’t talk directly to the database. Even if it could, for security
reasons, you probably would not want it to. The same argument
applies to most other applications. You need the Web middle layer to
extract the incoming data from the HTTP stream, talk to the applica-
tion, and embed the results inside a document.

4. Send the explicit data (i.e., the document) to the client.
This document can be sent in a variety of formats, including text
(HTML or XML), binary (GIF images), or even a compressed format
like gzip that is layered on top of some other underlying format. But,
HTML is by far the most common format, so an important servlet/JSP
task is to wrap the results inside of HTML.

5. Send the implicit HTTP response data.
Figure 1–1 shows a single arrow going from the Web middle layer (the
servlet or JSP page) to the client. But, there are really two varieties of
data sent: the document itself and the behind-the-scenes HTTP infor-
mation. Again, both varieties are critical to effective development.
Sending HTTP response data involves telling the browser or other
client what type of document is being returned (e.g., HTML), setting
cookies and caching parameters, and other such tasks. These tasks are
discussed in Chapters 6 and 7.
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1.2 Why Build Web 
Pages Dynamically?

After Marty wrote the first edition of Core Servlets and JavaServer Pages, various of
his non-software-savvy friends and relations would ask him what his book was about.
Marty would launch into a long, technical discussion of Java, object-oriented pro-
gramming, and HTTP, only to see their eyes immediately glaze over. Finally, in exas-
peration, they would ask, “Oh, so your book is about how to make Web pages, right?”

“Well, no,” the answer would be, “They are about how to make programs that
make Web pages.”

“Huh? Why wait until the client requests the page and then have a program build
the result? Why not just build the Web page ahead of time?”

Yes, many client requests can be satisfied by prebuilt documents, and the server
would handle these requests without invoking servlets. In many cases, however, a
static result is not sufficient, and a page needs to be generated for each request.
There are a number of reasons why Web pages need to be built on-the-fly:

• The Web page is based on data sent by the client.
For instance, the results page from search engines and order-
confirmation pages at online stores are specific to particular user
requests. You don’t know what to display until you read the data that
the user submits. Just remember that the user submits two kinds of
data: explicit (i.e., HTML form data) and implicit (i.e., HTTP request
headers). Either kind of input can be used to build the output page. In
particular, it is quite common to build a user-specific page based on a
cookie value.

• The Web page is derived from data that changes frequently.
If the page changes for every request, then you certainly need to build
the response at request time. If it changes only periodically, however,
you could do it two ways: you could periodically build a new Web page
on the server (independently of client requests), or you could wait and
only build the page when the user requests it. The right approach
depends on the situation, but sometimes it is more convenient to do
the latter: wait for the user request. For example, a weather report or
news headlines site might build the pages dynamically, perhaps
returning a previously built page if that page is still up to date.

• The Web page uses information from corporate databases or
other server-side sources.
If the information is in a database, you need server-side processing
even if the client is using dynamic Web content such as an applet.
Imagine using an applet by itself for a search engine site:
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“Downloading 50 terabyte applet, please wait!” Obviously, that is silly; 
you need to talk to the database. Going from the client to the Web tier 
to the database (a three-tier approach) instead of from an applet 
directly to a database (a two-tier approach) provides increased 
flexibility and security with little or no performance penalty. After all, 
the database call is usually the rate-limiting step, so going through the 
Web server does not slow things down. In fact, a three-tier approach is 
often faster because the middle tier can perform caching and 
connection pooling.

In principle, servlets are not restricted to Web or application servers that handle
HTTP requests but can be used for other types of servers as well. For example, serv-
lets could be embedded in FTP or mail servers to extend their functionality. And, a
servlet API for SIP (Session Initiation Protocol) servers was recently standardized
(see http://jcp.org/en/jsr/detail?id=116). In practice, however, this use of servlets
has not caught on, and we’ll only be discussing HTTP servlets.

1.3 A Quick Peek at Servlet Code

Now, this is hardly the time to delve into the depths of servlet syntax. Don’t worry,
you’ll get plenty of that throughout the book. But it is worthwhile to take a quick look
at a simple servlet, just to get a feel for the basic level of complexity.

Listing 1.1 shows a simple servlet that outputs a small HTML page to the client.
Figure 1–2 shows the result.

The code is explained in detail in Chapter 3 (Servlet Basics), but for now, just
notice four points:

• It is regular Java code. There are new APIs, but no new syntax.

• It has unfamiliar import statements. The servlet and JSP APIs are
not part of the Java 2 Platform, Standard Edition (J2SE); they are a
separate specification (and are also part of the Java 2 Platform,
Enterprise Edition—J2EE).

• It extends a standard class (HttpServlet). Servlets provide a rich
infrastructure for dealing with HTTP.

• It overrides the doGet method. Servlets have different methods to
respond to different types of HTTP commands.
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Figure 1–2 Result of HelloServlet. 

1.4 The Advantages of Servlets 
Over “Traditional” CGI

Java servlets are more efficient, easier to use, more powerful, more portable, safer,
and cheaper than traditional CGI and many alternative CGI-like technologies. 

Listing 1.1 HelloServlet.java 

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

public class HelloServlet extends HttpServlet {
  public void doGet(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {

    response.setContentType("text/html");
    PrintWriter out = response.getWriter();
    String docType =

"<!DOCTYPE HTML PUBLIC \"-//W3C//DTD HTML 4.0 " +
"Transitional//EN\">\n";

    out.println(docType +
"<HTML>\n" +
"<HEAD><TITLE>Hello</TITLE></HEAD>\n" +
"<BODY BGCOLOR=\"#FDF5E6\">\n" +
"<H1>Hello</H1>\n" +
"</BODY></HTML>");

  }
}
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Efficient

With traditional CGI, a new process is started for each HTTP request. If the CGI
program itself is relatively short, the overhead of starting the process can dominate
the execution time. With servlets, the Java virtual machine stays running and handles
each request with a lightweight Java thread, not a heavyweight operating system pro-
cess. Similarly, in traditional CGI, if there are N requests to the same CGI program,
the code for the CGI program is loaded into memory N times. With servlets, how-
ever, there would be N threads, but only a single copy of the servlet class would be
loaded. This approach reduces server memory requirements and saves time by
instantiating fewer objects. Finally, when a CGI program finishes handling a request,
the program terminates. This approach makes it difficult to cache computations,
keep database connections open, and perform other optimizations that rely on per-
sistent data. Servlets, however, remain in memory even after they complete a
response, so it is straightforward to store arbitrarily complex data between client
requests.

Convenient

Servlets have an extensive infrastructure for automatically parsing and decoding
HTML form data, reading and setting HTTP headers, handling cookies, tracking ses-
sions, and many other such high-level utilities. In CGI, you have to do much of this
yourself. Besides, if you already know the Java programming language, why learn
Perl too? You’re already convinced that Java technology makes for more reliable and
reusable code than does Visual Basic, VBScript, or C++. Why go back to those lan-
guages for server-side programming? 

Powerful

Servlets support several capabilities that are difficult or impossible to accomplish
with regular CGI. Servlets can talk directly to the Web server, whereas regular CGI
programs cannot, at least not without using a server-specific API. Communicating
with the Web server makes it easier to translate relative URLs into concrete path
names, for instance. Multiple servlets can also share data, making it easy to imple-
ment database connection pooling and similar resource-sharing optimizations. Serv-
lets can also maintain information from request to request, simplifying techniques
like session tracking and caching of previous computations. 
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Portable

Servlets are written in the Java programming language and follow a standard API. Serv-
lets are supported directly or by a plugin on virtually every major Web server. Conse-
quently, servlets written for, say, Macromedia JRun can run virtually unchanged on
Apache Tomcat, Microsoft Internet Information Server (with a separate plugin), IBM
WebSphere, iPlanet Enterprise Server, Oracle9i AS, or StarNine WebStar. They are
part of the Java 2 Platform, Enterprise Edition (J2EE; see http://java.sun.com/j2ee/),
so industry support for servlets is becoming even more pervasive.

Inexpensive

A number of free or very inexpensive Web servers are good for development use or
deployment of low- or medium-volume Web sites. Thus, with servlets and JSP you can
start with a free or inexpensive server and migrate to more expensive servers with
high-performance capabilities or advanced administration utilities only after your
project meets initial success. This is in contrast to many of the other CGI alternatives,
which require a significant initial investment for the purchase of a proprietary package.

Price and portability are somewhat connected. For example, Marty tries to keep
track of the countries of readers that send him questions by email. India was near the
top of the list, probably #2 behind the U.S. Marty also taught one of his JSP and serv-
let training courses (see http://courses.coreservlets.com/) in Manila, and there was
great interest in servlet and JSP technology there. 

Now, why are India and the Philippines both so interested? We surmise that the
answer is twofold. First, both countries have large pools of well-educated software
developers. Second, both countries have (or had, at that time) highly unfavorable
currency exchange rates against the U.S. dollar. So, buying a special-purpose Web
server from a U.S. company consumed a large part of early project funds. 

But, with servlets and JSP, they could start with a free server: Apache Tomcat
(either standalone, embedded in the regular Apache Web server, or embedded in
Microsoft IIS). Once the project starts to become successful, they could move to a
server like Caucho Resin that had higher performance and easier administration but
that is not free. But none of their servlets or JSP pages have to be rewritten. If their
project becomes even larger, they might want to move to a distributed (clustered)
environment. No problem: they could move to Macromedia JRun Professional,
which supports distributed applications (Web farms). Again, none of their servlets or
JSP pages have to be rewritten. If the project becomes quite large and complex, they
might want to use Enterprise JavaBeans (EJB) to encapsulate their business logic.
So, they might switch to BEA WebLogic or Oracle9i AS. Again, none of their servlets
or JSP pages have to be rewritten. Finally, if their project becomes even bigger, they
might move it off of their Linux box and onto an IBM mainframe running IBM Web-
Sphere. But once again, none of their servlets or JSP pages have to be rewritten. 
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Secure
One of the main sources of vulnerabilities in traditional CGI stems from the fact that
the programs are often executed by general-purpose operating system shells. So, the
CGI programmer must be careful to filter out characters such as backquotes and
semicolons that are treated specially by the shell. Implementing this precaution is
harder than one might think, and weaknesses stemming from this problem are con-
stantly being uncovered in widely used CGI libraries. 

A second source of problems is the fact that some CGI programs are processed by
languages that do not automatically check array or string bounds. For example, in C
and C++ it is perfectly legal to allocate a 100-element array and then write into the
999th “element,” which is really some random part of program memory. So, pro-
grammers who forget to perform this check open up their system to deliberate or
accidental buffer overflow attacks. 

Servlets suffer from neither of these problems. Even if a servlet executes a sys-
tem call (e.g., with Runtime.exec or JNI) to invoke a program on the local operat-
ing system, it does not use a shell to do so. And, of course, array bounds checking
and other memory protection features are a central part of the Java programming
language.

Mainstream
There are a lot of good technologies out there. But if vendors don’t support them and
developers don’t know how to use them, what good are they? Servlet and JSP tech-
nology is supported by servers from Apache, Oracle, IBM, Sybase, BEA, Macrome-
dia, Caucho, Sun/iPlanet, New Atlanta, ATG, Fujitsu, Lutris, Silverstream, the World
Wide Web Consortium (W3C), and many others. Several low-cost plugins add sup-
port to Microsoft IIS and Zeus as well. They run on Windows, Unix/Linux, MacOS,
VMS, and IBM mainframe operating systems. They are the single most popular
application of the Java programming language. They are arguably the most popular
choice for developing medium to large Web applications. They are used by the air-
line industry (most United Airlines and Delta Airlines Web sites), e-commerce
(ofoto.com), online banking (First USA Bank, Banco Popular de Puerto Rico), Web
search engines/portals (excite.com), large financial sites (American Century Invest-
ments), and hundreds of other sites that you visit every day.

Of course, popularity alone is no proof of good technology. Numerous
counter-examples abound. But our point is that you are not experimenting with a
new and unproven technology when you work with server-side Java.
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1.5 The Role of JSP

A somewhat oversimplified view of servlets is that they are Java programs with
HTML embedded inside of them. A somewhat oversimplified view of JSP docu-
ments is that they are HTML pages with Java code embedded inside of them. 

For example, compare the sample servlet shown earlier (Listing 1.1) with the JSP
page shown below (Listing 1.2). They look totally different; the first looks mostly like
a regular Java class, whereas the second looks mostly like a normal HTML page. The
interesting thing is that, despite the huge apparent difference, behind the scenes
they are the same. In fact, a JSP document is just another way of writing a servlet.
JSP pages get translated into servlets, the servlets get compiled, and it is the servlets
that run at request time. 

So, the question is, If JSP technology and servlet technology are essentially equiv-
alent in power, does it matter which you use? The answer is, Yes, yes, yes! The issue
is not power, but convenience, ease of use, and maintainability. For example, any-
thing you can do in the Java programming language you could do in assembly lan-
guage. Does this mean that it does not matter which you use? Hardly. 

JSP is discussed in great detail starting in Chapter 10. But, it is worthwhile men-
tioning now how servlets and JSP fit together. JSP is focused on simplifying the cre-
ation and maintenance of the HTML. Servlets are best at invoking the business logic
and performing complicated operations. A quick rule of thumb is that servlets are

Listing 1.2 Store.jsp

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD><TITLE>Welcome to Our Store</TITLE></HEAD>
<BODY BGCOLOR="#FDF5E6">
<H1>Welcome to Our Store</H1>
<SMALL>Welcome,
<!-- User name is "New User" for first-time visitors --> 
<%= coreservlets.Utils.getUserNameFromCookie(request) %>
To access your account settings, click
<A HREF="Account-Settings.html">here.</A></SMALL>
<P>
Regular HTML for  rest of online store’s Web page
</BODY></HTML>
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best for tasks oriented toward processing, whereas JSP is best for tasks oriented
toward presentation. For some requests, servlets are the right choice. For other
requests, JSP is a better option. For still others, neither servlets alone nor JSP alone
is best, and a combination of the two (see Chapter 15, “Integrating Servlets and JSP:
The Model View Controller (MVC) Architecture”) is best. But the point is that you
need both servlets and JSP in your overall project: almost no project will consist
entirely of servlets or entirely of JSP. You want both.

OK, enough talk. Move on to the next chapter and get started!
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As discussed in Chapter 1, servlets are programs that run on a Web or application
server and act as a middle layer between a request coming from a Web browser or
other HTTP client and databases or applications on the HTTP server. Their job is to
perform the following tasks, as illustrated in Figure 3–1. 

Figure 3–1 The role of Web middleware.

1. Read the explicit data sent by the client.
The end user normally enters this data in an HTML form on a Web
page. However, the data could also come from an applet or a custom
HTTP client program.

2. Read the implicit HTTP request data sent by the browser.
Figure 3–1 shows a single arrow going from the client to the Web
server (the layer in which servlets and JSP pages execute), but there
are really two varieties of data: the explicit data the end user enters in
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a form and the behind-the-scenes HTTP information. Both types of 
data are critical to effective development. The HTTP information 
includes cookies, media types and compression schemes the browser 
understands, and so forth; it is discussed in Chapter 5.

3. Generate the results.
This process may require talking to a database, executing an RMI or 
CORBA call, invoking a Web service, or computing the response 
directly. Your real data may be in a relational database. Fine. But your 
database probably doesn’t speak HTTP or return results in HTML, so 
the Web browser can’t talk directly to the database. The same argu-
ment applies to most other applications. You need the Web middle 
layer to extract the incoming data from the HTTP stream, talk to the 
application, and embed the results inside a document.

4. Send the explicit data (i.e., the document) to the client.
This document can be sent in a variety of formats, including text 
(HTML or XML), binary (GIF images), Excel, or even a compressed 
format like gzip that is layered on top of some other underlying for-
mat.

5. Send the implicit HTTP response data.
Figure 3–1 shows a single arrow going from the Web middle layer (the 
servlet or JSP page) to the client, but there are really two varieties of 
data sent: the document itself and the behind-the-scenes HTTP infor-
mation. Both types of data are critical to effective development. Send-
ing HTTP response data involves telling the browser or other client 
what type of document is being returned (e.g., HTML), setting cook-
ies and caching parameters, and other such tasks. These tasks are dis-
cussed in Chapters 6–8.

In principle, servlets are not restricted to Web or application servers that handle
HTTP requests but can be used for other types of servers as well. For example, serv-
lets could be embedded in FTP or mail servers to extend their functionality. In prac-
tice, however, this use of servlets has not caught on, and we discuss only HTTP
servlets.

3.1 Basic Servlet Structure

Listing 3.1 outlines a basic servlet that handles GET requests. GET requests, for those
unfamiliar with HTTP, are the usual type of browser requests for Web pages. A
browser generates this request when the user enters a URL on the address line, fol-
lows a link from a Web page, or submits an HTML form that either does not specify
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a METHOD or specifies METHOD="GET". Servlets can also easily handle POST
requests, which are generated when someone submits an HTML form that specifies
METHOD="POST". For details on the use of HTML forms and the distinctions
between GET and POST, see Chapter 19 (Creating and Processing HTML Forms).

Servlets typically extend HttpServlet and override doGet or doPost, depend-
ing on whether the data is being sent by GET or by POST. If you want a servlet to take
the same action for both GET and POST requests, simply have doGet call doPost, or
vice versa. 

Both doGet and doPost take two arguments: an HttpServletRequest and an
HttpServletResponse. The HttpServletRequest lets you get at all of the
incoming data; the class has methods by which you can find out about information
such as form (query) data, HTTP request headers, and the client’s hostname. The
HttpServletResponse lets you specify outgoing information such as HTTP status
codes (200, 404, etc.) and response headers (Content-Type, Set-Cookie, etc.).
Most importantly, HttpServletResponse lets you obtain a PrintWriter that
you use to send document content back to the client. For simple servlets, most of the
effort is spent in println statements that generate the desired page. Form data,
HTTP request headers, HTTP responses, and cookies are all discussed in the follow-
ing chapters.

Listing 3.1 ServletTemplate.java

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

public class ServletTemplate extends HttpServlet {
  public void doGet(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {

    // Use "request" to read incoming HTTP headers
    // (e.g., cookies) and query data from HTML forms.

    // Use "response" to specify the HTTP response status
    // code and headers (e.g., the content type, cookies).

    PrintWriter out = response.getWriter();
    // Use "out" to send content to browser.
  }
}
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Since doGet and doPost throw two exceptions (ServletException and
IOException), you are required to include them in the method declaration.
Finally, you must import classes in java.io  (for PrintWriter,  etc.),
javax.servlet (for HttpServlet, etc.), and javax.servlet.http (for
HttpServletRequest and HttpServletResponse). 

However, there is no need to memorize the method signature and import state-
ments. Instead, simply download the preceding template from the source code archive
at http://www.coreservlets.com/ and use it as a starting point for your servlets.

3.2 A Servlet That 
Generates Plain Text

Listing 3.2 shows a simple servlet that outputs plain text, with the output shown in
Figure 3–2. Before we move on, it is worth spending some time reviewing the pro-
cess of installing, compiling, and running this simple servlet. See Chapter 2 (Server
Setup and Configuration) for a much more detailed description of the process.

First, be sure that you’ve already verified the basics:

• That your server is set up properly as described in Section 2.3
(Configure the Server).

• That your development CLASSPATH refers to the necessary three
entries (the servlet JAR file, your top-level development directory,
and “.”) as described in Section 2.7 (Set Up Your Development
Environment).

• That all of the test cases of Section 2.8 (Test Your Setup) execute
successfully.

Second, type “javac HelloWorld.java” or tell your development environ-
ment to compile the servlet (e.g., by clicking Build in your IDE or selecting Com-
pile from the emacs JDE menu). This step will compile your servlet to create
HelloWorld.class. 

Third, move HelloWorld.class to the directory that your server uses to store serv-
lets that are in the default Web application. The exact location varies from server to
server, but is typically of the form install_dir/.../WEB-INF/classes (see Section 2.10 for
details). For Tomcat you use install_dir/webapps/ROOT/WEB-INF/classes, for JRun
you use install_dir/servers/default/default-ear/default-war/WEB-INF/classes, and for
Resin you use install_dir/doc/WEB-INF/classes. Alternatively, you can use one of the
techniques of Section 2.9 (Establish a Simplified Deployment Method) to automati-
cally place the class files in the appropriate location. 
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Finally, invoke your servlet. This last step involves using either the default URL of
http://host/servlet/ServletName or a custom URL defined in the web.xml file as
described in Section 2.11 (Web Applications: A Preview). During initial develop-
ment, you will almost certainly find it convenient to use the default URL so that you
don’t have to edit the web.xml file each time you test a new servlet. When you deploy
real applications, however, you almost always disable the default URL and assign
explicit URLs in the web.xml file (see Section 2.11, “Web Applications: A Preview”).
In fact, servers are not absolutely required to support the default URL, and a few,
most notably BEA WebLogic, do not.

Figure 3–2 shows the servlet being accessed by means of the default URL, with
the server running on the local machine.  

Figure 3–2 Result of http://localhost/servlet/HelloWorld.

Listing 3.2 HelloWorld.java 

import java.io.*; 
import javax.servlet.*;
import javax.servlet.http.*;

public class HelloWorld extends HttpServlet {
  public void doGet(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {

    PrintWriter out = response.getWriter();
    out.println("Hello World");
  }
}
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3.6 The Servlet Life Cycle

In Section 1.4 (The Advantages of Servlets Over “Traditional” CGI) we referred to
the fact that only a single instance of each servlet gets created, with each user request
resulting in a new thread that is handed off to doGet or doPost as appropriate.
We’ll now be more specific about how servlets are created and destroyed, and how
and when the various methods are invoked. We summarize here, then elaborate in
the following subsections. 

When the servlet is first created, its init method is invoked, so init is where you
put one-time setup code. After this, each user request results in a thread that calls the
service method of the previously created instance. Multiple concurrent requests
normally result in multiple threads calling service simultaneously, although your
servlet can implement a special interface (SingleThreadModel) that stipulates that
only a single thread is permitted to run at any one time. The service method then
calls doGet, doPost, or another doXxx method, depending on the type of HTTP
request it received. Finally, if the server decides to unload a servlet, it first calls the
servlet’s destroy method.

The service Method

Each time the server receives a request for a servlet, the server spawns a new thread
and calls service. The service method checks the HTTP request type (GET,
POST, PUT, DELETE, etc.) and calls doGet, doPost, doPut, doDelete, etc., as
appropriate. A GET request results from a normal request for a URL or from an
HTML form that has no METHOD specified. A POST request results from an HTML
form that specifically lists POST as the METHOD. Other HTTP requests are generated
only by custom clients. If you aren’t familiar with HTML forms, see Chapter 19
(Creating and Processing HTML Forms).
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Now, if you have a servlet that needs to handle both POST and GET requests iden-
tically, you may be tempted to override service directly rather than implementing
both doGet and doPost. This is not a good idea. Instead, just have doPost call
doGet (or vice versa), as below.

public void doGet(HttpServletRequest request,
HttpServletResponse response)

throws ServletException, IOException {
// Servlet code

}

public void doPost(HttpServletRequest request,
 HttpServletResponse response)

throws ServletException, IOException {
doGet(request, response);

}

Although this approach takes a couple of extra lines of code, it has several advan-
tages over directly overriding service. First, you can later add support for other
HTTP request methods by adding doPut, doTrace, etc., perhaps in a subclass.
Overriding service directly precludes this possibility. Second, you can add support
for modification dates by adding a getLastModified method, as illustrated in
Listing 3.7. Since getLastModified is invoked by the default service method,
overriding service eliminates this option. Finally, service gives you automatic
support for HEAD, OPTION, and TRACE requests.

Core Approach

If your servlet needs to handle both GET and POST identically, have your 
doPost method call doGet, or vice versa. Don’t override service.

The doGet, doPost, and doXxx Methods
These methods contain the real meat of your servlet. Ninety-nine percent of the
time, you only care about GET or POST requests, so you override doGet and/or
doPost. However, if you want to, you can also override doDelete for DELETE
requests, doPut for PUT, doOptions for OPTIONS, and doTrace for TRACE.
Recall, however, that you have automatic support for OPTIONS and TRACE. 

Normally, you do not need to implement doHead in order to handle HEAD
requests (HEAD requests stipulate that the server should return the normal HTTP
headers, but no associated document). You don’t normally need to implement
doHead because the system automatically calls doGet and uses the resultant status
line and header settings to answer HEAD requests. However, it is occasionally useful
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to implement doHead so that you can generate responses to HEAD requests (i.e.,
requests from custom clients that want just the HTTP headers, not the actual docu-
ment) more quickly—without building the actual document output.

The init Method
Most of the time, your servlets deal only with per-request data, and doGet or
doPost are the only life-cycle methods you need. Occasionally, however, you want to
perform complex setup tasks when the servlet is first loaded, but not repeat those
tasks for each request. The init method is designed for this case; it is called when
the servlet is first created, and not called again for each user request. So, it is used for
one-time initializations, just as with the init method of applets. The servlet is nor-
mally created when a user first invokes a URL corresponding to the servlet, but you
can also specify that the servlet be loaded when the server is first started (see the
chapter on the web.xml file in Volume 2 of this book). 

The init method definition looks like this:

public void init() throws ServletException {
// Initialization code...

}

The init method performs two varieties of initializations: general initializations
and initializations controlled by initialization parameters.

General Initializations
With the first type of initialization, init simply creates or loads some data that will
be used throughout the life of the servlet, or it performs some one-time computation.
If you are familiar with applets, this task is analogous to an applet calling getImage
to load image files over the network: the operation only needs to be performed once,
so it is triggered by init. Servlet examples include setting up a database connection
pool for requests that the servlet will handle or loading a data file into a HashMap.

Listing 3.7 shows a servlet that uses init to do two things. 
First, it builds an array of 10 integers. Since these numbers are based upon com-

plex calculations, we don’t want to repeat the computation for each request. So,
doGet looks up the values that init computed, instead of generating them each
time. The results of this technique are shown in Figure 3–6. 

Second, since the output of the servlet does not change except when the server is
rebooted, init also stores a page modification date that is used by the getLast-
Modified method. This method should return a modification time expressed in mil-
liseconds since 1970, as is standard with Java dates. The time is automatically
converted to a date in GMT appropriate for the Last-Modified header. More
importantly, if the server receives a conditional GET request (one specifying that the
client only wants pages marked If-Modified-Since a particular date), the system
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compares the specified date to that returned by getLastModified, returning the
page only if it has been changed after the specified date. Browsers frequently make
these conditional requests for pages stored in their caches, so supporting conditional
requests helps your users (they get faster results) and reduces server load (you send
fewer complete documents). Since the Last-Modified and If-Modified-Since
headers use only whole seconds, the getLastModified method should round times
down to the nearest second. 

Listing 3.7 coreservlets/LotteryNumbers.java 

package coreservlets;

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

/** Example using servlet initialization and the
* getLastModified method.
*/

public class LotteryNumbers extends HttpServlet {
  private long modTime;
  private int[] numbers = new int[10];

  /** The init method is called only when the servlet is first
* loaded, before the first request is processed.

   */

  public void init() throws ServletException {
    // Round to nearest second (i.e., 1000 milliseconds)
    modTime = System.currentTimeMillis()/1000*1000;
    for(int i=0; i<numbers.length; i++) {

numbers[i] = randomNum();
    }
  }

 /** Return the list of numbers that init computed. */

  public void doGet(HttpServletRequest request,
HttpServletResponse response)

throws ServletException, IOException {
    response.setContentType("text/html");
    PrintWriter out = response.getWriter();
    String title = "Your Lottery Numbers";
    String docType =

"<!DOCTYPE HTML PUBLIC \"-//W3C//DTD HTML 4.0 " +
"Transitional//EN\">\n";
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    out.println(docType +
"<HTML>\n" +
"<HEAD><TITLE>" + title + "</TITLE></HEAD>\n" +
"<BODY BGCOLOR=\"#FDF5E6\">\n" +
"<H1 ALIGN=CENTER>" + title + "</H1>\n" +
"<B>Based upon extensive research of " +
"astro-illogical trends, psychic farces, " +
"and detailed statistical claptrap, " +
"we have chosen the " + numbers.length +
" best lottery numbers for you.</B>" +
"<OL>");

    for(int i=0; i<numbers.length; i++) {
out.println("  <LI>" + numbers[i]);

    }
    out.println("</OL>" +

"</BODY></HTML>");
  }

  /** The standard service method compares this date against
* any date specified in the If-Modified-Since request header.
* If the getLastModified date is later or if there is no
* If-Modified-Since header, the doGet method is called
* normally. But if the getLastModified date is the same or
* earlier, the service method sends back a 304 (Not Modified)
* response and does <B>not</B> call doGet. The browser should
* use its cached version of the page in such a case.

   */

  public long getLastModified(HttpServletRequest request) {
    return(modTime);
  }

  // A random int from 0 to 99.

  private int randomNum() {
    return((int)(Math.random() * 100));
  }
}

Listing 3.7 coreservlets/LotteryNumbers.java (continued)



Chapter 3 ■ Servlet Basics82

Figure 3–6 Result of the LotteryNumbers servlet.

Figures 3–7 and 3–8 show the result of requests for the same servlet with two
slightly different If-Modified-Since dates. To set the request headers and see
the response headers, we used WebClient, a Java application that lets you inter-
actively set up HTTP requests, submit them, and see the “raw” results. The code
for WebClient is available at the source code archive on the book’s home page
(http://www.coreservlets.com/). 
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Figure 3–7 Accessing the LotteryNumbers servlet results in normal response (with 
the document sent to the client) in two situations: when there is an unconditional GET 
request or when there is a conditional request that specifies a date before servlet 
initialization. Code for the WebClient program (used here to interactively connect to the 
server) is available at the book’s source code archive at http://www.coreservlets.com/.
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Figure 3–8 Accessing the LotteryNumbers servlet results in a 304 (Not Modified) 
response with no actual document in one situation: when a conditional GET request is 
received that specifies a date at or after servlet initialization.

Initializations Controlled by Initialization Parameters
In the previous example, the init method computed some data that was used by the
doGet and getLastModified methods. Although this type of general initialization
is quite common, it is also common to control the initialization by the use of initial-
ization parameters. To understand the motivation for init parameters, you need to
understand the categories of people who might want to customize the way a servlet
or JSP page behaves. There are three such groups:

1. Developers.
2. End users.
3. Deployers.
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Developers change the behavior of a servlet by changing the code. End users
change the behavior of a servlet by providing data to an HTML form (assuming that
the developer has written the servlet to look for this data). But what about deployers?
There needs to be a way to let administrators move servlets from machine to
machine and change certain parameters (e.g., the address of a database, the size of a
connection pool, or the location of a data file) without modifying the servlet source
code. Providing this capability is the purpose of init parameters.

Because the use of servlet initialization parameters relies heavily on the deploy-
ment descriptor (web.xml), we postpone details and examples on init parameters
until the deployment descriptor chapter in Volume 2 of this book. But, here is a brief
preview:

1. Use the web.xml servlet element to give a name to your servlet.

2. Use the web.xml servlet-mapping element to assign a custom
URL to your servlet. You never use default URLs of the form
http://.../servlet/ServletName when using init parameters. In fact,
these default URLs, although extremely convenient during initial
development, are almost never used in deployment scenarios.

3. Add init-param subelements to the web.xml servlet element to
assign names and values of initialization parameters.

4. From within your servlet’s init method, call getServletConfig
to obtain a reference to the ServletConfig object.

5. Call the getInitParameter method of ServletConfig with the
name of the init parameter. The return value is the value of the init
parameter or null if no such init parameter is found in the web.xml

file.

The destroy Method

The server may decide to remove a previously loaded servlet instance, perhaps
because it is explicitly asked to do so by the server administrator or perhaps because
the servlet is idle for a long time. Before it does, however, it calls the servlet’s
destroy method. This method gives your servlet a chance to close database connec-
tions, halt background threads, write cookie lists or hit counts to disk, and perform
other such cleanup activities. Be aware, however, that it is possible for the Web
server to crash (remember those California power outages?). So, don’t count on
destroy as the only mechanism for saving state to disk. If your servlet performs
activities like counting hits or accumulating lists of cookie values that indicate special
access, you should also proactively write the data to disk periodically.
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4

One of the main motivations for building Web pages dynamically is so that the result
can be based upon user input. This chapter shows you how to access that input (Sec-
tions 4.1–4.4). It also shows you how to use default values when some of the expected
parameters are missing (Section 4.5), how to filter < and > out of the request data to
avoid messing up the HTML results (Section 4.6), how to create “form beans” that
can be automatically populated from the request data (Section 4.7), and how, when
required request parameters are missing, to redisplay the form with the missing val-
ues highlighted (Section 4.8).

4.1 The Role of Form Data

If you’ve ever used a search engine, visited an online bookstore, tracked stocks on the
Web, or asked a Web-based site for quotes on plane tickets, you’ve probably seen
funny-looking URLs like http://host/path?user=Marty+Hall&origin=bwi&dest=sfo.
The part after the question mark (i.e., user=Marty+Hall&origin=bwi&dest=sfo) is
known as form data (or query data) and is the most common way to get information
from a Web page to a server-side program. Form data can be attached to the end of
the URL after a question mark (as above) for GET requests; form data can also be
sent to the server on a separate line for POST requests. If you’re not familiar with
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HTML forms, Chapter 19 (Creating and Processing HTML Forms) gives details on
how to build forms that collect and transmit data of this sort. However, here are the
basics.

1. Use the FORM element to create an HTML form. Use the
ACTION attribute to designate the address of the servlet or JSP page
that will process the results; you can use an absolute or relative URL.
For example:
<FORM ACTION="...">...</FORM>

If ACTION is omitted, the data is submitted to the URL of the current
page.

2. Use input elements to collect user data. Place the elements
between the start and end tags of the FORM element and give each
input element a NAME. Textfields are the most common input element;
they are created with the following.

<INPUT TYPE="TEXT" NAME="...">

3. Place a submit button near the bottom of the form. For example:
<INPUT TYPE="SUBMIT">

When the button is pressed, the URL designated by the form’s
ACTION is invoked. With GET requests, a question mark and name/
value pairs are attached to the end of the URL, where the names
come from the NAME attributes in the HTML input elements and the
values come from the end user. With POST requests, the same data is
sent, but on a separate request line instead of attached to the URL.

Extracting the needed information from this form data is traditionally one of the
most tedious parts of server-side programming. 

First of all, before servlets you generally had to read the data one way for GET
requests (in traditional CGI, this is usually through the QUERY_STRING environ-
ment variable) and a different way for POST requests (by reading the standard input
in traditional CGI). 

Second, you have to chop the pairs at the ampersands, then separate the parame-
ter names (left of the equal signs) from the parameter values (right of the equal
signs). 

Third, you have to URL-decode the values: reverse the encoding that the browser
uses on certain characters. Alphanumeric characters are sent unchanged by the
browser, but spaces are converted to plus signs and other characters are converted to
%XX, where XX is the ASCII (or ISO Latin-1) value of the character, in hex. For
example, if someone enters a value of “~hall, ~gates, and ~mcnealy” into a
textf ie ld with the name users  in  an HTML form, the data  is  sent  as
“users=%7Ehall%2C+%7Egates%2C+and+%7Emcnealy”, and the server-side
program has to reconstitute the original string. 
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Finally, the fourth reason that it is tedious to parse form data with traditional
server-side technologies is that values can be omitted (e.g., “param1=val1&
param2=&param3=val3”) or a parameter can appear more than once (e.g.,
“param1=val1&param2=val2&param1=val3”), so your parsing code needs spe-
cial cases for these situations.

Fortunately, servlets help us with much of this tedious parsing. That’s the topic of
the next section.

4.2 Reading Form Data from Servlets

One of the nice features of servlets is that all of this form parsing is handled automat-
ically. You call request.getParameter to get the value of a form parameter. You
can also call request.getParameterValues if the parameter appears more than
once, or you can call request.getParameterNames if you want a complete list of
all parameters in the current request. In the rare cases in which you need to read the
raw request data and parse it yourself, call getReader or getInputStream. 

Reading Single Values: getParameter
To read a request (form) parameter, you simply call the getParameter method of
HttpServletRequest, supplying the case-sensitive parameter name as an argu-
ment. You supply the parameter name exactly as it appeared in the HTML source
code, and you get the result exactly as the end user entered it; any necessary
URL-decoding is done automatically. Unlike the case with many alternatives to serv-
let technology, you use getParameter exactly the same way when the data is sent
by GET (i.e., from within the doGet method) as you do when it is sent by POST (i.e.,
from within doPost); the servlet knows which request method the client used and
automatically uses the appropriate method to read the data. An empty String is
returned if the parameter exists but has no value (i.e., the user left the corresponding
textfield empty when submitting the form), and null is returned if there was no
such parameter. 

Parameter names are case sensitive so, for example, request.get-
Parameter("Param1") and request.getParameter("param1") are not
interchangeable.

Core Warning

The values supplied to getParameter and getParameterValues are 
case sensitive.
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Reading Multiple Values: getParameterValues
If the same parameter name might appear in the form data more than once, you
should call getParameterValues (which returns an array of strings) instead of
getParameter (which returns a single string corresponding to the first occurrence
of the parameter). The return value of getParameterValues is null for nonexis-
tent parameter names and is a one-element array when the parameter has only a sin-
gle value. 

Now, if you are the author of the HTML form, it is usually best to ensure that
each textfield, checkbox, or other user interface element has a unique name.
That way, you can just stick with the simpler getParameter method and avoid
getParameterValues altogether. However, you sometimes write servlets or JSP
pages that handle other people’s HTML forms, so you have to be able to deal with all
possible cases. Besides, multiselectable list boxes (i.e., HTML SELECT elements
with the MULTIPLE attribute set; see Chapter 19 for details) repeat the parameter
name for each selected element in the list. So, you cannot always avoid multiple
values. 

Looking Up Parameter Names: 
getParameterNames and getParameterMap

Most servlets look for a specific set of parameter names; in most cases, if the servlet
does not know the name of the parameter, it does not know what to do with it either.
So, your primary tool should be getParameter. However, it is sometimes useful to
get a full list of parameter names. The primary utility of the full list is debugging, but
you occasionally use the list for applications where the parameter names are very
dynamic. For example, the names themselves might tell the system what to do with
the parameters (e.g., row-1-col-3-value), the system might build a database
update assuming that the parameter names are database column names, or the serv-
let might look for a few specific names and then pass the rest of the names to another
application.

Use getParameterNames to get this list in the form of an Enumeration,
each entry of which can be cast to a String and used in a getParameter or
getParameterValues call. If there are no parameters in the current request,
getParameterNames returns an empty Enumeration (not null). Note that
Enumeration is an interface that merely guarantees that the actual class will have
hasMoreElements and nextElement methods: there is no guarantee that any
particular underlying data structure will be used. And, since some common data
structures (hash tables, in particular) scramble the order of the elements, you
should not count on getParameterNames returning the parameters in the order
in which they appeared in the HTML form.
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Core Warning

Don’t count on getParameterNames returning the names in any 
particular order.

An alternative to getParameterNames is getParameterMap. This method
returns a Map: the parameter names (strings) are the table keys and the parameter
values (string arrays as returned by getParameterNames) are the table values.

Reading Raw Form Data and Parsing Uploaded 
Files: getReader or getInputStream

Rather than reading individual form parameters, you can access the query data directly
by calling getReader or getInputStream on the HttpServletRequest and
then using that stream to parse the raw input. Note, however, that if you read the data
in this manner, it is not guaranteed to be available with getParameter.

Reading the raw data is a bad idea for regular parameters since the input is nei-
ther parsed (separated into entries specific to each parameter) nor URL-decoded
(translated so that plus signs become spaces and %XX is replaced by the original
ASCII or ISO Latin-1 character corresponding to the hex value XX). However, read-
ing the raw input is of use in two situations.

The first case in which you might read and parse the data yourself is when the data
comes from a custom client rather than by an HTML form. The most common cus-
tom client is an applet; applet-servlet communication of this nature is discussed in
Volume 2 of this book.

The second situation in which you might read the data yourself is when the data is
f r o m  a n  u p l o a d e d  f i l e .  H T M L  s u p p o r t s  a  FORM  e l e m e n t  (<INPUT
TYPE="FILE"...>) that lets the client upload a file to the server. Unfortunately,
the servlet API defines no mechanism to read such files. So, you need a third-party
library to do so. One of the most popular ones is from the Apache Jakarta Project.
See http://jakarta.apache.org/commons/fileupload/ for details.

Reading Input in Multiple Character Sets: 
setCharacterEncoding

By default, request.getParameter interprets input using the server’s current
character set. To change this default, use the setCharacterEncoding method of
ServletRequest. But, what if input could be in more than one character set? In
such a case, you cannot simply call setCharacterEncoding with a normal character
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set name. The reason for this restriction is that setCharacterEncoding must be
called before you access any request parameters, and in many cases you use a request
parameter (e.g., a checkbox) to determine the character set.

So, you are left with two choices: read the parameter in one character set and con-
vert it to another, or use an autodetect feature provided with some character sets.

For the first option, you would read the parameter of interest, use getBytes to
extract the raw bytes, then pass those bytes to the String constructor along with the
name of the desired character set. Here is an example that converts a parameter to
Japanese:

String firstNameWrongEncoding = request.getParameter("firstName");
String firstName = 

new String(firstNameWrongEncoding.getBytes(), "Shift_JIS");

For the second option, you would use a character set that supports detection and
conversion from the default set. A full list of character sets supported in Java is avail-
able at http://java.sun.com/j2se/1.4.1/docs/guide/intl/encoding.doc.html. For
example, to allow input in either English or Japanese, you might use the following.

request.setCharacterEncoding("JISAutoDetect");
String firstName = request.getParameter("firstName");
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5

One of the keys to creating effective servlets is understanding how to manipulate the
HyperText Transfer Protocol (HTTP). Thoroughly understanding this protocol is not
an esoteric, theoretical concept, but rather a practical issue that can have an immedi-
ate impact on the performance and usability of your servlets. This section discusses
the HTTP information that is sent from the browser to the server in the form of
request headers. It explains the most important HTTP 1.1 request headers, summa-
rizing how and why they would be used in a servlet. As we see later, request headers
are read and applied the same way in JSP pages as they are in servlets.

Note that HTTP request headers are distinct from the form (query) data discussed
in the previous chapter. Form data results directly from user input and is sent as part
of the URL for GET requests and on a separate line for POST requests. Request head-
ers, on the other hand, are indirectly set by the browser and are sent immediately fol-
lowing the initial GET or POST request line. For instance, the following example shows
an HTTP request that might result from a user submitting a book-search request to a
servlet at http://www.somebookstore.com/servlet/Search. The request includes the
headers Accept, Accept-Encoding, Connection, Cookie, Host, Referer, and
User-Agent, all of which might be important to the operation of the servlet, but
none of which can be derived from the form data or deduced automatically: the serv-
let needs to explicitly read the request headers to make use of this information.

GET /servlet/Search?keywords=servlets+jsp HTTP/1.1
Accept: image/gif, image/jpg, */*
Accept-Encoding: gzip
Connection: Keep-Alive
Cookie: userID=id456578
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Host: www.somebookstore.com
Referer: http://www.somebookstore.com/findbooks.html

User-Agent: Mozilla/4.0 (compatible; MSIE 6.0; Windows NT 5.0) 

5.1 Reading Request Headers

Reading headers is straightforward; just call the getHeader method of Http-
ServletRequest with the name of the header. This call returns a String if the
specified header was supplied in the current request, null otherwise. In HTTP 1.0,
all request headers are optional; in HTTP 1.1, only Host is required. So, always
check for null before using a request header.

Core Approach

Always check that the result of request.getHeader is non-null 
before using it.

Header names are not case sensitive. So, for example, request.get-
Header("Connection")  i s  in te rchangeab le  w i th  request.get-
Header("connection").

Although getHeader is the general-purpose way to read incoming headers, a few
headers are so commonly used that they have special access methods in Http-
ServletRequest. Following is a summary.

• getCookies
The getCookies method returns the contents of the Cookie
header, parsed and stored in an array of Cookie objects. This method
is discussed in more detail in Chapter 8 (Handling Cookies).

• getAuthType and getRemoteUser
The getAuthType and getRemoteUser methods break the
Authorization header into its component pieces.

• getContentLength
The getContentLength method returns the value of the
Content-Length header (as an int).

• getContentType
The getContentType method returns the value of the
Content-Type header (as a String).
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• getDateHeader and getIntHeader
The getDateHeader and getIntHeader methods read the
specified headers and then convert them to Date and int values,
respectively.

• getHeaderNames

Rather than looking up one particular header, you can use the
getHeaderNames method to get an Enumeration of all header
names received on this particular request. This capability is
illustrated in Section 5.2 (Making a Table of All Request Headers).

• getHeaders

In most cases, each header name appears only once in the request.
Occasionally, however, a header can appear multiple times, with each
occurrence listing a separate value. Accept-Language is one such
example. You can use getHeaders to obtain an Enumeration of the
values of all occurrences of the header.

Finally, in addition to looking up the request headers, you can get information on
the main request line itself (i.e., the first line in the example request just shown), also
by means of methods in HttpServletRequest. Here is a summary of the four
main methods.

• getMethod

The getMethod method returns the main request method (normally,
GET or POST, but methods like HEAD, PUT, and DELETE are possible).

• getRequestURI

The getRequestURI method returns the part of the URL that comes
after the host and port but before the form data. For example, for a URL
of http://randomhost.com/servlet/search.BookSearch?subject=jsp,
getRequestURI would return "/servlet/search.BookSearch".

• getQueryString

The getQueryString method returns the form data. For example,
with http://randomhost.com/servlet/search.BookSearch?subject=jsp,
getQueryString would return "subject=jsp".

• getProtocol

The getProtocol method returns the third part of the request line,
which is generally HTTP/1.0 or HTTP/1.1. Servlets should usually
check getProtocol before specifying response headers (Chapter 7)
that are specific to HTTP 1.1.



Chapter 5 ■ Handling the Client Request: HTTP Request Headers150

© Prentice Hall and Sun Microsystems Press. Personal use only.

5.2 Making a Table of 
All Request Headers

Listing 5.1 shows a servlet that simply creates a table of all the headers it receives,
along with their associated values.  It  accomplishes this  task by cal l ing
request.getHeaderNames to obtain an Enumeration of headers in the cur-
rent request. It then loops down the Enumeration, puts the header name in the
left table cell, and puts the result of getHeader in the right table cell. Recall that
Enumeration is a standard interface in Java; it is in the java.util package and
contains just two methods: hasMoreElements and nextElement.

The servlet also prints three components of the main request line (method, URI,
and protocol). Figures 5–1 and 5–2 show typical results with Netscape and Internet
Explorer. 

Listing 5.1 ShowRequestHeaders.java 

package coreservlets;

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;
import java.util.*;

/** Shows all the request headers sent on the current request. */

public class ShowRequestHeaders extends HttpServlet {
  public void doGet(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {

    response.setContentType("text/html");
    PrintWriter out = response.getWriter();
    String title = "Servlet Example: Showing Request Headers";
    String docType =

"<!DOCTYPE HTML PUBLIC \"-//W3C//DTD HTML 4.0 " +
"Transitional//EN\">\n";

    out.println(docType +
"<HTML>\n" +
"<HEAD><TITLE>" + title + "</TITLE></HEAD>\n" +
"<BODY BGCOLOR=\"#FDF5E6\">\n" +
"<H1 ALIGN=\"CENTER\">" + title + "</H1>\n" +
"<B>Request Method: </B>" +
request.getMethod() + "<BR>\n" +
"<B>Request URI: </B>" +
request.getRequestURI() + "<BR>\n" +
"<B>Request Protocol: </B>" +
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Figure 5–1 Request headers sent by Netscape 7 on Windows 2000.

request.getProtocol() + "<BR><BR>\n" +
"<TABLE BORDER=1 ALIGN=\"CENTER\">\n" +
"<TR BGCOLOR=\"#FFAD00\">\n" +
"<TH>Header Name<TH>Header Value");

    Enumeration headerNames = request.getHeaderNames();
    while(headerNames.hasMoreElements()) {

String headerName = (String)headerNames.nextElement();
out.println("<TR><TD>" + headerName);
out.println("    <TD>" + request.getHeader(headerName));

    }
    out.println("</TABLE>\n</BODY></HTML>");
  }

  /** Since this servlet is for debugging, have it
* handle GET and POST identically.

   */

  public void doPost(HttpServletRequest request,
HttpServletResponse response)

throws ServletException, IOException {
    doGet(request, response);
  }
}

Listing 5.1 ShowRequestHeaders.java (continued)
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Figure 5–2 Request headers sent by Internet Explorer 6 on Windows 2000.

5.3 Understanding HTTP 1.1 
Request Headers

Access to the request headers permits servlets to perform a number of optimizations
and to provide a number of features not otherwise possible. This section summarizes
the headers most often used by servlets; for additional details on these and other
headers, see the HTTP 1.1 specification, given in RFC 2616. The official RFCs are
archived in a number of places; your best bet is to start at http://www.rfc-editor.org/
to get a current list of the archive sites. Note that HTTP 1.1 supports a superset of
the headers permitted in HTTP 1.0.

Accept
This header specifies the MIME types that the browser or other clients can 
handle. A servlet that can return a resource in more than one format can exam-
ine the Accept header to decide which format to use. For example, images in 
PNG format have some compression advantages over those in GIF, but not all 
browsers support PNG. If you have images in both formats, your servlet can 
call request.getHeader("Accept"), check for image/png, and if it 
finds a match, use blah.png filenames in all the IMG elements it generates. 
Otherwise, it would just use blah.gif. 
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See Table 7.1 in Section 7.2 (Understanding HTTP 1.1 Response Headers) for 
the names and meanings of the common MIME types.

Note that Internet Explorer 5 and 6 have a bug whereby the Accept header is 
sent improperly when you reload a page. It is sent properly in the original 
request, however.

Accept-Charset

This header indicates the character sets (e.g., ISO-8859-1) the browser can 
use.

Accept-Encoding

This header designates the types of encodings that the client knows how to 
handle. If the server receives this header, it is free to encode the page by using 
one of the formats specified (usually to reduce transmission time), sending the 
Content-Encoding response header to indicate that it has done so. This 
encoding type is completely distinct from the MIME type of the actual docu-
ment (as specified in the Content-Type response header), since this encod-
ing is reversed before the browser decides what to do with the content. On the 
other hand, using an encoding the browser doesn’t understand results in 
incomprehensible pages. Consequently, it is critical that you explicitly check 
the Accept-Encoding header before using any type of content encoding. 
Values of gzip or compress are the two most common possibilities.

Compressing pages before returning them is a valuable service because the 
cost of decoding is likely to be small compared with the savings in transmission 
time. See Section 5.4 in which gzip compression is used to reduce download 
times by a factor of more than 10.

Accept-Language

This header specifies the client’s preferred languages in case the servlet can 
produce results in more than one language. The value of the header should be 
one of the standard language codes such as en, en-us, da, etc. See RFC 1766 
for details (start at http://www.rfc-editor.org/ to get a current list of the RFC 
archive sites).

Authorization

This header is used by clients to identify themselves when accessing 
password-protected Web pages. For details, see the chapters on Web applica-
tion security in Volume 2 of this book.
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Connection
This header indicates whether the client can handle persistent HTTP connec-
tions. Persistent connections permit the client or other browser to retrieve 
multiple files (e.g., an HTML file and several associated images) with a single 
socket connection, thus saving the overhead of negotiating several independent 
connections. With an HTTP 1.1 request, persistent connections are the 
default, and the client must specify a value of close for this header to use 
old-style connections. In HTTP 1.0, a value of Keep-Alive means that persis-
tent connections should be used.

Each HTTP request results in a new invocation of a servlet (i.e., a thread call-
ing the servlet’s service and doXxx methods), regardless of whether the 
request is a separate connection. That is, the server invokes the servlet only 
after the server has already read the HTTP request. This means that servlets 
need to cooperate with the server to handle persistent connections. Conse-
quently, the servlet’s job is just to make it possible for the server to use persis-
tent connections; the servlet does so by setting the Content-Length 
response header. For details, see Chapter 7 (Generating the Server Response: 
HTTP Response Headers).

Content-Length
This header is applicable only to POST requests and gives the size of the POST data 
in bytes. Rather than calling request.getIntHeader("Content-Length"), 
you can simply use request.getContentLength(). However, since servlets 
take care of reading the form data for you (see Chapter 4), you rarely use this 
header explicitly.

Cookie
This header returns cookies to servers that previously sent them to the browser. 
Never read this header directly because doing so would require cumbersome 
low-level parsing; use request.getCookies instead. For details, see Chap-
ter 8 (Handling Cookies). Technically, Cookie is not part of HTTP 1.1. It was 
originally a Netscape extension but is now widely supported, including in both 
Netscape and Internet Explorer.

Host
In HTTP 1.1, browsers and other clients are required to specify this header, 
which indicates the host and port as given in the original URL. Because of the 
widespread use of virtual hosting (one computer handling Web sites for multi-
ple domain names), it is quite possible that the server could not otherwise 
determine this information. This header is not new in HTTP 1.1, but in HTTP 
1.0 it was optional, not required.
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If-Modified-Since
This header indicates that the client wants the page only if it has been changed 
after the specified date. The server sends a 304 (Not Modified) header if no 
newer result is available. This option is useful because it lets browsers cache 
documents and reload them over the network only when they’ve changed. 
However, servlets don’t need to deal directly with this header. Instead, they 
should just implement the getLastModified method to have the system 
handle modification dates automatically. For an example, see the lottery num-
bers servlet in Section 3.6 (The Servlet Life Cycle).

If-Unmodified-Since
This header is the reverse of If-Modified-Since; it specifies that the opera-
tion should succeed only if the document is older than the specified date. Typi-
cally, If-Modified-Since is used for GET requests (“give me the document 
only if it is newer than my cached version”), whereas If-Unmodified-Since 
is used for PUT requests (“update this document only if nobody else has changed 
it since I generated it”). This header is new in HTTP 1.1.

Referer
This header indicates the URL of the referring Web page. For example, if you 
are at Web page 1 and click on a link to Web page 2, the URL of Web page 1 is 
included in the Referer header when the browser requests Web page 2. Most 
major browsers set this header, so it is a useful way of tracking where requests 
come from. This capability is helpful for tracking advertisers who refer people 
to your site, for slightly changing content depending on the referring site, for 
identifying when users first enter your application, or simply for keeping track 
of where your traffic comes from. In the last case, most people rely on Web 
server log files, since the Referer is typically recorded there. Although the 
Referer header is useful, don’t rely too heavily on it since it can easily be 
spoofed by a custom client. Also, note that, owing to a spelling mistake by one 
of the original HTTP authors, this header is Referer, not the expected 
Referrer. 

Finally, note that some browsers (Opera), ad filters (Web Washer), and per-
sonal firewalls (Norton) screen out this header. Besides, even in normal situa-
tions, the header is only set when the user follows a link. So, be sure to follow 
the approach you should be using with all headers anyhow: check for null 
before using the header.

See Section 5.6 (Changing the Page According to How the User Got There) for 
details and an example. 
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User-Agent
This header identifies the browser or other client making the request and can be 
used to return different content to different types of browsers. Be wary of this use 
when dealing only with Web browsers; relying on a hard-coded list of browser ver-
sions and associated features can make for unreliable and hard-to-modify servlet 
code. Whenever possible, use something specific in the HTTP headers instead. 
For example, instead of trying to remember which browsers support gzip on 
which platforms, simply check the Accept-Encoding header. 

However, the User-Agent header is quite useful for distinguishing among 
different categories of client. For example, Japanese developers might see 
whether the User-Agent is an Imode cell phone (in which case they would 
redirect to a chtml page), a Skynet cell phone (in which case they would redi-
rect to a wml page), or a Web browser (in which case they would generate 
regular HTML).

Most Internet Explorer versions list a “Mozilla” (Netscape) version first in their 
User-Agent line, with the real browser version listed parenthetically. The 
Opera browser does the same thing. This deliberate misidentification is done 
for compatibility with JavaScript; JavaScript developers often use the 
User-Agent header to determine which JavaScript features are supported. 
So, if you want to differentiate Netscape from Internet Explorer, you have to 
check for the string “MSIE” or something more specific, not just the string 
“Mozilla.” Also note that this header can be easily spoofed, a fact that calls into 
question the reliability of sites that use this header to “show” market penetra-
tion of various browser versions. 
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6

As we saw in the previous chapter, a request from a browser or other client consists
of an HTTP command (usually GET or POST), zero or more request headers (one or
more in HTTP 1.1, since Host is required), a blank line, and, only in the case of
POST requests, some query data. A typical request looks like the following.

GET /servlet/SomeName HTTP/1.1
Host: ...
Header2: ...
...
HeaderN:

(Blank Line)

When a Web server responds to a request, the response typically consists of a sta-
tus line, some response headers, a blank line, and the document. A typical response
looks like this:

HTTP/1.1 200 OK
Content-Type: text/html
Header2: ...
...
HeaderN: ...

(Blank Line)
<!DOCTYPE ...>
<HTML>
<HEAD>...</HEAD>
<BODY>
...
</BODY></HTML>
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The status line consists of the HTTP version (HTTP/1.1 in the preceding exam-
ple), a status code (an integer; 200 in the example), and a very short message corre-
sponding to the status code (OK in the example). In most cases, the headers are
optional except for Content-Type, which specifies the MIME type of the docu-
ment that follows. Although most responses contain a document, some don’t. For
example, responses to HEAD requests should never include a document, and various
status codes essentially indicate failure or redirection (and thus either don’t include a
document or include only a short error-message document). 

Servlets can perform a variety of important tasks by manipulating the status line
and the response headers. For example, they can forward the user to other sites; indi-
cate that the attached document is an image, Adobe Acrobat file, or HTML file; tell
the user that a password is required to access the document; and so forth. This chap-
ter summarizes the most important status codes and describes what can be accom-
plished with them; the following chapter discusses the response headers. 

6.1 Specifying Status Codes

As just described, the HTTP response status line consists of an HTTP version, a status
code, and an associated message. Since the message is directly associated with the sta-
tus code and the HTTP version is determined by the server, all a servlet needs to do is
to set the status code. A code of 200 is set automatically, so servlets don’t usually need
to specify a status code at all. When they do want to, they use response.setStatus,
response.sendRedirect, or response.sendError.

Setting Arbitrary Status Codes: setStatus

When you want to set an arbitrary status code, do so with the setStatus method of
HttpServletResponse. If your response includes a special status code and a doc-
ument, be sure to call setStatus before actually returning any of the content with
the PrintWriter. The reason is that an HTTP response consists of the status line,
one or more headers, a blank line, and the actual document, in that order. Servlets do
not necessarily buffer the document, so you have to either set the status code before
using the PrintWriter or carefully check that the buffer hasn’t been flushed and
content actually sent to the browser.

Core Approach

Set status codes before sending any document content to the client.
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The setStatus method takes an int (the status code) as an argument, but
instead of using explicit numbers, for readability and to avoid typos, use the con-
stants defined in HttpServletResponse. The name of each constant is derived
from the standard HTTP 1.1 message for each constant, all upper case with a prefix
of SC (for Status Code) and spaces changed to underscores. Thus, since the message
for 404 is Not Found, the equivalent constant in HttpServletResponse is
SC_NOT_FOUND. There is one minor exception, however: the constant for code 302
is derived from the message defined by HTTP 1.0 (Moved Temporarily), not the
HTTP 1.1 message (Found). 

Setting 302 and 404 Status Codes:
sendRedirect and sendError

Although the general  method of  setting status  codes i s  s imply to cal l
response.setStatus(int), there are two common cases for which a shortcut
method in HttpServletResponse is provided. Just be aware that both of these
methods throw IOException, whereas setStatus does not. Since the doGet and
doPost methods already throw IOException, this difference only matters if you
pass the response object to another method.

• public void sendRedirect(String url)
The 302 status code directs the browser to connect to a new location.
The sendRedirect method generates a 302 response along with a
Location header giving the URL of the new document. Either an
absolute or a relative URL is permitted; the system automatically
translates relative URLs into absolute ones before putting them in the
Location header.

• public void sendError(int code, String message)
The 404 status code is used when no document is found on the server.
The sendError method sends a status code (usually 404) along with
a short message that is automatically formatted inside an HTML
document and sent to the client.

Setting a status code does not necessarily mean that you omit the document. For
example, although most servers automatically generate a small File Not Found mes-
sage for 404 responses, a servlet might want to customize this response. Again,
remember that if you do send output, you have to call setStatus or sendError
first.  
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6.2 HTTP 1.1 Status Codes

In this section we describe the most important status codes available for use in serv-
lets talking to HTTP 1.1 clients, along with the standard message associated with
each code. A good understanding of these codes can dramatically increase the capa-
bilities of your servlets, so you should at least skim the descriptions to see what
options are at your disposal. You can come back for details when you are ready to use
the capabilities. 

The complete HTTP 1.1 specification is given in RFC 2616. In general, you can
access RFCs online by going to http://www.rfc-editor.org/ and following the links to
the latest RFC archive sites, but since this one came from the World Wide Web Con-
sortium, you can just go to http://www.w3.org/Protocols/. Codes that are new in
HTTP 1.1 are noted since some browsers support only HTTP 1.0. You should only
send the new codes to clients that support HTTP 1.1, as verified by checking
request.getRequestProtocol. 

The rest of this section describes the specific status codes available in HTTP 1.1.
These codes fall into five general categories:

• 100–199
Codes in the 100s are informational, indicating that the client should
respond with some other action.

• 200–299
Values in the 200s signify that the request was successful.

• 300–399
Values in the 300s are used for files that have moved and usually
include a Location header indicating the new address.

• 400–499
Values in the 400s indicate an error by the client.

• 500–599
Codes in the 500s signify an error by the server.

The constants in HttpServletResponse that represent the various codes
are derived from the standard messages associated with the codes. In servlets, you
usually refer to status codes only by means of these constants. For example, you
would use response.setStatus(response.SC_NO_CONTENT) rather than
response.setStatus(204), since the latter is unclear to readers and is prone to
typographical errors. However, you should note that servers are allowed to vary the
messages slightly, and clients pay attention only to the numeric value. So, for exam-
ple, you might see a server return a status line of HTTP/1.1 200 Document
Follows instead of HTTP/1.1 200 OK.
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100 (Continue)
If the server receives an Expect request header with a value of 
100-continue, it means that the client is asking if it can send an attached 
document in a follow-up request. In such a case, the server should either 
respond with status 100 (SC_CONTINUE) to tell the client to go ahead or use 
417 (SC_EXPECTATION_FAILED) to tell the browser it won’t accept the docu-
ment. This status code is new in HTTP 1.1. 

200 (OK)
A value of 200 (SC_OK) means that everything is fine; the document follows for 
GET and POST requests. This status is the default for servlets; if you don’t use 
setStatus, you’ll get 200. 

202 (Accepted)
A value of 202 (SC_ACCEPTED) tells the client that the request is being acted 
upon but processing is not yet complete. 

204 (No Content)
A status code of 204 (SC_NO_CONTENT) stipulates that the browser should 
continue to display the previous document because no new document is avail-
able. This behavior is useful if the user periodically reloads a page by pressing 
the Reload button and you can determine that the previous page is already 
up-to-date. 

205 (Reset Content)
A value of 205 (SC_RESET_CONTENT) means that there is no new document 
but the browser should reset the document view. Thus, this status code is used 
to instruct browsers to clear form fields. It is new in HTTP 1.1. 

301 (Moved Permanently)
The 301 (SC_MOVED_PERMANENTLY) status indicates that the requested docu-
ment is elsewhere; the new URL for the document is given in the Location 
response header. Browsers should automatically follow the link to the new 
URL. 

302 (Found)
This value is similar to 301, except that in principle the URL given by the 
Location header should be interpreted as a temporary replacement, not a 
permanent one. In practice, most browsers treat 301 and 302 identically. Note: 
in HTTP 1.0, the message was Moved Temporarily instead of Found, and 
the constant in HttpServletResponse is SC_MOVED_TEMPORARILY, not 
the expected SC_FOUND. 
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Core Note

The constant representing 302 is SC_MOVED_TEMPORARILY, not 
SC_FOUND.

Status code 302 is useful because browsers automatically follow the reference 
to the new URL given in the Location response header. Note that the 
browser reconnects to the new URL immediately; no intermediate output is 
displayed. This behavior distinguishes redirects from refreshes where an inter-
mediate page is temporarily displayed (see the next chapter for details on the 
Refresh header). With redirects, another site, not the servlet itself, generates 
the results. So why use a servlet at all? Redirects are useful for the following 
tasks:

• Computing destinations. If you know the final destination for the
user in advance, your hypertext link or HTML form could send the
user directly there. But, if you need to look at the data before
deciding where to obtain the necessary results, a redirection is
useful. For example, you might want to send users to a standard site
that gives information on stocks, but you need to look at the stock
symbol before deciding whether to send them to the New York
Stock Exchange, NASDAQ, or a non-U.S. site.

• Tracking user behavior. If you send users a page that contains a
hypertext link to another site, you have no way to know if they
actually click on the link. But perhaps this information is important
in analyzing the usefulness of the different links you send them. So,
instead of sending users the direct link, you can send them a link to
your own site, where you can then record some information and
then redirect them to the real site. For example, several search
engines use this trick to determine which of the results they display
are most popular.

• Performing side effects. What if you want to send users to a
certain site but set a cookie on the user’s browser first? No problem:
return both a Set-Cookie response header (by means of
response.addCookie—see Chapter 8) and a 302 status code (by
means of response.sendRedirect).

The 302 status code is so useful, in fact, that there is a special method for it, 
sendRedirect. Using response.sendRedirect(url) has a couple of 
advantages over using response.setStatus(response.SC_MOVED_
TEMPORARILY) and response.setHeader("Location", url). First, it 
is shorter and easier. Second, with sendRedirect, the servlet automatically 
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builds a page containing the link to show to older browsers that don’t automati-
cally follow redirects. Finally, sendRedirect can handle relative URLs, auto-
matically translating them into absolute ones. 

Technically, browsers are supposed to automatically follow the redirection only 
if the original request was GET. For details, see the discussion of the 307 status 
code. 

303 (See Other)
The 303 (SC_SEE_OTHER) status is similar to 301 and 302, except that if the 
original request was POST, the new document (given in the Location header) 
should be retrieved with GET. See status code 307. This code is new in 
HTTP 1.1. 

304 (Not Modified)
When a client has a cached document, it can perform a conditional request by 
supplying an If-Modified-Since header to signify that it wants the docu-
ment only if it has been changed since the specified date. A value of 304 
(SC_NOT_MODIFIED) means that the cached version is up-to-date and the cli-
ent should use it. Otherwise, the server should return the requested document 
with the normal (200) status code. Servlets normally should not set this status 
code directly. Instead, they should implement the getLastModified 
method and let the default service method handle conditional requests 
based upon this modification date. For an example, see the LotteryNumbers 
servlet in Section 3.6 (The Servlet Life Cycle). 

307 (Temporary Redirect)
The rules for how a browser should handle a 307 status are identical to those 
for 302. The 307 value was added to HTTP 1.1 since many browsers errone-
ously follow the redirection on a 302 response even if the original message is a 
POST. Browsers are supposed to follow the redirection of a POST request only 
when they receive a 303 response status. This new status is intended to be 
unambiguously clear: follow redirected GET and POST requests in the case of 
303 responses; follow redirected GET but not POST requests in the case of 307 
responses. This status code is new in HTTP 1.1. 

400 (Bad Request)
A 400 (SC_BAD_REQUEST) status indicates bad syntax in the client request. 

401 (Unauthorized)
A value of 401 (SC_UNAUTHORIZED) signifies that the client tried to access a 
password-protected page but that the request did not have proper identifying 
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information in the Authorization header. The response must include a 
WWW-Authenticate header. For details, see the chapter on programmatic 
Web application security in Volume 2 of this book.

403 (Forbidden)

A status code of 403 (SC_FORBIDDEN) means that the server refuses to supply 
the resource, regardless of authorization. This status is often the result of bad 
file or directory permissions on the server. 

404 (Not Found)

The infamous 404 (SC_NOT_FOUND) status tells the client that no resource could 
be found at that address. This value is the standard “no such page” response. It is 
such a common and useful response that there is a special method for it in the 
HttpServletResponse class: sendError("message"). The advantage of 
sendError over setStatus is that with sendError, the server automati-
cally generates an error page showing the error message. 404 errors need not 
merely say “Sorry, the page cannot be found.” Instead, they can give informa-
tion on why the page couldn’t be found or supply search boxes or alternative 
places to look. The sites at www.microsoft.com and www.ibm.com have particu-
larly good examples of useful error pages (to see them, just make up a nonexist-
ent URL at either site). In fact, there is an entire site dedicated to the good, the 
bad, the ugly, and the bizarre in 404 error messages: http://www.plinko.net/
404/. We find http://www.plinko.net/404/links.asp?type=cat&key=13 (amus-
ing 404 error messages) particularly funny.

Unfortunately, however, the default behavior of Internet Explorer in version 5 
and later is to ignore the error page you send back and to display its own static 
(and relatively useless) error message, even though doing so explicitly contra-
dicts the HTTP specification. To turn off this setting, go to the Tools menu, 
select Internet Options, choose the Advanced tab, and make sure the “Show 
friendly HTTP error messages” box is not checked. Regrettably, few users are 
aware of this setting, so this “feature” prevents most users of Internet Explorer 
from seeing any informative messages you return. Other major browsers and 
version 4 of Internet Explorer properly display server-generated error pages. 

Core Warning

By default, Internet Explorer versions 5 and later improperly ignore 
server-generated error pages. 



6.2 HTTP 1.1 Status Codes 183

© Prentice Hall and Sun Microsystems Press. Personal use only.

Fortunately, it is relatively uncommon for individual servlets to build their own 
404 error pages. A more common approach is to set up error pages for an 
entire Web application; see Section 2.11 (Web Applications: A Preview) for 
details. 

405 (Method Not Allowed)
A 405 (SC_METHOD_NOT_ALLOWED) value signifies that the request method 
(GET, POST, HEAD, PUT, DELETE, etc.) was not allowed for this particular 
resource. This status code is new in HTTP 1.1. 

415 (Unsupported Media Type)
A value of 415 (SC_UNSUPPORTED_MEDIA_TYPE) means that the request had 
an attached document of a type the server doesn’t know how to handle. This 
status code is new in HTTP 1.1. 

417 (Expectation Failed)
If the server receives an Expect request header with a value of 
100-continue, it means that the client is asking if it can send an attached 
document in a follow-up request. In such a case, the server should either 
respond with this status (417) to tell the browser it won’t accept the document 
or use 100 (SC_CONTINUE) to tell the client to go ahead. This status code is 
new in HTTP 1.1. 

500 (Internal Server Error)
500 (SC_INTERNAL_SERVER_ERROR) is the generic “server is confused” sta-
tus code. It often results from CGI programs or (heaven forbid!) servlets that 
crash or return improperly formatted headers. 

501 (Not Implemented)
The 501 (SC_NOT_IMPLEMENTED) status notifies the client that the server 
doesn’t support the functionality to fulfill the request. It is used, for example, 
when the client issues a command like PUT that the server doesn’t support. 

503 (Service Unavailable)
A status code of 503 (SC_SERVICE_UNAVAILABLE) signifies that the server 
cannot respond because of maintenance or overloading. For example, a servlet 
might return this header if some thread or database connection pool is cur-
rently full. The server can supply a Retry-After header to tell the client 
when to try again. 
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505 (HTTP Version Not Supported)
The 505 (SC_HTTP_VERSION_NOT_SUPPORTED) code means that the server 
doesn’t support the version of HTTP named in the request line. This status 
code is new in HTTP 1.1.

6.3 A Servlet That Redirects Users 
to Browser-Specific Pages

Recall from Chapter 5 that the User-Agent request header designates the specific
browser (or cell phone or other client) making the request. Recall further that most
major browsers contain the string Mozilla in their User-Agent header, but only
Microsoft Internet Explorer contains the string MSIE.

Listing 6.1 shows a servlet that makes use of this fact to send Internet Explorer
users to the Netscape home page, and all other users to the Microsoft home page.
The servlet accomplishes this task by using the sendRedirect method to send a
302 status code and a Location response header to the browser. Figures 6–1 and
6–2 show results for Internet Explorer and Netscape, respectively. 

Listing 6.1 WrongDestination.java 

package coreservlets;

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

/** Servlet that sends IE users to the Netscape home page and
* Netscape (and all other) users to the Microsoft home page.

 */

public class WrongDestination extends HttpServlet {
  public void doGet(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {

    String userAgent = request.getHeader("User-Agent");
    if ((userAgent != null) &&

(userAgent.indexOf("MSIE") != -1)) {
response.sendRedirect("http://home.netscape.com");

    } else {
response.sendRedirect("http://www.microsoft.com");

    }
  }
}
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Figure 6–1 Result of http://host/servlet/coreservlets.WrongDestination in Internet 
Explorer.

Figure 6–2 Result of http://host/servlet/coreservlets.WrongDestination in Netscape.



GENERATING THE 
SERVER RESPONSE: 
HTTP RESPONSE 

HEADERS

Topics in This Chapter

• Format of the HTTP response

• Setting response headers

• Understanding what response headers are good for

• Building Excel spread sheets

• Generating JPEG images dynamically

• Sending incremental updates to the browser



195

7

As discussed in the previous chapter, a response from a Web server normally consists
of a status line, one or more response headers (one of which must be Content-Type),
a blank line, and the document. To get the most out of your servlets, you need to
know how to use the status line and response headers effectively, not just how to gen-
erate the document.

Setting the HTTP response headers often goes hand in hand with setting the sta-
tus codes in the status line, as discussed in the previous chapter. For example, all the
“document moved” status codes (300 through 307) have an accompanying
Location header, and a 401 (Unauthorized) code always includes an accompany-
ing WWW-Authenticate header. However, specifying headers can also play a useful
role even when no unusual status code is set. Response headers can be used to spec-
ify cookies, to supply the page modification date (for client-side caching), to instruct
the browser to reload the page after a designated interval, to give the file size so that
persistent HTTP connections can be used, to designate the type of document being
generated, and to perform many other tasks. This chapter shows how to generate
response headers, explains what the various headers are used for, and gives several
examples.
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7.1 Setting Response Headers 
from Servlets

The most general way to specify headers is to use the setHeader method of
HttpServletResponse. This method takes two strings: the header name and the
header value. As with setting status codes, you must specify headers before returning
the actual document. 

• setHeader(String headerName, String headerValue)
This method sets the response header with the designated name to
the given value.

In addition to the general-purpose setHeader method, HttpServlet-
Response also has two specialized methods to set headers that contain dates and
integers:

• setDateHeader(String header, long milliseconds)
This method saves you the trouble of translating a
Java date in milliseconds since 1970 (as returned by
System.currentTimeMillis, Date.getTime, or
Calendar.getTimeInMillis) into a GMT time string.

• setIntHeader(String header, int headerValue)
This method spares you the minor inconvenience of converting an
int to a String before inserting it into a header.

HTTP allows multiple occurrences of the same header name, and you sometimes
want to add a new header rather than replace any existing header with the same
name. For example, it is quite common to have multiple Accept and Set-Cookie
headers that specify different supported MIME types and different cookies, respec-
tively. The methods setHeader, setDateHeader, and setIntHeader replace
any existing headers of the same name, whereas addHeader, addDateHeader, and
addIntHeader add a header regardless of whether a header of that name already
exists. If it matters to you whether a specific header has already been set, use
containsHeader to check. 

Finally, HttpServletResponse also supplies a number of convenience meth-
ods for specifying common headers. These methods are summarized as follows.

• setContentType(String mimeType)
This method sets the Content-Type header and is used by the
majority of servlets.
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• setContentLength(int length)
This method sets the Content-Length header, which is useful if the
browser supports persistent (keep-alive) HTTP connections.

• addCookie(Cookie c)
This method inserts a cookie into the Set-Cookie header. There is
no corresponding setCookie method, since it is normal to have
multiple Set-Cookie lines. See Chapter 8 (Handling Cookies) for a
discussion of cookies.

• sendRedirect(String address)
As discussed in the previous chapter, the sendRedirect method sets
the Location header as well as setting the status code to 302. See
Sections 6.3 (A Servlet That Redirects Users to Browser-Specific
Pages) and 6.4 (A Front End to Various Search Engines) for examples.

7.2 Understanding HTTP 1.1 
Response Headers

Following is a summary of the most useful HTTP 1.1 response headers. A good
understanding of these headers can increase the effectiveness of your servlets, so you
should at least skim the descriptions to see what options are at your disposal. You can
come back for details when you are ready to use the capabilities. 

These headers are a superset of those permitted in HTTP 1.0. The official HTTP
1.1 specification is given in RFC 2616. The RFCs are online in various places; your
best bet is to start at http://www.rfc-editor.org/ to get a current list of the archive
sites. Header names are not case sensitive but are traditionally written with the first
letter of each word capitalized.

Be cautious in writing servlets whose behavior depends on response headers that
are available only in HTTP 1.1, especially if your servlet needs to run on the WWW
“at large” rather than on an intranet—some older browsers support only HTTP 1.0.
It is best to explicitly check the HTTP version with request.getRequest-
Protocol before using HTTP-1.1-specific headers.

Allow
The Allow header specifies the request methods (GET, POST, etc.) that the 
server supports. It is required for 405 (Method Not Allowed) responses. 
The default service method of servlets automatically generates this header 
for OPTIONS requests.
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Cache-Control
This useful header tells the browser or other client the circumstances in which 
the response document can safely be cached. It has the following possible 
values.

• public. Document is cacheable, even if normal rules (e.g., for
password-protected pages) indicate that it shouldn’t be.

• private. Document is for a single user and can only be stored in
private (nonshared) caches.

• no-cache. Document should never be cached (i.e., used
to satisfy a later request). The server can also specify
“no-cache="header1,header2,...,headerN"” to stipulate the 
headers that should be omitted if a cached response is later used.
Browsers normally do not cache documents that were retrieved by
requests that include form data. However, if a servlet generates
different content for different requests even when the requests
contain no form data, it is critical to tell the browser not to cache
the response. Since older browsers use the Pragma header for this
purpose, the typical servlet approach is to set both headers, as in
the following example.

response.setHeader("Cache-Control", "no-cache");

response.setHeader("Pragma", "no-cache");

• no-store. Document should never be cached and should not even
be stored in a temporary location on disk. This header is intended to
prevent inadvertent copies of sensitive information.

• must-revalidate. Client must revalidate document with original
server (not just intermediate proxies) each time it is used.

• proxy-revalidate. This is the same as must-revalidate,
except that it applies only to shared caches.

• max-age=xxx. Document should be considered stale after xxx
seconds. This is a convenient alternative to the Expires header but
only works with HTTP 1.1 clients. If both max-age and Expires are
present in the response, the max-age value takes precedence.

• s-max-age=xxx. Shared caches should consider the document stale
after xxx seconds.

The Cache-Control header is new in HTTP 1.1. 

Connection
A value of close for this response header instructs the browser not to 
use persistent HTTP connections. Technically, persistent connections 
are the default when the client supports HTTP 1.1 and does not specify a 
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Connection: close request header (or when an HTTP 1.0 client speci-
fies Connection: keep-alive). However, since persistent connections 
require a Content-Length response header, there is no reason for a servlet 
to explicitly use the Connection header. Just omit the Content-Length 
header if you aren’t using persistent connections. 

Content-Disposition
The Content-Disposition header lets you request that the browser ask 
the user to save the response to disk in a file of the given name. It is used as 
follows:

Content-Disposition: attachment; filename=some-file-name

This header is particularly useful when you send the client non-HTML 
responses (e.g., Excel spreadsheets as in Section 7.3 or JPEG images as in Sec-
tion 7.5). Content-Disposition was not part of the original HTTP specifi-
cation; it was defined later in RFC 2183. Recall that you can download RFCs 
by going to http://rfc-editor.org/ and following the instructions. 

Content-Encoding
This header indicates the way in which the page was encoded during transmis-
sion. The browser should reverse the encoding before deciding what to do with 
the document. Compressing the document with gzip can result in huge savings 
in transmission time; for an example, see Section 5.4 (Sending Compressed 
Web Pages).

Content-Language
The Content-Language header signifies the language in which the docu-
ment is written. The value of the header should be one of the standard 
language codes such as en, en-us, da, etc. See RFC 1766 for details on lan-
guage codes (you can access RFCs online at one of the archive sites listed at 
http://www.rfc-editor.org/). 

Content-Length
This header indicates the number of bytes in the response. This information is 
needed only if the browser is using a persistent (keep-alive) HTTP connection. 
See the Connection header for determining when the browser supports persis-
tent connections. If you want your servlet to take advantage of persistent connec-
tions when the browser supports them, your servlet should write the document 
into a ByteArrayOutputStream, look up its size when done, put that into the 
Content-Length field with response.setContentLength, then send the 
content by byteArrayStream.writeTo(response.getOutputStream()). 
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Content-Type

The Content-Type header gives the MIME (Multipurpose Internet Mail 
Extension) type of the response document. Setting this header is so 
common that there is a special method in HttpServletResponse for it: 
setContentType. MIME types are of the form maintype/subtype for 
officially registered types and of the form maintype/x-subtype for unreg-
istered types. Most servlets specify text/html; they can, however, specify 
other types instead. This is important partly because servlets directly gener-
ate other MIME types (as in the Excel and JPEG examples of this chapter), 
but also partly because servlets are used as the glue to connect other applica-
tions to the Web. OK, so you have Adobe Acrobat to generate PDF, Ghost-
Script to generate PostScript, and a database application to search indexed 
MP3 files. But you still need a servlet to answer the HTTP request, invoke 
the helper application, and set the Content-Type header, even though the 
servlet probably simply passes the output of the helper application directly to 
the client.

In addition to a basic MIME type, the Content-Type header can also desig-
nate a specific character encoding. If this is not specified, the default is 
ISO-8859_1 (Latin). For example, the following instructs the browser to 
interpret the document as HTML in the Shift_JIS (standard Japanese) 
character set.

response.setContentType("text/html; charset=Shift_JIS");

Table 7.1 lists some of the most common MIME types used by servlets. 
RFC 1521 and RFC 1522 list more of the common MIME types (again, see 
http://www.rfc-editor.org/ for a list of RFC archive sites). However, new 
MIME types are registered all the time, so a dynamic list is a better place to 
look. The officially registered types are listed at http://www.isi.edu/in-notes/
iana/assignments/media-types/media-types. For common unregistered 
types, http://www.ltsw.se/knbase/internet/mime.htp is a good source.     

Table 7.1 Common MIME Types 

Type Meaning

application/msword Microsoft Word document

application/octet-stream Unrecognized or binary data

application/pdf Acrobat (.pdf) file

application/postscript PostScript file



7.2 Understanding HTTP 1.1 Response Headers 201

Type Meaning

application/vnd.lotus-notes Lotus Notes file

application/vnd.ms-excel Excel spreadsheet

application/vnd.ms-powerpoint PowerPoint presentation

application/x-gzip Gzip archive

application/x-java-archive JAR file

application/x-java-serialized-object Serialized Java object

application/x-java-vm Java bytecode (.class) file

application/zip Zip archive

audio/basic Sound file in .au or .snd format

audio/midi MIDI sound file

audio/x-aiff AIFF sound file

audio/x-wav Microsoft Windows sound file

image/gif GIF image

image/jpeg JPEG image

image/png PNG image

image/tiff TIFF image

image/x-xbitmap X Windows bitmap image

text/css HTML cascading style sheet

text/html HTML document

text/plain Plain text

text/xml XML

video/mpeg MPEG video clip

video/quicktime QuickTime video clip

Table 7.1 Common MIME Types (continued)



Chapter 7 ■ Generating the Server Response: HTTP Response Headers202

Expires
This header stipulates the time at which the content should be considered 
out-of-date and thus no longer be cached. A servlet might use this header for a 
document that changes relatively frequently, to prevent the browser from dis-
playing a stale cached value. Furthermore, since some older browsers support 
Pragma unreliably (and Cache-Control not at all), an Expires header with 
a date in the past is often used to prevent browser caching. However, some 
browsers ignore dates before January 1, 1980, so do not use 0 as the value of 
the Expires header. 

For example, the following would instruct the browser not to cache the docu-
ment for more than 10 minutes.

long currentTime = System.currentTimeMillis();

long tenMinutes = 10*60*1000; // In milliseconds

response.setDateHeader("Expires", 

currentTime + tenMinutes);

Also see the max-age value of the Cache-Control header.

Last-Modified
This very useful header indicates when the document was last changed. The client 
can then cache the document and supply a date by an If-Modified-Since 
request header in later requests. This request is treated as a conditional GET, with 
the document being returned only if the Last-Modified date is later than the 
one specified for If-Modified-Since. Otherwise, a 304 (Not Modified) 
status line is returned, and the client uses the cached document. If you set this 
header explicitly, use the setDateHeader method to save yourself the bother 
of formatting GMT date strings. However, in most cases you simply implement 
the getLastModified method (see the lottery number servlet of Section 3.6, 
“The Servlet Life Cycle”) and let the standard service method handle 
If-Modified-Since requests. 

Location
This header, which should be included with all responses that have a status code 
in the 300s, notifies the browser of the document address. The browser automat-
ically reconnects to this location and retrieves the new document. This header is 
usually set indirectly, along with a 302 status code, by the sendRedirect 
method of HttpServletResponse. See Sections 6.3 (A Servlet That Redirects 
Users to Browser-Specific Pages) and 6.4 (A Front End to Various Search 
Engines) for examples.
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Pragma
Supplying this header with a value of no-cache instructs HTTP 1.0 clients not 
to cache the document. However, support for this header was inconsistent with 
HTTP 1.0 browsers, so Expires with a date in the past is often used instead. 
In HTTP 1.1, Cache-Control: no-cache is a more reliable replacement.

Refresh
This header indicates how soon (in seconds) the browser should ask for an 
updated page. For example, to tell the browser to ask for a new copy in 30 sec-
onds, you would specify a value of 30 with 

response.setIntHeader("Refresh", 30);

Note that Refresh does not stipulate continual updates; it just specifies 
when the next update should be. So, you have to continue to supply Refresh 
in all subsequent responses. This header is extremely useful because it lets 
servlets return partial results quickly while still letting the client see the com-
plete results at a later time. For an example, see Section 7.4 (Persistent Servlet 
State and Auto-Reloading Pages).

Instead of having the browser just reload the current page, you can specify the 
page to load. You do this by supplying a semicolon and a URL after the refresh 
time. For example, to tell the browser to go to http://host/path after 5 seconds, 
you would do the following.

response.setHeader("Refresh", "5; URL=http://host/path/");

This setting is useful for “splash screens” on which an introductory image or 
message is displayed briefly before the real page is loaded.

Note that this header is commonly set indirectly by putting

<META HTTP-EQUIV="Refresh" 
CONTENT="5; URL=http://host/path/">

in the HEAD section of the HTML page, rather than as an explicit header from 
the server. That usage came about because automatic reloading or forwarding 
is something often desired by authors of static HTML pages. For servlets, how-
ever, setting the header directly is easier and clearer. 

This header is not officially part of HTTP 1.1 but is an extension supported by 
both Netscape and Internet Explorer. 

Retry-After
This header can be used in conjunction with a 503 (Service Unavailable) 
response to tell the client how soon it can repeat its request.
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Set-Cookie
The Set-Cookie header specifies a cookie associated with the page. Each 
cookie requires a separate Set-Cookie header. Servlets should not use 
response.setHeader("Set-Cookie", ...) but instead should use the 
special-purpose addCookie method of HttpServletResponse. For 
details, see Chapter 8 (Handling Cookies). Technically, Set-Cookie is not 
part of HTTP 1.1. It was originally a Netscape extension but is now widely sup-
ported, including in both Netscape and Internet Explorer.

WWW-Authenticate
This header is always included with a 401 (Unauthorized) status code. It tells 
the browser what authorization type (BASIC or DIGEST) and realm the client 
should supply in its Authorization header. For examples of the use of 
WWW-Authenticate and a discussion of the various security mechanisms 
available to servlets and JSP pages, see the chapters on Web application secu-
rity in Volume 2 of this book.

7.3 Building Excel Spreadsheets

Although servlets usually generate HTML output, they are not required to do so.
HTTP is fundamental to servlets; HTML is not. Now, it is sometimes useful to gener-
ate Microsoft Excel content so that users can save the results in a report and so that
you can make use of the built-in formula support in Excel. Excel accepts input in at
least three distinct formats: tab-separated data, HTML tables, and a native binary
format. 

In this section, we illustrate the use of tab-separated data to generate spread-
sheets. In Chapter 12 (Controlling the Structure of Generated Servlets: The JSP
page Directive), we show how to build Excel spreadsheets by using HTML-table
format. No matter the format, the key is to use the Content-Type response
header to tell the client that you are sending a spreadsheet. You use the shorthand
setContentType method to set the Content-Type header, and the MIME type
for Excel spreadsheets is application/vnd.ms-excel. So, to generate Excel
spreadsheets, just do:

response.setContentType("application/vnd.ms-excel");
PrintWriter out = response.getWriter();

Then, simply print some entries with tabs (\t in Java strings) in between. That’s it: no
DOCTYPE, no HEAD, no BODY: those are all HTML-specific things.
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Listing 7.1 presents a simple servlet that builds an Excel spreadsheet that com-
pares apples and oranges. Note that =SUM(col:col) sums a range of columns in
Excel. Figure 7–1 shows the results.  

Figure 7–1 Result of the ApplesAndOranges servlet in Internet Explorer on a system 
that has Microsoft Office installed.

Listing 7.1 ApplesAndOranges.java 

package coreservlets;

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

/** Servlet that creates Excel spreadsheet comparing
* apples and oranges.

 */

public class ApplesAndOranges extends HttpServlet {
  public void doGet(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {
response.setContentType("application/vnd.ms-excel");
PrintWriter out = response.getWriter();
out.println("\tQ1\tQ2\tQ3\tQ4\tTotal");
out.println("Apples\t78\t87\t92\t29\t=SUM(B2:E2)");
out.println("Oranges\t77\t86\t93\t30\t=SUM(B3:E3)");

  }
}
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7.4 Persistent Servlet State 
and Auto-Reloading Pages

Suppose your servlet or JSP page performs a calculation that takes a long time to
complete: say, 20 seconds or more. In such a case, it is not reasonable to complete
the computation and then send the results to the client—by that time the client may
have given up and left the page or, worse, have hit the Reload button and restarted
the process. To deal with requests that take a long time to process (or whose results
periodically change), you need the following capabilities:

• A way to store data between requests. For data that is not
specific to any one client, store it in a field (instance variable)
of the servlet. For data that is specific to a user, store it in the
HttpSession object (see Chapter 9, “Session Tracking”). For data
that needs to be available to other servlets or JSP pages, store it in
the ServletContext (see the section on sharing data in Chapter
14, “Using JavaBeans Components in JSP Documents”).

• A way to keep computations running after the response is sent
to the user. This task is simple: just start a Thread. The thread
started by the system to answer requests automatically finishes when
the response is finished, but other threads can keep running. The only
subtlety: set the thread priority to a low value so that you do not slow
down the server.

• A way to get the updated results to the browser when they are
ready. Unfortunately, because browsers do not maintain an open
connection to the server, there is no easy way for the server to
proactively send the new results to the browser. Instead, the browser
needs to be told to ask for updates. That is the purpose of the
Refresh response header.

Finding Prime Numbers for 
Use with Public Key Cryptography

Here is an example that lets you ask for a list of some large, randomly chosen prime
numbers. As you are probably aware, access to large prime numbers is the key to
most public-key cryptography systems, the kind of encryption systems used on the
Web (e.g., for SSL and X509 certificates). Finding prime numbers may take some
time for very large numbers (e.g., 100 digits), so the servlet immediately returns



7.4 Persistent Servlet State and Auto-Reloading Pages 207

© Prentice Hall and Sun Microsystems Press. Personal use only.

J2EE training from the author: http://courses.coreservlets.com/

initial results but then keeps calculating, using a low-priority thread so that it won’t
degrade Web server performance. If the calculations are not complete, the servlet
instructs the browser to ask for a new page in a few seconds by sending it a Refresh
header. 

In addition to illustrating the value of HTTP response headers (Refresh in this
case), this example shows two other valuable servlet capabilities. First, it shows that
the same servlet can handle multiple simultaneous connections, each with its own
thread. So, while one thread is finishing a calculation for one client, another client
can connect and still see partial results. 

Second, this example shows how easy it is for servlets to maintain state between
requests, something that is cumbersome to implement in most competing technolo-
gies (even .NET, which is perhaps the best of the alternatives). Only a single instance
of the servlet is created, and each request simply results in a new thread calling the
servlet’s service method (which calls doGet or doPost). So, shared data simply
has to be placed in a regular instance variable (field) of the servlet. Thus, the servlet
can access the appropriate ongoing calculation when the browser reloads the page
and can keep a list of the N most recently requested results, returning them immedi-
ately if a new request specifies the same parameters as a recent one. Of course, the
normal rules that require authors to synchronize multithreaded access to shared data
still apply to servlets. Servlets can also store persistent data in the ServletContext
object that is available through the getServletContext method. ServletContext
has setAttribute and getAttribute methods that let you store arbitrary data
associated with specified keys. The difference between storing data in instance vari-
ables and storing it in the ServletContext is that the ServletContext is shared
by all servlets and JSP pages in the Web application.

Listing 7.2 shows the main servlet class. First, it receives a request that specifies
two parameters: numPrimes and numDigits. These values are normally collected
from the user and sent to the servlet by means of a simple HTML form. Listing 7.3
shows the source code and Figure 7–2 shows the result. Next, these parameters are
converted to integers by means of a simple utility that uses Integer.parseInt
(see Listing 7.6). These values are then matched by the findPrimeList method to
an ArrayList of recent or ongoing calculations to see if a previous computation cor-
responds to the same two values. If so, that previous value (of type PrimeList) is
used; otherwise, a new PrimeList is created and stored in the ongoing-calculations
Vector, potentially displacing the oldest previous list. Next, that PrimeList is
checked to determine whether it has finished finding all of its primes. If not, the cli-
ent is sent a Refresh header to tell it to come back in five seconds for updated
results. Either way, a bulleted list of the current values is returned to the client. See
Figures 7–3 through 7–5 for representative results.
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Listing 7.2 PrimeNumberServlet.java 

package coreservlets;

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;
import java.util.*;

/** Servlet that processes a request to generate n
* prime numbers, each with at least m digits.
* It performs the calculations in a low-priority background
* thread, returning only the results it has found so far.
* If these results are not complete, it sends a Refresh
* header instructing the browser to ask for new results a
* little while later. It also maintains a list of a
* small number of previously calculated prime lists
* to return immediately to anyone who supplies the
* same n and m as a recently completed computation.

 */

public class PrimeNumberServlet extends HttpServlet {
  private ArrayList primeListCollection = new ArrayList();
  private int maxPrimeLists = 30;

  public void doGet(HttpServletRequest request,
HttpServletResponse response)

throws ServletException, IOException {
    int numPrimes =

ServletUtilities.getIntParameter(request,
"numPrimes", 50);

    int numDigits =
ServletUtilities.getIntParameter(request,

"numDigits", 120);
    PrimeList primeList =

findPrimeList(primeListCollection, numPrimes, numDigits);
    if (primeList == null) {

primeList = new PrimeList(numPrimes, numDigits, true);
// Multiple servlet request threads share the instance
// variables (fields) of PrimeNumbers. So
// synchronize all access to servlet fields.
synchronized(primeListCollection) {

if (primeListCollection.size() >= maxPrimeLists)
primeListCollection.remove(0);

primeListCollection.add(primeList);
}

    }
    ArrayList currentPrimes = primeList.getPrimes();
    int numCurrentPrimes = currentPrimes.size();
    int numPrimesRemaining = (numPrimes - numCurrentPrimes);
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    boolean isLastResult = (numPrimesRemaining == 0);
    if (!isLastResult) {

response.setIntHeader("Refresh", 5);
    }
    response.setContentType("text/html");
    PrintWriter out = response.getWriter();
    String title = "Some " + numDigits + "-Digit Prime Numbers";
    out.println(ServletUtilities.headWithTitle(title) +

"<BODY BGCOLOR=\"#FDF5E6\">\n" +
"<H2 ALIGN=CENTER>" + title + "</H2>\n" +
"<H3>Primes found with " + numDigits +
" or more digits: " + numCurrentPrimes +
".</H3>");

    if (isLastResult)
out.println("<B>Done searching.</B>");

    else
out.println("<B>Still looking for " + numPrimesRemaining +

" more<BLINK>...</BLINK></B>");
    out.println("<OL>");
    for(int i=0; i<numCurrentPrimes; i++) {

out.println("  <LI>" + currentPrimes.get(i));
    }
    out.println("</OL>");
    out.println("</BODY></HTML>");
  }

  // See if there is an existing ongoing or completed
  // calculation with the same number of primes and number
  // of digits per prime. If so, return those results instead
  // of starting a new background thread. Keep this list
  // small so that the Web server doesn't use too much memory.
  // Synchronize access to the list since there may be
  // multiple simultaneous requests.

  private PrimeList findPrimeList(ArrayList primeListCollection,
int numPrimes,
int numDigits) {

for(int i=0; i<primeListCollection.size(); i++) {
PrimeList primes =

(PrimeList)primeListCollection.get(i);
    synchronized(primeListCollection) {

if ((numPrimes == primes.numPrimes()) &&
(numDigits == primes.numDigits()))

return(primes);
}
return(null);

    }
  }
}

Listing 7.2 PrimeNumberServlet.java (continued)
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Figure 7–2 Front end to the prime-number-generation servlet. 

Listing 7.3 PrimeNumbers.html 

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
  <TITLE>Finding Large Prime Numbers</TITLE>
</HEAD>
<BODY BGCOLOR="#FDF5E6">
<CENTER>
<H2>Finding Large Prime Numbers</H2>
<BR><BR>
<FORM ACTION="/servlet/coreservlets.PrimeNumberServlet">
  <B>Number of primes to calculate:</B>
  <INPUT TYPE="TEXT" NAME="numPrimes" VALUE=25 SIZE=4><BR>
  <B>Number of digits:</B>
  <INPUT TYPE="TEXT" NAME="numDigits" VALUE=150 SIZE=3><BR>
  <INPUT TYPE="SUBMIT" VALUE="Start Calculating">
</FORM>
</CENTER>
</BODY></HTML>
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Figure 7–3 Initial results of the prime-number-generation servlet. A quick result is sent 
to the browser, along with instructions (in the Refresh header) to reconnect for an 
update in five seconds.

Figure 7–4 Intermediate results of the prime-number-generation servlet. The servlet 
stores the previous computations and matches the current request with the stored values 
by comparing the request parameters (the size and number of primes to compute). Other 
clients that request the same parameters see the same already computed results.
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Figure 7–5 Final results of the prime-number-generation servlet. Since the servlet has 
computed as many primes as the user requested, no Refresh header is sent to the 
browser and the page is no longer reloaded automatically. 

Listings 7.4 (PrimeList.java) and 7.5 (Primes.java) present auxiliary code used by
the servlet. PrimeList.java handles the background thread for the creation of a list
of primes for a specific set of values. The point of this example is twofold: that serv-
lets can maintain data between requests by storing it in instance variables (or the
ServletContext) and that the servlet can use the Refresh header to instruct the
browser to return for updates. However, if you care about the gory details of
prime-number generation, Primes.java contains the low-level algorithms for choosing
a random number of a specified length and then finding a prime at or above that
value. It uses built-in methods in the BigInteger class; the algorithm for determin-
ing if the number is prime is a probabilistic one and thus has a chance of being mis-
taken. However, the probability of being wrong can be specified, and we use an error
value of 100. Assuming that the algorithm used in most Java implementations is the
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Miller-Rabin test, the likelihood of falsely reporting a composite (i.e., non-prime)
number as prime is provably less than 2100. This is almost certainly smaller than the
likelihood of a hardware error or random radiation causing an incorrect response in a
deterministic algorithm, and thus the algorithm can be considered deterministic.   

Listing 7.4 PrimeList.java 

package coreservlets;

import java.util.*;
import java.math.BigInteger;

/** Creates an ArrayList of large prime numbers, usually in
* a low-priority background thread. Provides a few small
* thread-safe access methods.

 */

public class PrimeList implements Runnable {
  private ArrayList primesFound;
  private int numPrimes, numDigits;

  /** Finds numPrimes prime numbers, each of which is
* numDigits long or longer. You can set it to return
* only when done, or have it return immediately,
* and you can later poll it to see how far it
* has gotten.

   */

  public PrimeList(int numPrimes, int numDigits,
boolean runInBackground) {

    primesFound = new ArrayList(numPrimes);
    this.numPrimes = numPrimes;
    this.numDigits = numDigits;
    if (runInBackground) {

Thread t = new Thread(this);
// Use low priority so you don't slow down server.
t.setPriority(Thread.MIN_PRIORITY);
t.start();

    } else {
run();

    }
  }
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  public void run() {
    BigInteger start = Primes.random(numDigits);
    for(int i=0; i<numPrimes; i++) {

start = Primes.nextPrime(start);
synchronized(this) {

primesFound.add(start);
}

    }
  }

  public synchronized boolean isDone() {
    return(primesFound.size() == numPrimes);
  }

  public synchronized ArrayList getPrimes() {
    if (isDone())

return(primesFound);
    else

return((ArrayList)primesFound.clone());
  }

  public int numDigits() {
    return(numDigits);
  }

  public int numPrimes() {
    return(numPrimes);
  }

  public synchronized int numCalculatedPrimes() {
    return(primesFound.size());
  }
}

Listing 7.4 PrimeList.java (continued)
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Listing 7.5 Primes.java 

package coreservlets;

import java.math.BigInteger;

/** A few utilities to generate a large random BigInteger,
* and find the next prime number above a given BigInteger.

 */

public class Primes {
  // Note that BigInteger.ZERO and BigInteger.ONE are
  // unavailable in JDK 1.1.
  private static final BigInteger ZERO = BigInteger.ZERO;
  private static final BigInteger ONE = BigInteger.ONE;
  private static final BigInteger TWO = new BigInteger("2");

  // Likelihood of false prime is less than 1/2^ERR_VAL.
  // Presumably BigInteger uses the Miller-Rabin test or
  // equivalent, and thus is NOT fooled by Carmichael numbers.
  // See section 33.8 of Cormen et al.'s Introduction to
  // Algorithms for details.
  private static final int ERR_VAL = 100;

  public static BigInteger nextPrime(BigInteger start) {
    if (isEven(start))

start = start.add(ONE);
    else

start = start.add(TWO);
    if (start.isProbablePrime(ERR_VAL))

return(start);
    else

return(nextPrime(start));
  }

  private static boolean isEven(BigInteger n) {
    return(n.mod(TWO).equals(ZERO));
  }

  private static StringBuffer[] digits =
    { new StringBuffer("0"), new StringBuffer("1"),

new StringBuffer("2"), new StringBuffer("3"),
new StringBuffer("4"), new StringBuffer("5"),
new StringBuffer("6"), new StringBuffer("7"),
new StringBuffer("8"), new StringBuffer("9") };
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  private static StringBuffer randomDigit(boolean isZeroOK) {
    int index;
    if (isZeroOK) {

index = (int)Math.floor(Math.random() * 10);
    } else {

index = 1 + (int)Math.floor(Math.random() * 9);
    }
    return(digits[index]);
  }

  /** Create a random big integer where every digit is
* selected randomly (except that the first digit
* cannot be a zero).

   */

  public static BigInteger random(int numDigits) {
    StringBuffer s = new StringBuffer("");
    for(int i=0; i<numDigits; i++) {

if (i == 0) {
// First digit must be non-zero.
s.append(randomDigit(false));

} else {
s.append(randomDigit(true));

}
    }
    return(new BigInteger(s.toString()));
  }

  /** Simple command-line program to test. Enter number
* of digits, and the program picks a random number of that
* length and then prints the first 50 prime numbers
* above that.

   */

  public static void main(String[] args) {
    int numDigits;
    try {

numDigits = Integer.parseInt(args[0]);
    } catch (Exception e) { // No args or illegal arg.

numDigits = 150;
    }
    BigInteger start = random(numDigits);
    for(int i=0; i<50; i++) {

start = nextPrime(start);
System.out.println("Prime " + i + " = " + start);

    }
  }
}

Listing 7.5 Primes.java (continued)
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Listing 7.6 ServletUtilities.java (Excerpt)

package coreservlets;

import javax.servlet.*;
import javax.servlet.http.*;

/** Some simple time savers. Note that most are static methods. */

public class ServletUtilities {
// ...

/** Read a parameter with the specified name, convert it
* to an int, and return it. Return the designated default
* value if the parameter doesn't exist or if it is an
* illegal integer format.

   */

  public static int getIntParameter(HttpServletRequest request,
String paramName,
int defaultValue) {

    String paramString = request.getParameter(paramName);
    int paramValue;
    try {

paramValue = Integer.parseInt(paramString);
    } catch(NumberFormatException nfe) { // null or bad format

paramValue = defaultValue;
    }
    return(paramValue);
  }
}
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7

As discussed in the previous chapter, a response from a Web server normally consists
of a status line, one or more response headers (one of which must be Content-Type),
a blank line, and the document. To get the most out of your servlets, you need to
know how to use the status line and response headers effectively, not just how to gen-
erate the document.

Setting the HTTP response headers often goes hand in hand with setting the sta-
tus codes in the status line, as discussed in the previous chapter. For example, all the
“document moved” status codes (300 through 307) have an accompanying
Location header, and a 401 (Unauthorized) code always includes an accompany-
ing WWW-Authenticate header. However, specifying headers can also play a useful
role even when no unusual status code is set. Response headers can be used to spec-
ify cookies, to supply the page modification date (for client-side caching), to instruct
the browser to reload the page after a designated interval, to give the file size so that
persistent HTTP connections can be used, to designate the type of document being
generated, and to perform many other tasks. This chapter shows how to generate
response headers, explains what the various headers are used for, and gives several
examples.
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7.1 Setting Response Headers 
from Servlets

The most general way to specify headers is to use the setHeader method of
HttpServletResponse. This method takes two strings: the header name and the
header value. As with setting status codes, you must specify headers before returning
the actual document. 

• setHeader(String headerName, String headerValue)
This method sets the response header with the designated name to
the given value.

In addition to the general-purpose setHeader method, HttpServlet-
Response also has two specialized methods to set headers that contain dates and
integers:

• setDateHeader(String header, long milliseconds)
This method saves you the trouble of translating a
Java date in milliseconds since 1970 (as returned by
System.currentTimeMillis, Date.getTime, or
Calendar.getTimeInMillis) into a GMT time string.

• setIntHeader(String header, int headerValue)
This method spares you the minor inconvenience of converting an
int to a String before inserting it into a header.

HTTP allows multiple occurrences of the same header name, and you sometimes
want to add a new header rather than replace any existing header with the same
name. For example, it is quite common to have multiple Accept and Set-Cookie
headers that specify different supported MIME types and different cookies, respec-
tively. The methods setHeader, setDateHeader, and setIntHeader replace
any existing headers of the same name, whereas addHeader, addDateHeader, and
addIntHeader add a header regardless of whether a header of that name already
exists. If it matters to you whether a specific header has already been set, use
containsHeader to check. 

Finally, HttpServletResponse also supplies a number of convenience meth-
ods for specifying common headers. These methods are summarized as follows.

• setContentType(String mimeType)
This method sets the Content-Type header and is used by the
majority of servlets.
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• setContentLength(int length)
This method sets the Content-Length header, which is useful if the
browser supports persistent (keep-alive) HTTP connections.

• addCookie(Cookie c)
This method inserts a cookie into the Set-Cookie header. There is
no corresponding setCookie method, since it is normal to have
multiple Set-Cookie lines. See Chapter 8 (Handling Cookies) for a
discussion of cookies.

• sendRedirect(String address)
As discussed in the previous chapter, the sendRedirect method sets
the Location header as well as setting the status code to 302. See
Sections 6.3 (A Servlet That Redirects Users to Browser-Specific
Pages) and 6.4 (A Front End to Various Search Engines) for examples.

7.2 Understanding HTTP 1.1 
Response Headers

Following is a summary of the most useful HTTP 1.1 response headers. A good
understanding of these headers can increase the effectiveness of your servlets, so you
should at least skim the descriptions to see what options are at your disposal. You can
come back for details when you are ready to use the capabilities. 

These headers are a superset of those permitted in HTTP 1.0. The official HTTP
1.1 specification is given in RFC 2616. The RFCs are online in various places; your
best bet is to start at http://www.rfc-editor.org/ to get a current list of the archive
sites. Header names are not case sensitive but are traditionally written with the first
letter of each word capitalized.

Be cautious in writing servlets whose behavior depends on response headers that
are available only in HTTP 1.1, especially if your servlet needs to run on the WWW
“at large” rather than on an intranet—some older browsers support only HTTP 1.0.
It is best to explicitly check the HTTP version with request.getRequest-
Protocol before using HTTP-1.1-specific headers.

Allow
The Allow header specifies the request methods (GET, POST, etc.) that the 
server supports. It is required for 405 (Method Not Allowed) responses. 
The default service method of servlets automatically generates this header 
for OPTIONS requests.
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Cache-Control
This useful header tells the browser or other client the circumstances in which 
the response document can safely be cached. It has the following possible 
values.

• public. Document is cacheable, even if normal rules (e.g., for
password-protected pages) indicate that it shouldn’t be.

• private. Document is for a single user and can only be stored in
private (nonshared) caches.

• no-cache. Document should never be cached (i.e., used
to satisfy a later request). The server can also specify
“no-cache="header1,header2,...,headerN"” to stipulate the 
headers that should be omitted if a cached response is later used.
Browsers normally do not cache documents that were retrieved by
requests that include form data. However, if a servlet generates
different content for different requests even when the requests
contain no form data, it is critical to tell the browser not to cache
the response. Since older browsers use the Pragma header for this
purpose, the typical servlet approach is to set both headers, as in
the following example.

response.setHeader("Cache-Control", "no-cache");

response.setHeader("Pragma", "no-cache");

• no-store. Document should never be cached and should not even
be stored in a temporary location on disk. This header is intended to
prevent inadvertent copies of sensitive information.

• must-revalidate. Client must revalidate document with original
server (not just intermediate proxies) each time it is used.

• proxy-revalidate. This is the same as must-revalidate,
except that it applies only to shared caches.

• max-age=xxx. Document should be considered stale after xxx
seconds. This is a convenient alternative to the Expires header but
only works with HTTP 1.1 clients. If both max-age and Expires are
present in the response, the max-age value takes precedence.

• s-max-age=xxx. Shared caches should consider the document stale
after xxx seconds.

The Cache-Control header is new in HTTP 1.1. 

Connection
A value of close for this response header instructs the browser not to 
use persistent HTTP connections. Technically, persistent connections 
are the default when the client supports HTTP 1.1 and does not specify a 
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Connection: close request header (or when an HTTP 1.0 client speci-
fies Connection: keep-alive). However, since persistent connections 
require a Content-Length response header, there is no reason for a servlet 
to explicitly use the Connection header. Just omit the Content-Length 
header if you aren’t using persistent connections. 

Content-Disposition
The Content-Disposition header lets you request that the browser ask 
the user to save the response to disk in a file of the given name. It is used as 
follows:

Content-Disposition: attachment; filename=some-file-name

This header is particularly useful when you send the client non-HTML 
responses (e.g., Excel spreadsheets as in Section 7.3 or JPEG images as in Sec-
tion 7.5). Content-Disposition was not part of the original HTTP specifi-
cation; it was defined later in RFC 2183. Recall that you can download RFCs 
by going to http://rfc-editor.org/ and following the instructions. 

Content-Encoding
This header indicates the way in which the page was encoded during transmis-
sion. The browser should reverse the encoding before deciding what to do with 
the document. Compressing the document with gzip can result in huge savings 
in transmission time; for an example, see Section 5.4 (Sending Compressed 
Web Pages).

Content-Language
The Content-Language header signifies the language in which the docu-
ment is written. The value of the header should be one of the standard 
language codes such as en, en-us, da, etc. See RFC 1766 for details on lan-
guage codes (you can access RFCs online at one of the archive sites listed at 
http://www.rfc-editor.org/). 

Content-Length
This header indicates the number of bytes in the response. This information is 
needed only if the browser is using a persistent (keep-alive) HTTP connection. 
See the Connection header for determining when the browser supports persis-
tent connections. If you want your servlet to take advantage of persistent connec-
tions when the browser supports them, your servlet should write the document 
into a ByteArrayOutputStream, look up its size when done, put that into the 
Content-Length field with response.setContentLength, then send the 
content by byteArrayStream.writeTo(response.getOutputStream()). 
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Content-Type

The Content-Type header gives the MIME (Multipurpose Internet Mail 
Extension) type of the response document. Setting this header is so 
common that there is a special method in HttpServletResponse for it: 
setContentType. MIME types are of the form maintype/subtype for 
officially registered types and of the form maintype/x-subtype for unreg-
istered types. Most servlets specify text/html; they can, however, specify 
other types instead. This is important partly because servlets directly gener-
ate other MIME types (as in the Excel and JPEG examples of this chapter), 
but also partly because servlets are used as the glue to connect other applica-
tions to the Web. OK, so you have Adobe Acrobat to generate PDF, Ghost-
Script to generate PostScript, and a database application to search indexed 
MP3 files. But you still need a servlet to answer the HTTP request, invoke 
the helper application, and set the Content-Type header, even though the 
servlet probably simply passes the output of the helper application directly to 
the client.

In addition to a basic MIME type, the Content-Type header can also desig-
nate a specific character encoding. If this is not specified, the default is 
ISO-8859_1 (Latin). For example, the following instructs the browser to 
interpret the document as HTML in the Shift_JIS (standard Japanese) 
character set.

response.setContentType("text/html; charset=Shift_JIS");

Table 7.1 lists some of the most common MIME types used by servlets. 
RFC 1521 and RFC 1522 list more of the common MIME types (again, see 
http://www.rfc-editor.org/ for a list of RFC archive sites). However, new 
MIME types are registered all the time, so a dynamic list is a better place to 
look. The officially registered types are listed at http://www.isi.edu/in-notes/
iana/assignments/media-types/media-types. For common unregistered 
types, http://www.ltsw.se/knbase/internet/mime.htp is a good source.     

Table 7.1 Common MIME Types 

Type Meaning

application/msword Microsoft Word document

application/octet-stream Unrecognized or binary data

application/pdf Acrobat (.pdf) file

application/postscript PostScript file
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Type Meaning

application/vnd.lotus-notes Lotus Notes file

application/vnd.ms-excel Excel spreadsheet

application/vnd.ms-powerpoint PowerPoint presentation

application/x-gzip Gzip archive

application/x-java-archive JAR file

application/x-java-serialized-object Serialized Java object

application/x-java-vm Java bytecode (.class) file

application/zip Zip archive

audio/basic Sound file in .au or .snd format

audio/midi MIDI sound file

audio/x-aiff AIFF sound file

audio/x-wav Microsoft Windows sound file

image/gif GIF image

image/jpeg JPEG image

image/png PNG image

image/tiff TIFF image

image/x-xbitmap X Windows bitmap image

text/css HTML cascading style sheet

text/html HTML document

text/plain Plain text

text/xml XML

video/mpeg MPEG video clip

video/quicktime QuickTime video clip

Table 7.1 Common MIME Types (continued)
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Expires
This header stipulates the time at which the content should be considered 
out-of-date and thus no longer be cached. A servlet might use this header for a 
document that changes relatively frequently, to prevent the browser from dis-
playing a stale cached value. Furthermore, since some older browsers support 
Pragma unreliably (and Cache-Control not at all), an Expires header with 
a date in the past is often used to prevent browser caching. However, some 
browsers ignore dates before January 1, 1980, so do not use 0 as the value of 
the Expires header. 

For example, the following would instruct the browser not to cache the docu-
ment for more than 10 minutes.

long currentTime = System.currentTimeMillis();

long tenMinutes = 10*60*1000; // In milliseconds

response.setDateHeader("Expires", 

currentTime + tenMinutes);

Also see the max-age value of the Cache-Control header.

Last-Modified
This very useful header indicates when the document was last changed. The client 
can then cache the document and supply a date by an If-Modified-Since 
request header in later requests. This request is treated as a conditional GET, with 
the document being returned only if the Last-Modified date is later than the 
one specified for If-Modified-Since. Otherwise, a 304 (Not Modified) 
status line is returned, and the client uses the cached document. If you set this 
header explicitly, use the setDateHeader method to save yourself the bother 
of formatting GMT date strings. However, in most cases you simply implement 
the getLastModified method (see the lottery number servlet of Section 3.6, 
“The Servlet Life Cycle”) and let the standard service method handle 
If-Modified-Since requests. 

Location
This header, which should be included with all responses that have a status code 
in the 300s, notifies the browser of the document address. The browser automat-
ically reconnects to this location and retrieves the new document. This header is 
usually set indirectly, along with a 302 status code, by the sendRedirect 
method of HttpServletResponse. See Sections 6.3 (A Servlet That Redirects 
Users to Browser-Specific Pages) and 6.4 (A Front End to Various Search 
Engines) for examples.
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Pragma
Supplying this header with a value of no-cache instructs HTTP 1.0 clients not 
to cache the document. However, support for this header was inconsistent with 
HTTP 1.0 browsers, so Expires with a date in the past is often used instead. 
In HTTP 1.1, Cache-Control: no-cache is a more reliable replacement.

Refresh
This header indicates how soon (in seconds) the browser should ask for an 
updated page. For example, to tell the browser to ask for a new copy in 30 sec-
onds, you would specify a value of 30 with 

response.setIntHeader("Refresh", 30);

Note that Refresh does not stipulate continual updates; it just specifies 
when the next update should be. So, you have to continue to supply Refresh 
in all subsequent responses. This header is extremely useful because it lets 
servlets return partial results quickly while still letting the client see the com-
plete results at a later time. For an example, see Section 7.4 (Persistent Servlet 
State and Auto-Reloading Pages).

Instead of having the browser just reload the current page, you can specify the 
page to load. You do this by supplying a semicolon and a URL after the refresh 
time. For example, to tell the browser to go to http://host/path after 5 seconds, 
you would do the following.

response.setHeader("Refresh", "5; URL=http://host/path/");

This setting is useful for “splash screens” on which an introductory image or 
message is displayed briefly before the real page is loaded.

Note that this header is commonly set indirectly by putting

<META HTTP-EQUIV="Refresh" 
CONTENT="5; URL=http://host/path/">

in the HEAD section of the HTML page, rather than as an explicit header from 
the server. That usage came about because automatic reloading or forwarding 
is something often desired by authors of static HTML pages. For servlets, how-
ever, setting the header directly is easier and clearer. 

This header is not officially part of HTTP 1.1 but is an extension supported by 
both Netscape and Internet Explorer. 

Retry-After
This header can be used in conjunction with a 503 (Service Unavailable) 
response to tell the client how soon it can repeat its request.
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Set-Cookie
The Set-Cookie header specifies a cookie associated with the page. Each 
cookie requires a separate Set-Cookie header. Servlets should not use 
response.setHeader("Set-Cookie", ...) but instead should use the 
special-purpose addCookie method of HttpServletResponse. For 
details, see Chapter 8 (Handling Cookies). Technically, Set-Cookie is not 
part of HTTP 1.1. It was originally a Netscape extension but is now widely sup-
ported, including in both Netscape and Internet Explorer.

WWW-Authenticate
This header is always included with a 401 (Unauthorized) status code. It tells 
the browser what authorization type (BASIC or DIGEST) and realm the client 
should supply in its Authorization header. For examples of the use of 
WWW-Authenticate and a discussion of the various security mechanisms 
available to servlets and JSP pages, see the chapters on Web application secu-
rity in Volume 2 of this book.

7.3 Building Excel Spreadsheets

Although servlets usually generate HTML output, they are not required to do so.
HTTP is fundamental to servlets; HTML is not. Now, it is sometimes useful to gener-
ate Microsoft Excel content so that users can save the results in a report and so that
you can make use of the built-in formula support in Excel. Excel accepts input in at
least three distinct formats: tab-separated data, HTML tables, and a native binary
format. 

In this section, we illustrate the use of tab-separated data to generate spread-
sheets. In Chapter 12 (Controlling the Structure of Generated Servlets: The JSP
page Directive), we show how to build Excel spreadsheets by using HTML-table
format. No matter the format, the key is to use the Content-Type response
header to tell the client that you are sending a spreadsheet. You use the shorthand
setContentType method to set the Content-Type header, and the MIME type
for Excel spreadsheets is application/vnd.ms-excel. So, to generate Excel
spreadsheets, just do:

response.setContentType("application/vnd.ms-excel");
PrintWriter out = response.getWriter();

Then, simply print some entries with tabs (\t in Java strings) in between. That’s it: no
DOCTYPE, no HEAD, no BODY: those are all HTML-specific things.
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Listing 7.1 presents a simple servlet that builds an Excel spreadsheet that com-
pares apples and oranges. Note that =SUM(col:col) sums a range of columns in
Excel. Figure 7–1 shows the results.  

Figure 7–1 Result of the ApplesAndOranges servlet in Internet Explorer on a system 
that has Microsoft Office installed.

Listing 7.1 ApplesAndOranges.java 

package coreservlets;

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

/** Servlet that creates Excel spreadsheet comparing
* apples and oranges.

 */

public class ApplesAndOranges extends HttpServlet {
  public void doGet(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {
response.setContentType("application/vnd.ms-excel");
PrintWriter out = response.getWriter();
out.println("\tQ1\tQ2\tQ3\tQ4\tTotal");
out.println("Apples\t78\t87\t92\t29\t=SUM(B2:E2)");
out.println("Oranges\t77\t86\t93\t30\t=SUM(B3:E3)");

  }
}
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7.5 Using Servlets to 
Generate JPEG Images

Although servlets often generate HTML output, they certainly don’t always do so.
For example, Section 7.3 (Building Excel Spreadsheets) shows a servlet that builds
Excel spreadsheets and returns them to the client. Here, we show you how to gener-
ate JPEG images.

First, let us summarize the two main steps servlets have to perform to build multi-
media content. 
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1. Inform the browser of the content type they are sending. To
accomplish this task, servlets set the Content-Type response header
by using the setContentType method of HttpServletResponse.

2. Send the output in the appropriate format. This format varies
among document types, of course, but in most cases you send
binary data, not strings as you do with HTML documents. Conse-
quently, servlets will usually get the raw output stream by using the
getOutputStream method, rather than getting a PrintWriter
by using getWriter.

Putting these two steps together, servlets that generate non-HTML content usu-
ally have a section of their doGet or doPost method that looks like this:

response.setContentType("type/subtype");

OutputStream out = response.getOutputStream();

Those are the two general steps required to build non-HTML content. Next, let’s
look at the specific steps required to generate JPEG images.

1. Create a BufferedImage.
You create a java.awt.image.BufferedImage object by calling
the BufferedImage constructor with a width, a height, and an
image representation type as defined by one of the constants in the
BufferedImage class. The representation type is not important,
since we do not manipulate the bits of the BufferedImage directly
and since most types yield identical results when converted to JPEG.
We use TYPE_INT_RGB. Putting this all together, here is the normal
process:

int width = ...;

int height = ...;

BufferedImage image =

new BufferedImage(width, height, 

BufferedImage.TYPE_INT_RGB);

2. Draw into the BufferedImage.
You accomplish this task by calling the image’s getGraphics
method, casting the resultant Graphics object to Graphics2D, then
making use of Java 2D’s rich set of drawing operations, coordinate
transformations, font settings, and fill patterns to perform the draw-
ing. Here is a simple example.

Graphics2D g2d = (Graphics2D)image.getGraphics();

g2d.setXxx(...);

g2d.fill(someShape);

g2d.draw(someShape);
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3. Set the Content-Type response header.
As already discussed, you use the setContentType method of
HttpServletResponse for this task. The MIME type for JPEG
images is image/jpeg. Thus, the code is as follows.

response.setContentType("image/jpeg");

4. Get an output stream.
As discussed previously, if you are sending binary data, you should call
the getOutputStream method of HttpServletResponse rather
than the getWriter method. For instance:

OutputStream out = response.getOutputStream();

5. Send the BufferedImage in JPEG format to the output stream.
Before JDK 1.4, accomplishing this task yourself required quite a bit
of work. So, most people used a third-party utility for this purpose. In
JDK 1.4 and later, however, the ImageIO class greatly simplifies this
task. If you are using an application server that supports J2EE 1.4
(which includes servlets 2.4 and JSP 2.0), you are guaranteed to have
JDK 1.4 or later. However, standalone servers are not absolutely
required to use JDK 1.4, so be aware that this code depends on
the Java version. When you use the ImageIO class, you just pass a
BufferedImage, an image format type ("jpg", "png", etc.—call
ImageIO.getWriterFormatNames for a complete list), and either
an OutputStream or a File to the write method of ImageIO.
Except for catching the required IOException, that’s it! For example:

try {

ImageIO.write(image, "jpg", out);

} catch(IOException ioe) {

System.err.println("Error writing JPEG file: " + ioe);

}

Listing 7.7 shows a servlet that reads message, fontName, and fontSize
parameters and passes them to the MessageImage utility (Listing 7.8) to create a
JPEG image showing the message in the designated face and size, with a gray,
oblique-shadowed version of the message shown behind the main string. If the user
presses the Show Font List button, then instead of building an image, the servlet dis-
plays a list of font names available on the server.  
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Listing 7.7 ShadowedText.java 

package coreservlets;

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;
import java.awt.*;

/** Servlet that generates JPEG images representing
* a designated message with an oblique-shadowed
* version behind it.

 */

public class ShadowedText extends HttpServlet {
  public void doGet(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {

    String wantsList = request.getParameter("showList");
    if (wantsList != null) {

showFontList(response);
    } else {

String message = request.getParameter("message");
if ((message == null) || (message.length() == 0)) {

message = "Missing 'message' parameter";
}
String fontName = request.getParameter("fontName");
if ((fontName == null) || (fontName.length() == 0)) {

fontName = "Serif";
}
String fontSizeString = request.getParameter("fontSize");
int fontSize;
try {

fontSize = Integer.parseInt(fontSizeString);
} catch(NumberFormatException nfe) {

fontSize = 90;
}
response.setContentType("image/jpeg");
MessageImage.writeJPEG

(MessageImage.makeMessageImage(message,
fontName,
fontSize),

response.getOutputStream());
    }
  }
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  private void showFontList(HttpServletResponse response)
throws IOException {

    PrintWriter out = response.getWriter();
    String docType =

"<!DOCTYPE HTML PUBLIC \"-//W3C//DTD HTML 4.0 " +
"Transitional//EN\">\n";

    String title = "Fonts Available on Server";
    out.println(docType +

"<HTML>\n" +
"<HEAD><TITLE>" + title + "</TITLE></HEAD>\n" +
"<BODY BGCOLOR=\"#FDF5E6\">\n" +
"<H1 ALIGN=CENTER>" + title + "</H1>\n" +
"<UL>");

    String[] fontNames = MessageImage.getFontNames();
    for(int i=0; i<fontNames.length; i++) {

out.println("  <LI>" + fontNames[i]);
    }
    out.println("</UL>\n" +

"</BODY></HTML>");
  }
}

Listing 7.8 MessageImage.java 

package coreservlets;

import java.awt.*;
import java.awt.geom.*;
import java.awt.image.*;
import java.io.*;
import javax.imageio.*;

/** Utilities for building images showing shadowed messages.
* <P>
* Requires JDK 1.4 since it uses the ImageIO class.
* JDK 1.4 is standard with J2EE-compliant app servers
* with servlets 2.4 and JSP 2.0. However, standalone
* servlet/JSP engines require only JDK 1.3 or later, and
* version 2.3 of the servlet spec requires only JDK
* 1.2 or later. So, although most servers run on JDK 1.4,
* this code is not necessarily portable across all servers.

 */

Listing 7.7 ShadowedText.java (continued)
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public class MessageImage {

  /** Creates an Image of a string with an oblique
* shadow behind it. Used by the ShadowedText servlet.

   */

  public static BufferedImage makeMessageImage(String message,
String fontName,
int fontSize) {

    Font font = new Font(fontName, Font.PLAIN, fontSize);
    FontMetrics metrics = getFontMetrics(font);
    int messageWidth = metrics.stringWidth(message);
    int baselineX = messageWidth/10;
    int width = messageWidth+2*(baselineX + fontSize);
    int height = fontSize*7/2;
    int baselineY = height*8/10;
    BufferedImage messageImage =

new BufferedImage(width, height,
BufferedImage.TYPE_INT_RGB);

    Graphics2D g2d = (Graphics2D)messageImage.getGraphics();
    g2d.setBackground(Color.white);
    g2d.clearRect(0, 0, width, height);
    g2d.setFont(font);
    g2d.translate(baselineX, baselineY);
    g2d.setPaint(Color.lightGray);
    AffineTransform origTransform = g2d.getTransform();
    g2d.shear(-0.95, 0);
    g2d.scale(1, 3);
    g2d.drawString(message, 0, 0);
    g2d.setTransform(origTransform);
    g2d.setPaint(Color.black);
    g2d.drawString(message, 0, 0);
    return(messageImage);
  }

  public static void writeJPEG(BufferedImage image,
OutputStream out) {

    try {
ImageIO.write(image, "jpg", out);

    } catch(IOException ioe) {
System.err.println("Error outputting JPEG: " + ioe);

    }
  }

Listing 7.8 MessageImage.java (continued)
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Listing 7.9 (Figure 7–6) shows an HTML form used as a front end to the servlet.
Figures 7–7 through 7–10 show some possible results. Just to simplify experimenta-
tion, Listing 7.10 presents an interactive application that lets you specify the message
and font name on the command line, outputting the image to a file.   

  public static void writeJPEG(BufferedImage image,
File file) {

    try {
ImageIO.write(image, "jpg", file);

    } catch(IOException ioe) {
System.err.println("Error writing JPEG file: " + ioe);

    }
  }

  public static String[] getFontNames() {
    GraphicsEnvironment env =

GraphicsEnvironment.getLocalGraphicsEnvironment();
    return(env.getAvailableFontFamilyNames());
  }

  /** We need a Graphics object to get a FontMetrics object
* (an object that says how big strings are in given fonts).
* But, you need an image from which to derive the Graphics
* object. Since the size of the "real" image will depend on
* how big the string is, we create a very small temporary
* image first, get the FontMetrics, figure out how
* big the real image should be, then use a real image
* of that size.

   */

  private static FontMetrics getFontMetrics(Font font) {
    BufferedImage tempImage =

new BufferedImage(1, 1, BufferedImage.TYPE_INT_RGB);
    Graphics2D g2d = (Graphics2D)tempImage.getGraphics();
    return(g2d.getFontMetrics(font));
  }
}

Listing 7.8 MessageImage.java (continued)
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Listing 7.9 ShadowedText.html 

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD><TITLE>JPEG Generation Service</TITLE></HEAD>
<BODY BGCOLOR="#FDF5E6">
<H1 ALIGN="CENTER">JPEG Generation Service</H1>
Welcome to the <I>free</I> trial edition of our JPEG
generation service. Enter a message, a font name,
and a font size below, then submit the form. You will
be returned a JPEG image showing the message in the 
designated font, with an oblique "shadow" of the message
behind it. Once you get an image you are satisfied with, 
right-click
on it (or click while holding down the SHIFT key) to save
it to your local disk.
<P>
The server is currently on Windows, so the font name must
be either a standard Java font name (e.g., Serif, SansSerif,
or Monospaced) or a Windows font name (e.g., Arial Black).
Unrecognized font names will revert to Serif. Press the
"Show Font List" button for a complete list.

<FORM ACTION="/servlet/coreservlets.ShadowedText">
  <CENTER>
    Message: 
    <INPUT TYPE="TEXT" NAME="message"><BR>
    Font name:
    <INPUT TYPE="TEXT" NAME="fontName" VALUE="Serif"><BR>
    Font size:
    <INPUT TYPE="TEXT" NAME="fontSize" VALUE="90"><P>
    <INPUT TYPE="SUBMIT" VALUE="Build Image"><P>
    <INPUT TYPE="SUBMIT" NAME="showList" VALUE="Show Font List">
  </CENTER>
</FORM>

</BODY></HTML>
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Figure 7–6 Front end to the image-generation servlet.

Figure 7–7 Result of servlet when the client selects Show Font List.
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Figure 7–8 One possible result of the image-generation servlet. The client can save the 
image to disk as somename.jpg and use it in Web pages or other applications.

Figure 7–9 A second possible result of the image-generation servlet.
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Figure 7–10 A third possible result of the image-generation servlet.   

Listing 7.10 ImageTest.java 

package coreservlets;

import java.io.*;

public class ImageTest {
  public static void main(String[] args) {
    String message = "Testing";
    String font = "Arial";
    if (args.length > 0) {

message = args[0];
    }
    if (args.length > 1) {

font = args[1];
    }
    MessageImage.writeJPEG

(MessageImage.makeMessageImage(message, font, 40),
new File("ImageTest.jpg"));

  }
}
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9

This chapter introduces the servlet session-tracking API, which keeps track of
user-specific data as visitors move around your site. 

9.1 The Need for Session Tracking

HTTP is a “stateless” protocol: each time a client retrieves a Web page, the client
opens a separate connection to the Web server and the server does not automatically
maintain contextual information about the client. Even with servers that support per-
sistent (keep-alive) HTTP connections and keep sockets open for multiple client
requests that occur in rapid succession, there is no built-in support for maintaining
contextual information. This lack of context causes a number of difficulties. For
example, when clients at an online store add an item to their shopping carts, how
does the server know what’s already in the carts? Similarly, when clients decide to
proceed to checkout, how can the server determine which previously created shop-
ping carts are theirs? These questions seem very simple, yet, because of the inade-
quacies of HTTP, answering them is surprisingly complicated.

There are three typical solutions to this problem: cookies, URL rewriting, and
hidden form fields. The following subsections quickly summarize what would be
required if you had to implement session tracking yourself (without using the built-in
session-tracking API) for each of the three ways.
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Cookies
You can use cookies to store an ID for a shopping session; with each subsequent con-
nection, you can look up the current session ID and then use that ID to extract infor-
mation about that session from a lookup table on the server machine. So, there would
really be two tables: one that associates session IDs with user tables, and the user
tables themselves that store user-specific data. For example, on the initial request a
servlet could do something like the following:

String sessionID = makeUniqueString();
HashMap sessionInfo = new HashMap();
HashMap globalTable = findTableStoringSessions();
globalTable.put(sessionID, sessionInfo);
Cookie sessionCookie = new Cookie("JSESSIONID", sessionID);
sessionCookie.setPath("/");
response.addCookie(sessionCookie);

Then, in later requests the server could use the globalTable hash table to asso-
ciate a session ID from the JSESSIONID cookie with the sessionInfo hash table
of user-specific data. 

Using cookies in this manner is an excellent solution and is the most widely used
approach for session handling. Still, it is nice that servlets have a higher-level API
that handles all this plus the following tedious tasks:

• Extracting the cookie that stores the session identifier from the other
cookies (there may be many cookies, after all).

• Determining when idle sessions have expired, and reclaiming them.
• Associating the hash tables with each request.
• Generating the unique session identifiers.

URL Rewriting
With this approach, the client appends some extra data on the end of each URL. That
data identifies the session, and the server associates that identifier with user-specific
data it has stored. For example, with http://host/path/file.html;jsessionid=a1234, the
session identifier is attached as jsessionid=a1234, so a1234 is the ID that uniquely
identifies the table of data associated with that user.

URL rewriting is a moderately good solution for session tracking and even has the
advantage that it works when browsers don’t support cookies or when the user has
disabled them. However, if you implement session tracking yourself, URL rewriting
has the same drawback as do cookies, namely, that the server-side program has a lot of
straightforward but tedious processing to do. Even with a high-level API that handles
most of the details for you, you have to be very careful that every URL that references
your site and is returned to the user (even by indirect means like Location fields in
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server redirects) has the extra information appended. This restriction means that you
cannot have any static HTML pages on your site (at least not any that have links back
to dynamic pages at the site). So, every page has to be dynamically generated with
servlets or JSP. Even when all the pages are dynamically generated, if the user leaves
the session and comes back via a bookmark or link, the session information can be lost
because the stored link contains the wrong identifying information.

Hidden Form Fields

As discussed in Chapter 19 (Creating and Processing HTML Forms), HTML forms
can have an entry that looks like the following: 

<INPUT TYPE="HIDDEN" NAME="session" VALUE="a1234">

This entry means that, when the form is submitted, the specified name and value
are automatically included in the GET or POST data. This hidden field can be used to
store information about the session but has the major disadvantage that it only works
if every page is dynamically generated by a form submission. Clicking on a regular
(<A HREF...>) hypertext link does not result in a form submission, so hidden form
fields cannot support general session tracking, only tracking within a specific series of
operations such as checking out at a store.

Session Tracking in Servlets

Servlets provide an outstanding session-tracking solution: the HttpSession API.
This high-level interface is built on top of cookies or URL rewriting. All servers are
required to support session tracking with cookies, and most have a setting by which
you can globally switch to URL rewriting. 

Either way, the servlet author doesn’t need to bother with many of the implemen-
tation details, doesn’t have to explicitly manipulate cookies or information appended
to the URL, and is automatically given a convenient place to store arbitrary objects
that are associated with each session. 

9.2 Session Tracking Basics

Using sessions in servlets is straightforward and involves four basic steps. Here is a
summary; details follow.
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1. Accessing the session object associated with the current
request. Call request.getSession to get an HttpSession
object, which is a simple hash table for storing user-specific data.

2. Looking up information associated with a session. Call
getAttribute on the HttpSession object, cast the return value
to the appropriate type, and check whether the result is null.

3. Storing information in a session. Use setAttribute with a key
and a value.

4. Discarding session data. Call removeAttribute to discard a spe-
cific value. Call invalidate to discard an entire session. Call
logout to log the client out of the Web server and invalidate all ses-
sions associated with that user.

Accessing the Session Object 
Associated with the Current Request

Session objects are of type HttpSession, but they are basically just hash tables that
can store arbitrary user objects (each associated with a key). You look up the
HttpSession object by calling the getSession method of HttpServletRequest,
as below. 

HttpSession session = request.getSession();

Behind the scenes, the system extracts a user ID from a cookie or attached URL
data, then uses that ID as a key into a table of previously created HttpSession
objects. But this is all done transparently to the programmer: you just call getSession.
If no session ID is found in an incoming cookie or attached URL information, the
system creates a new, empty session. And, if cookies are being used (the default situ-
ation), the system also creates an outgoing cookie named JSESSIONID with a
unique value representing the session ID. So, although you call getSession on the
request, the call can affect the response. Consequently, you are permitted to call
request.getSession only when it would be legal to set HTTP response headers:
before any document content has been sent (i.e., flushed or committed) to the client. 

Core Approach

Call request.getSession before you send any document content to 
the client.
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Now, if you plan to add data to the session regardless of whether data was there
already, getSession() (or, equivalently, getSession(true)) is the appropri-
ate method call because it creates a new session if no session already exists. How-
ever, suppose that you merely want to print out information on what is already in
the session, as you might at a “View Cart” page at an e-commerce site. In such a
case, it is wasteful to create a new session when no session exists already. So, you
can use getSession(false), which returns null if no session already exists for
the current client. Here is an example.

HttpSession session = request.getSession(false);

if (session == null) {

printMessageSayingCartIsEmpty();

} else {

extractCartAndPrintContents(session);

}

Looking Up Information 
Associated with a Session

HttpSession objects live on the server; they don’t go back and forth over the net-
work; they’re just automatically associated with the client by a behind-the-scenes
mechanism like cookies or URL rewriting. These session objects have a built-in data
structure (a hash table) in which you can store any number of keys and associated val-
ues. You use session.getAttribute("key") to look up a previously stored
value. The return type is Object, so you must do a typecast to whatever more spe-
cific type of data was associated with that attribute name in the session. The return
value is null if there is no such attribute, so you need to check for null before call-
ing methods on objects associated with sessions.

Here’s a representative example.

HttpSession session = request.getSession();

SomeClass value =

(SomeClass)session.getAttribute("someIdentifier");

if (value == null) { // No such object already in session

value = new SomeClass(...);

session.setAttribute("someIdentifier", value);

}

doSomethingWith(value);

In most cases, you have a specific attribute name in mind and want to find the
value (if any) already associated with that name. However, you can also discover all
the attribute names in a given session by calling getAttributeNames, which
returns an Enumeration.
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Associating Information with a Session
As discussed in the previous subsection, you read information associated with a session
by using getAttribute. To specify information, use setAttribute. To let your val-
ues perform side effects when they are stored in a session, simply have the object you
are associating with the session implement the HttpSessionBindingListener
interface. That way, every time setAttribute is called on one of those objects, its
valueBound method is called immediately afterward.

Be aware that setAttribute replaces any previous values; to remove a value
without supplying a replacement, use removeAttribute. This method triggers the
valueUnbound method of any values that implement HttpSessionBinding-
Listener. 

Following is an example of adding information to a session. You can add informa-
tion in two ways: by adding a new session attribute (as with the bold line in the exam-
ple) or by augmenting an object that is already in the session (as in the last line of the
example). This distinction is fleshed out in the examples of Sections 9.7 and 9.8,
which contrast the use of immutable and mutable objects as session attributes.

HttpSession session = request.getSession();
SomeClass value =

(SomeClass)session.getAttribute("someIdentifier");
if (value == null) { // No such object already in session

value = new SomeClass(...);
session.setAttribute("someIdentifier", value);

}
doSomethingWith(value);

In general, session attributes merely have to be of type Object (i.e., they can be
anything other than null or a primitive like int, double, or boolean). However,
some application servers support distributed Web applications in which an applica-
tion is shared across a cluster of physical servers. Session tracking needs to still work
in such a case, so the system needs to be able to move session objects from machine
to machine. Thus, if you run in such an environment and you mark your Web appli-
cation as being distributable, you must meet the additional requirement that session
attributes implement the Serializable interface. 

Discarding Session Data
When you are done with a user’s session data, you have three options. 

• Remove only the data your servlet created. You can call
removeAttribute("key") to discard the value associated with the
specified key. This is the most common approach.
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• Delete the whole session (in the current Web application). You
can call invalidate to discard an entire session. Just remember that
doing so causes all of that user’s session data to be lost, not just the
session data that your servlet or JSP page created. So, all the servlets
and JSP pages in a Web application have to agree on the cases for
which invalidate may be called.

• Log the user out and delete all sessions belonging to him or
her. Finally, in servers that support servlets 2.4 and JSP 2.0, you can
call logout to log the client out of the Web server and invalidate all
sessions (at most one per Web application) associated with that user.
Again, since this action affects servlets other than your own, be sure to
coordinate use of the logout command with the other developers at
your site.

9.3 The Session-Tracking API

Although the session attributes (i.e., the user data) are the pieces of session informa-
tion you care most about, other information is sometimes useful as well. Here is a
summary of the methods available in the HttpSession class.

public Object getAttribute(String name)
This method extracts a previously stored value from a session object. It returns 
null if no value is associated with the given name. 

public Enumeration getAttributeNames()
This method returns the names of all attributes in the session.

public void setAttribute(String name, Object value)
This method associates a value with a name. If the object supplied to 
setAttribute implements the HttpSessionBindingListener interface, 
the object’s valueBound method is called after it is stored in the session. Simi-
larly, if the previous value implements HttpSessionBindingListener, its 
valueUnbound method is called.

public void removeAttribute(String name)
This method removes any values associated with the designated name. If the 
value being removed implements HttpSessionBindingListener, its 
valueUnbound method is called. 
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public void invalidate()
This method invalidates the session and unbinds all objects associated with it. 
Use this method with caution; remember that sessions are associated with 
users (i.e., clients), not with individual servlets or JSP pages. So, if you invali-
date a session, you might be destroying data that another servlet or JSP page is 
using.

public void logout()
This method logs the client out of the Web server and invalidates all sessions 
associated with that client. The scope of the logout is the same as the scope of 
the authentication. For example, if the server implements single sign-on, call-
ing logout logs the client out of all Web applications on the server and invali-
dates all sessions (at most one per Web application) associated with the client. 
For details, see the chapters on Web application security in Volume 2 of this 
book.

public String getId()
This method returns the unique identifier generated for each session. It is use-
ful for debugging or logging or, in rare cases, for programmatically moving val-
ues out of memory and into a database (however, some J2EE servers can do 
this automatically).

public boolean isNew()
This method returns true if the client (browser) has never seen the session, 
usually because the session was just created rather than being referenced by an 
incoming client request. It returns false for preexisting sessions. The main 
reason for mentioning this method is to steer you away from it: isNew is much 
less useful than it appears at first glance. Many beginning developers try to use 
isNew to determine whether users have been to their servlet before (within 
the session timeout period), writing code like the following:

HttpSession session = request.getSession();

if (session.isNew()) {

doStuffForNewbies();

} else {

doStuffForReturnVisitors(); // Wrong!

}

Wrong! Yes, if isNew returns true, then as far as you can tell this is the user’s 
first visit (at least within the session timeout). But if isNew returns false, it 
merely shows that they have visited the Web application before, not that they 
have visited your servlet or JSP page before.
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public long getCreationTime()
This method returns the time in milliseconds since midnight, January 1, 1970 
(GMT) at which the session was first built. To get a value useful for printing, 
pass the value to the Date constructor or the setTimeInMillis method of 
GregorianCalendar. 

public long getLastAccessedTime()
This method returns the time in milliseconds since midnight, January 1, 1970 
(GMT) at which the session was last accessed by the client. 

public int getMaxInactiveInterval()
public void setMaxInactiveInterval(int seconds)
These methods get or set the length of time, in seconds, that a session should 
go without access before being automatically invalidated. A negative value 
specifies that the session should never time out. Note that the timeout is main-
tained on the server and is not the same as the cookie expiration date. For one 
thing, sessions are normally based on in-memory cookies, not persistent cook-
ies, so there is no expiration date. Even if you intercepted the JSESSIONID 
cookie and sent it out with an expiration date, browser sessions and server ses-
sions are two distinct things. For details on the distinction, see the next section.

9.4 Browser Sessions 
vs. Server Sessions

By default, session-tracking is based on cookies that are stored in the browser’s mem-
ory, not written to disk. Thus, unless the servlet explicitly reads the incoming
JSESSIONID cookie, sets the maximum age and path, and sends it back out, quitting
the browser results in the session being broken: the client will not be able to access
the session again. The problem, however, is that the server does not know that the
browser was closed and thus the server has to maintain the session in memory until
the inactive interval has been exceeded.

Consider a physical shopping trip to a Wal-Mart store. You browse around and put
some items in a physical shopping cart, then leave that shopping cart at the end of an
aisle while you look for another item. A clerk walks up and sees the shopping cart.
Can he reshelve the items in it? No—you are probably still shopping and will come
back for the cart soon. What if you realize that you have lost your wallet, so you get in
your car and drive home? Can the clerk reshelve the items in your shopping cart
now? Again, no—the clerk presumably does not know that you have left the store.
So, what can the clerk do? He can keep an eye on the cart, and if nobody has touched
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it for some period of time, he can then conclude that it is abandoned and take the
items out of it. The only exception is if you brought the cart to him and said “I’m
sorry, I left my wallet at home, so I have to leave.”

The analogous situation in the servlet world is one in which the server is trying to
decide if it can throw away your HttpSession object. Just because you are not cur-
rently using the session does not mean the server can throw it away. Maybe you will be
back (submit a new request) soon? If you quit your browser, thus causing the
browser-session-level cookies to be lost, the session is effectively broken. But, as with the
case of getting in your car and leaving Wal-Mart, the server does not know that you quit
your browser. So, the server still has to wait for a period of time to see if the session has
been abandoned. Sessions automatically become inactive when the amount of time
between client accesses exceeds the interval specified by getMaxInactiveInterval.
When this happens, objects stored in the HttpSession object are removed
(unbound). Then, if those objects implement the HttpSessionBindingListener
interface, they are automatically notified. The one exception to the “the server waits
until sessions time out” rule is if invalidate or logout is called. This is akin to your
explicitly telling the Wal-Mart clerk that you are leaving, so the server can immediately
remove all the items from the session and destroy the session object. 

9.5 Encoding URLs Sent 
to the Client

By default, servlet containers (engines) use cookies as the underlying mechanism for
session tracking. But suppose you reconfigure your server to use URL rewriting
instead? How will your code have to change? 

The goods news: your core session-tracking code does not need to change at all. 
The bad news: lots of other code has to change. In particular, if any of your pages

contain links back to your own site, you have to explicitly add the session data to the
URL. Now, the servlet API provides methods to add this information to whatever
URL you specify. The problem is that you have to call these methods; it is not techni-
cally feasible for the system to examine the output of all of your servlets and JSP
pages, figure out which parts contain hyperlinks back to your site, and modify those
URLs. You have to tell it which URLs to modify. This requirement means that you
cannot have static HTML pages if you use URL rewriting for session tracking, or at
least you cannot have static HTML pages that refer to your own site. This is a signifi-
cant burden in many applications, but worth the price in a few. 
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Core Warning

If you use URL rewriting for session tracking, most or all of your pages 
will have to be dynamically generated. You cannot have any static 
HTML pages that contain hyperlinks to dynamic pages at your site.

There are two possible situations in which you might use URLs that refer to your
own site. 

The first one is where the URLs are embedded in the Web page that the servlet
generates. These URLs should be passed through the encodeURL method of
HttpServletResponse. The method determines if URL rewriting is currently in
use and appends the session information only if necessary. The URL is returned
unchanged otherwise. 

Here’s an example:

String originalURL = someRelativeOrAbsoluteURL;

String encodedURL = response.encodeURL(originalURL);
out.println("<A HREF=\"" + encodedURL + "\">...</A>");

The second situation in which you might use a URL that refers to your own site is
in a sendRedirect call (i.e., placed into the Location response header). In this
second situation, different rules determine whether session information needs to be
attached, so you cannot use encodeURL. Fortunately, HttpServletResponse
supplies an encodeRedirectURL method to handle that case. Here’s an example:

String originalURL = someURL; 

String encodedURL = response.encodeRedirectURL(originalURL);
response.sendRedirect(encodedURL);

If you think there is a reasonable likelihood that your Web application will eventu-
ally use URL rewriting instead of cookies, it is good practice to plan ahead and
encode URLs that reference your own site.
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JavaServer Pages (JSP) technology enables you to mix regular, static HTML with
dynamically generated content. You simply write the regular HTML in the nor-
mal manner, using familiar Web-page-building tools. You then enclose the code
for the dynamic parts in special tags, most of which start with <% and end with %>. 

For example, Listing 10.1 (Figure 10–1) presents a very small JSP page that uses a
request parameter to display the title of a book. Notice that the listing is mostly stan-
dard HTML; the dynamic code consists entirely of the half line shown in bold in the
listing. 

Listing 10.1 OrderConfirmation.jsp

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>Order Confirmation</TITLE>
<LINK REL=STYLESHEET

HREF="JSP-Styles.css"
TYPE="text/css">

</HEAD>
<BODY>
<H2>Order Confirmation</H2>
Thanks for ordering <I><%= request.getParameter("title") %></I>!
</BODY></HTML>
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Figure 10–1 Result of OrderConfirmation.jsp. 

You can think of servlets as Java code with HTML inside; you can think of JSP as
HTML with Java code inside. Now, neither servlets nor JSP pages are restricted to
using HTML, but they usually do, and this over-simplified description is a common
way to view the technologies.

Now, despite the large apparent differences between JSP pages and servlets,
behind the scenes they are the same thing. JSP pages are translated into servlets, the
servlets are compiled, and at request time it is the compiled servlets that execute. So,
writing JSP pages is really just another way of writing servlets.

Even though servlets and JSP pages are equivalent behind the scenes, they are not
equally useful in all situations. Separating the static HTML from the dynamic con-
tent provides a number of benefits over servlets alone, and the approach used in
JavaServer Pages offers several advantages over competing technologies. This chap-
ter explains the reasons for using JSP, discusses its benefits, dispels some misconcep-
tions, shows you how to install and execute JSP pages, and summarizes the JSP syntax
discussed in the rest of the book.

10.1 The Need for JSP

“Hey!” you say, “You just spent several chapters extolling the virtues of servlets. I like
servlets. Servlets are convenient to write and efficient to execute. They make it sim-
ple to read request parameters and to set up custom code to handle missing and mal-
formed data. They can easily make use of HTTP request headers and can flexibly
manipulate HTTP response data. They can customize their behavior based on cook-
ies, track user-specific data with the session-tracking API, and talk to relational data-
bases with JDBC. What more do I need?”

Well, this is a good point. Servlets are indeed useful, and JSP by no means makes
them obsolete. However, look at the list of topics for which servlets excel. They are all
tasks related to programming or data processing. But servlets are not so good at presen-
tation. Servlets have the following deficiencies when it comes to generating the output:
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• It is hard to write and maintain the HTML. Using print
statements to generate HTML? Hardly convenient: you have to use
parentheses and semicolons, have to insert backslashes in front of
embedded double quotes, and have to use string concatenation to put
the content together. Besides, it simply does not look like HTML, so it
is harder to visualize. Compare this servlet style with Listing 10.1
where you hardly even notice that the page is not an ordinary HTML
document.

• You cannot use standard HTML tools. All those great Web-site
development tools you have are of little use when you are writing Java
code.

• The HTML is inaccessible to non-Java developers. If the HTML
is embedded within Java code, a Web development expert who does
not know the Java programming language will have trouble reviewing
and changing the HTML.

10.2 Benefits of JSP

JSP pages are translated into servlets. So, fundamentally, any task JSP pages can per-
form could also be accomplished by servlets. However, this underlying equivalence
does not mean that servlets and JSP pages are equally appropriate in all scenarios.
The issue is not the power of the technology, it is the convenience, productivity, and
maintainability of one or the other. After all, anything you can do on a particular com-
puter platform in the Java programming language you could also do in assembly lan-
guage. But it still matters which you choose.

JSP provides the following benefits over servlets alone:

• It is easier to write and maintain the HTML. Your static code is
ordinary HTML: no extra backslashes, no double quotes, and no
lurking Java syntax.

• You can use standard Web-site development tools. For example,
we use Macromedia Dreamweaver for most of the JSP pages in the
book. Even HTML tools that know nothing about JSP can be used
because they simply ignore the JSP tags.

• You can divide up your development team. The Java
programmers can work on the dynamic code. The Web developers can
concentrate on the presentation layer. On large projects, this division
is very important. Depending on the size of your team and the
complexity of your project, you can enforce a weaker or stronger
separation between the static HTML and the dynamic content.
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Now, this discussion is not to say that you should stop using servlets and use only
JSP instead. By no means. Almost all projects will use both. For some requests in
your project, you will use servlets. For others, you will use JSP. For still others, you
will combine them with the MVC architecture (Chapter 15). You want the appropri-
ate tool for the job, and servlets, by themselves, do not complete your toolkit.

10.3 Advantages of JSP Over 
Competing Technologies

A number of years ago, the lead author of this book (Marty) was invited to attend a
small 20-person industry roundtable discussion on software technology. Sitting in the
seat next to Marty was James Gosling, inventor of the Java programming language.
Sitting several seats away was a high-level manager from a very large software com-
pany in Redmond, Washington. During the discussion, the moderator brought up the
subject of Jini, which at that time was a new Java technology. The moderator asked
the manager what he thought of it, and the manager responded that it was too early
to tell, but that it seemed to be an excellent idea. He went on to say that they would
keep an eye on it, and if it seemed to be catching on, they would follow his company’s
usual “embrace and extend” strategy. At this point, Gosling lightheartedly interjected
“You mean disgrace and distend.”

Now, the grievance that Gosling was airing was that he felt that this company
would take technology from other companies and suborn it for their own purposes.
But guess what? The shoe is on the other foot here. The Java community did not
invent the idea of designing pages as a mixture of static HTML and dynamic code
marked with special tags. For example, ColdFusion did it years earlier. Even ASP (a
product from the very software company of the aforementioned manager) popular-
ized this approach before JSP came along and decided to jump on the bandwagon. In
fact, JSP not only adopted the general idea, it even used many of the same special
tags as ASP did.

So, the question becomes: why use JSP instead of one of these other technologies?
Our first response is that we are not arguing that everyone should. Several of those
other technologies are quite good and are reasonable options in some situations. In
other situations, however, JSP is clearly better. Here are a few of the reasons.

Versus .NET and Active Server Pages (ASP)

.NET is well-designed technology from Microsoft. ASP.NET is the part that directly
competes with servlets and JSP. The advantages of JSP are twofold. 
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First, JSP is portable to multiple operating systems and Web servers; you aren’t
locked into deploying on Windows and IIS. Although the core .NET platform runs
on a few non-Windows platforms, the ASP part does not. You cannot expect to
deploy serious ASP.NET applications on multiple servers and operating systems. For
some applications, this difference does not matter. For others, it matters greatly.

Second, for some applications the choice of the underlying language matters
greatly. For example, although .NET’s C# language is very well designed and is simi-
lar to Java, fewer programmers are familiar with either the core C# syntax or the
many auxiliary libraries. In addition, many developers still use the original version of
ASP. With this version, JSP has a clear advantage for the dynamic code. With JSP, the
dynamic part is written in Java, not VBScript or another ASP-specific language, so
JSP is more powerful and better suited to complex applications that require reusable
components. 

You could make the same argument when comparing JSP to the previous version
of ColdFusion; with JSP you can use Java for the “real code” and are not tied to a par-
ticular server product. However, the current release of ColdFusion is within the con-
text of a J2EE server, allowing developers to easily mix ColdFusion and servlet/JSP
code.

Versus PHP
PHP (a recursive acronym for “PHP: Hypertext Preprocessor”) is a free, open-source,
HTML-embedded scripting language that is somewhat similar to both ASP and JSP.
One advantage of JSP is that the dynamic part is written in Java, which already has an
extensive API for networking, database access, distributed objects, and the like,
whereas PHP requires learning an entirely new, less widely used language. A second
advantage is that JSP is much more widely supported by tool and server vendors
than is PHP.

Versus Pure Servlets
JSP doesn’t provide any capabilities that couldn’t, in principle, be accomplished with
servlets. In fact, JSP documents are automatically translated into servlets behind the
scenes. But it is more convenient to write (and to modify!) regular HTML than to use
a zillion println statements to generate the HTML. Plus, by separating the presen-
tation from the content, you can put different people on different tasks: your Web
page design experts can build the HTML by using familiar tools and either leave
places for your servlet programmers to insert the dynamic content or invoke the
dynamic content indirectly by means of XML tags. 
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Does this mean that you can just learn JSP and forget about servlets? Absolutely
not! JSP developers need to know servlets for four reasons:

1. JSP pages get translated into servlets. You can’t understand how JSP
works without understanding servlets.

2. JSP consists of static HTML, special-purpose JSP tags, and Java code.
What kind of Java code? Servlet code! You can’t write that code if you
don’t understand servlet programming.

3. Some tasks are better accomplished by servlets than by JSP. JSP is
good at generating pages that consist of large sections of fairly well
structured HTML or other character data. Servlets are better for gen-
erating binary data, building pages with highly variable structure, and
performing tasks (such as redirection) that involve little or no output.

4. Some tasks are better accomplished by a combination of servlets and
JSP than by either servlets or JSP alone. See Chapter 15 for details.

Versus JavaScript
JavaScript, which is completely distinct from the Java programming language, is
normally used to dynamically generate HTML on the client, building parts of the
Web page as the browser loads the document. This is a useful capability and does
not normally overlap with the capabilities of JSP (which runs only on the server).
JSP pages still include SCRIPT tags for JavaScript, just as normal HTML pages do.
In fact, JSP can even be used to dynamically generate the JavaScript that will be
sent to the client. So, JavaScript is not a competing technology; it is a complemen-
tary one.

It is also possible to use JavaScript on the server, most notably on Sun ONE (for-
merly iPlanet), IIS, and BroadVision servers. However, Java is more powerful, flexi-
ble, reliable, and portable.

Versus WebMacro or Velocity
JSP is by no means perfect. Many people have pointed out features that could be
improved. This is a good thing, and one of the advantages of JSP is that the specifica-
tion is controlled by a community that draws from many different companies. So, the
technology can incorporate improvements in successive releases.

However, some groups have developed alternative Java-based technologies to try
to address these deficiencies. This, in our judgment, is a mistake. Using a third-party
tool like Apache Struts (see Volume 2 of this book) that augments JSP and servlet
technology is a good idea when that tool adds sufficient benefit to compensate for the
additional complexity. But using a nonstandard tool that tries to replace JSP is a bad
idea. When choosing a technology, you need to weigh many factors: standardization,
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portability, integration, industry support, and technical features. The arguments for
JSP alternatives have focused almost exclusively on the technical features part. But
portability, standardization, and integration are also very important. For example, as
discussed in Section 2.11, the servlet and JSP specifications define a standard direc-
tory structure for Web applications and provide standard files (.war files) for deploy-
ing Web applications. All JSP-compatible servers must support these standards.
Filters (Volume 2) can be set up to apply to any number of servlets or JSP pages, but
not to nonstandard resources. The same goes for Web application security settings
(see Volume 2).

Besides, the tremendous industry support for JSP and servlet technology results
in improvements that mitigate many of the criticisms of JSP. For example, the JSP
Standard Tag Library (Volume 2) and the JSP 2.0 expression language (Chapter 16)
address two of the most well-founded criticisms: the lack of good iteration constructs
and the difficulty of accessing dynamic results without using either explicit Java code
or verbose jsp:useBean elements.

10.4 Misconceptions About JSP

In this section, we address some of the most common misunderstandings about JSP.

Forgetting JSP Is Server-Side Technology
The book’s Web site lists the lead author’s email address: hall@coreservlets.com. Fur-
thermore, Marty teaches JSP and servlet training courses for various companies and
at public venues. Consequently, he gets a lot of email with servlet and JSP questions.
Here are some typical questions he has received (most of them repeatedly).

• Our server is running JDK 1.4. So, how do I put a Swing component
in a JSP page?

• How do I put an image into a JSP page? I do not know the proper Java
I/O commands to read image files.

• Since Tomcat does not support JavaScript, how do I make images that
are highlighted when the user moves the mouse over them?

• Our clients use older browsers that do not understand JSP. What
should we do?

• When our clients use “View Source” in a browser, how can I prevent
them from seeing the JSP tags?
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All of these questions are based upon the assumption that browsers know some-
thing about the server-side process. But they do not. Thus:

• For putting applets with Swing components into Web pages, what
matters is the browser’s Java version—the server’s version is irrelevant.
If the browser supports the Java 2 platform, you use the normal
APPLET (or Java plug-in) tag and would do so even if you were using
non-Java technology on the server.

• You do not need Java I/O to read image files; you just put the
image in the directory for Web resources (i.e., two levels up from
WEB-INF/classes) and output a normal IMG tag.

• You create images that change under the mouse by using client-side
JavaScript, referenced with the SCRIPT tag; this does not change just
because the server is using JSP.

• Browsers do not “support” JSP at all—they merely see the output of
the JSP page. So, make sure your JSP outputs HTML compatible with
the browser, just as you would do with static HTML pages.

• And, of course you need not do anything to prevent clients from
seeing JSP tags; those tags are processed on the server and are not part
of the output that is sent to the client.

Confusing Translation Time with Request Time

A JSP page is converted into a servlet. The servlet is compiled, loaded into the
server’s memory, initialized, and executed. But which step happens when? To answer
that question, remember two points:

• The JSP page is translated into a servlet and compiled only the first
time it is accessed after having been modified.

• Loading into memory, initialization, and execution follow the normal
rules for servlets.

Table 10.1 gives some common scenarios and tells whether or not each step
occurs in that scenario. The most frequently misunderstood entries are highlighted.
When referring to the table, note that servlets resulting from JSP pages use the
_jspService method (called for both GET and POST requests), not doGet or
doPost. Also, for initialization, they use the jspInit method, not the init
method.
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Thinking JSP Alone Is Sufficient
There is a small community of developers that are so enamored with JSP that they
use it for practically everything. Most of these developers never use servlets; many
never even use auxiliary helper classes—they just build large complex JSP pages for
each and every task.

This is a mistake. JSP is an excellent tool. But the fundamental problem it
addresses is presentation: the difficulty of creating and maintaining HTML to repre-
sent the result of a request. JSP is a good choice for pages with relatively fixed for-
mats and lots of static text. JSP, by itself, is less good for applications that have a
variable structure, is poor for applications that have mostly dynamic data, and is
totally unsuitable for applications that output binary data or manipulate HTTP with-
out generating explicit output (as with the search engine servlet of Section 6.4). Still
other applications are best solved with neither servlets alone nor JSP alone, but with
a combination of the two (see Chapter 15).

JSP is a powerful and widely applicable tool. Nevertheless, other tools are some-
times better. Choose the right tool for the job.

Table 10.1 JSP Operations in Various Scenarios

JSP page 
translated 
into servlet

Servlet 
compiled

Servlet 
loaded into 
server’s 
memory

jspInit 
called

_jspService 
called

Page first written

Request 1 Yes Yes Yes Yes Yes

Request 2 No No No No Yes

Server restarted

Request 3 No No Yes Yes Yes

Request 4 No No No No Yes

Page modified

Request 5 Yes Yes Yes Yes Yes

Request 6 No No No No Yes
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Thinking Servlets Alone 
Are Sufficient

At the other end of the spectrum from the JSP-only camp is the servlets-only camp.
Adherents of this camp state, quite rightly, that JSP pages are really just dressed up
servlets, so JSP pages cannot accomplish anything that could not also be done with
servlets. From this, they conclude that you should stick with servlets, where you have
access to the full underlying power, have complete control, and can see exactly what
is happening. Hmm, have you heard this argument before? It sounds a lot like the
position of the “don’t be a wimp; write all your code in assembly language” crowd. 

Yes, you could use servlets for any task for which JSP is used. But it is not always
equally convenient to do so. For tasks that involve a lot of static HTML content, use
of JSP technology (or a combination of JSP and servlets) simplifies the creation and
maintenance of the HTML, permits you to use industry standard Web site creation
tools, and lets you “divide and conquer” by splitting your effort between the Java
developers and the Web developers.

Servlets are powerful and widely applicable tools. Nevertheless, other tools are
sometimes better. Choose the right tool for the job.
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10.6 Basic Syntax

Here is a quick summary of the various JSP constructs you will see in this book.

HTML Text

• Description:
HTML content to be passed unchanged to the client

• Example:
<H1>Blah</H1>

• Discussed in:
Section 11.1

HTML Comments

• Description:
HTML comment that is sent to the client but not displayed by the
browser

• Example:
<!-- Blah -->

• Discussed in:
Section 11.1

Template Text

• Description:
Text sent unchanged to the client. HTML text and HTML comments
are just special cases of this.

• Example:
Anything other than the syntax of the following subsections

• Discussed in:
Section 11.1

JSP Comment

• Description:
Developer comment that is not sent to the client

• Example:
<%-- Blah --%>
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• Discussed in:
Section 11.1

JSP Expression

• Description:
Expression that is evaluated and sent to the client each time the page
is requested

• Example:
<%= Java Value %>

• Discussed in:
Section 11.4

JSP Scriptlet

• Description:
Statement or statements that are executed each time the page is
requested

• Example:
<% Java Statement %>

• Discussed in:
Section 11.7

JSP Declaration

• Description:
Field or method that becomes part of class definition when page is
translated into a servlet

• Examples:
<%! Field Definition %>
<%! Method Definition %>

• Discussed in:
Section 11.10

JSP Directive

• Description:
High-level information about the structure of the servlet code (page),
code that is included at page-translation time (include), or custom
tag libraries used (taglib)
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• Example:
<%@ directive att="val" %>

• Discussed in:
page: Chapter 12
include: Chapter 13
taglib and tag: Volume 2

JSP Action

• Description:
Action that takes place when the page is requested

• Example:
<jsp:blah>...</jsp:blah>

• Discussed in:
jsp:include and related: Chapter 13
jsp:useBean and related: Chapter 14
jsp:invoke and related: Volume 2

JSP Expression Language Element

• Description:
Shorthand JSP expression

• Example:
${ EL Expression }

• Discussed in:
Chapter 16

Custom Tag (Custom Action)

• Description:
Invocation of custom tag

• Example:
<prefix:name>
Body
</prefix:name>

• Discussed in:
Volume 2
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Escaped Template Text

• Description:
Text that would otherwise be interpreted specially. Slash is removed
and remaining text is sent to the client

• Examples:
<\%
%\>

• Discussed in:
Section 11.1
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Topics in This Chapter

• Understanding the benefits of beans

• Creating beans

• Installing bean classes on your server

• Accessing bean properties

• Explicitly setting bean properties

• Automatically setting bean properties from request
parameters

• Sharing beans among multiple servlets and JSP pages



399© Prentice Hall and Sun Microsystems Press. Personal use only.

14

This chapter discusses the third general strategy for inserting dynamic content in JSP
pages (see Figure 14–1): by means of JavaBeans components.

Figure 14–1 Strategies for invoking dynamic code from JSP.

Simple application or
small development team.

Complex application or
large development team.

• Call Java code directly. Place all Java code in JSP page.
Appropriate only for very small amounts of code. Chapter 11.

• Call Java code indirectly. Develop separate utility classes.
Insert into JSP page only the Java code needed to invoke the
utility classes. Chapter 11.

• Use beans. Develop separate utility classes structured as
beans. Use jsp:useBean, jsp:getProperty, and
jsp:setProperty to invoke the code. This chapter.

• Use the MVC architecture. Have a servlet respond to
original request, look up data, and store results in beans.
Forward to a JSP page to present results. JSP page uses beans.
Chapter 15.

• Use the JSP expression language. Use shorthand syntax to
access and output object properties. Usually used in
conjunction with beans and MVC. Chapter 16.

• Use custom tags. Develop tag handler classes. Invoke the tag
handlers with XML-like custom tags. Volume 2.
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14.1 Why Use Beans?

OK, so you already understand the benefit of using separate Java classes instead of
embedding large amounts of code directly in JSP pages. As discussed in Section 11.3
(Limiting the Amount of Java Code in JSP Pages), separate classes are easier to write,
compile, test, debug, and reuse. But what do beans provide that other classes do not?
After all, beans are merely regular Java classes that follow some simple conventions
defined by the JavaBeans specification; beans extend no particular class, are in no
particular package, and use no particular interface.

Although it is true that beans are merely Java classes that are written in a standard
format, there are several advantages to their use. With beans in general, visual
manipulation tools and other programs can automatically discover information about
classes that follow this format and can create and manipulate the classes without the
user having to explicitly write any code. In JSP in particular, use of JavaBeans compo-
nents provides three advantages over scriptlets and JSP expressions that refer to nor-
mal Java classes.

1. No Java syntax. By using beans, page authors can manipulate Java
objects using only XML-compatible syntax: no parentheses, semi-
colons, or curly braces. This promotes a stronger separation between
the content and the presentation and is especially useful in large
development teams that have separate Web and Java developers.

2. Simpler object sharing. When you use the JSP bean constructs, you
can much more easily share objects among multiple pages or between
requests than if you use the equivalent explicit Java code.

3. Convenient correspondence between request parameters and
object properties. The JSP bean constructs greatly simplify the pro-
cess of reading request parameters, converting from strings, and put-
ting the results inside objects.

14.2 What Are Beans?

As we said, beans are simply Java classes that are written in a standard format. Full
coverage of JavaBeans is beyond the scope of this book, but for the purposes of use in
JSP, all you need to know about beans are the three simple points outlined in the fol-
lowing list. If you want more details on beans in general, pick up one of the many
books on the subject or see the documentation and tutorials at http://java.sun.com/
products/javabeans/docs/.
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• A bean class must have a zero-argument (default) constructor.
You can satisfy this requirement either by explicitly defining such a
constructor or by omitting all constructors, which results in a
zero-argument constructor being created automatically. The default
constructor will be called when JSP elements create beans. In fact, as
we see in Chapter 15 (Integrating Servlets and JSP: The Model View
Controller (MVC) Architecture), it is quite common for a servlet to
create a bean, from which a JSP page merely looks up data. In that
case, the requirement that the bean have a zero-argument constructor
is waived.

• A bean class should have no public instance variables (fields).
To be a bean that is accessible from JSP, a class should use accessor
methods instead of allowing direct access to the instance variables. We
hope you already follow this practice since it is an important design
strategy in object-oriented programming. In general, use of accessor
methods lets you do three things without users of your class changing
their code: (a) impose constraints on variable values (e.g., have the
setSpeed method of your Car class disallow negative speeds);
(b) change your internal data structures (e.g., change from English
units to metric units internally, but still have getSpeedInMPH and
getSpeedInKPH methods); (c) perform side effects automatically
when values change (e.g., update the user interface when
setPosition is called).

• Persistent values should be accessed through methods called
getXxx and setXxx. For example, if your Car class stores the
current number of passengers, you might have methods named
getNumPassengers (which takes no arguments and returns an int)
and setNumPassengers (which takes an int and has a void return
type). In such a case, the Car class is said to have a property named
numPassengers (notice the lowercase n in the property name, but
the uppercase N in the method names). If the class has a getXxx
method but no corresponding setXxx, the class is said to have a
read-only property named xxx.

The one exception to this naming convention is with boolean
properties: they are permitted to use a method called isXxx to look
up their values. So, for example, your Car class might have methods
called isLeased (which takes no arguments and returns a boolean)
and setLeased (which takes a boolean and has a void return
type), and would be said to have a boolean property named leased
(again, notice the lowercase leading letter in the property name).
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Although you can use JSP scriptlets or expressions to access arbitrary 
methods of a class, standard JSP actions for accessing beans can only 
make use of methods that use the getXxx/setXxx or isXxx/
setXxx naming convention.

14.3 Using Beans: Basic Tasks

You use three main constructs to build and manipulate JavaBeans components in JSP
pages:

• jsp:useBean. In the simplest case, this element builds a new bean.
It is normally used as follows:

<jsp:useBean id="beanName"
class="package.Class" />

If you supply a scope attribute (see Section 14.6, “Sharing Beans”), 
the jsp:useBean element can either build a new bean or access a 
preexisting one.

• jsp:getProperty. This element reads and outputs the value of a
bean property. Reading a property is a shorthand notation for calling a
method of the form getXxx. This element is used as follows:

<jsp:getProperty name="beanName"
property="propertyName" />

• jsp:setProperty. This element modifies a bean property (i.e.,
calls a method of the form setXxx). It is normally used as follows:

<jsp:setProperty name="beanName"

property="propertyName"
value="propertyValue" /> 

The following subsections give details on these elements.

Building Beans: jsp:useBean
The jsp:useBean action lets you load a bean to be used in the JSP page. Beans
provide a very useful capability because they let you exploit the reusability of Java
classes without sacrificing the convenience that JSP adds over servlets alone.

The simplest syntax for specifying that a bean should be used is the following.

<jsp:useBean id="name" class="package.Class" />
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This statement usually means “instantiate an object of the class specified by
Class, and bind it to a variable in _jspService with the name specified by id.”
Note, however, that you use the fully qualified class name—the class name with
packages included. This requirement holds true regardless of whether you use
<%@ page import... %> to import packages.

Core Warning

You must use the fully qualified class name for the class attribute of 
jsp:useBean.

So, for example, the JSP action

<jsp:useBean id="book1" class="coreservlets.Book" />

can normally be thought of as equivalent to the scriptlet

<% coreservlets.Book book1 = new coreservlets.Book(); %>

Installing Bean Classes

The bean class definition should be placed in the same directories where servlets can
be installed, not in the directory that contains the JSP file. Just remember to use
packages (see Section 11.3 for details). Thus, the proper location for individual bean
classes is WEB-INF/classes/subdirectoryMatchingPackageName, as discussed in Sec-
tions 2.10 (Deployment Directories for Default Web Application: Summary) and
2.11 (Web Applications: A Preview). JAR files containing bean classes should be
placed in the WEB-INF/lib directory.

Core Approach

Place all your beans in packages. Install them in the normal Java code 
directories: WEB-INF/classes/subdirectoryMatchingPackageName for 
individual classes and WEB-INF/lib for JAR files.
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Using jsp:useBean Options: 
scope, beanName, and type

Although it is convenient to think of jsp:useBean as being equivalent to building
an object and binding it to a local variable, jsp:useBean has additional options that
make it more powerful. As we’ll see in Section 14.6, you can specify a scope
attribute that associates the bean with more than just the current page. If beans can
be shared, it is useful to obtain references to existing beans, rather than always build-
ing a new object. So, the jsp:useBean action specifies that a new object is instanti-
ated only if there is no existing one with the same id and scope. 

Rather than using the class attribute, you are permitted to use beanName
instead. The difference is that beanName can refer either to a class or to a file con-
taining a serialized bean object. The value of the beanName attribute is passed to the
instantiate method of java.beans.Bean.

In most cases, you want the local variable to have the same type as the object being
created. In a few cases, however, you might want the variable to be declared to have a
type that is a superclass of the actual bean type or is an interface that the bean imple-
ments. Use the type attribute to control this declaration, as in the following example.

<jsp:useBean id="thread1" class="mypackage.MyClass" 

type="java.lang.Runnable" />

This use results in code similar to the following being inserted into the
_jspService method.

java.lang.Runnable thread1 = new myPackage.MyClass();

A ClassCastException results if the actual class is not compatible with type.
Also, you can use type without class if the bean already exists and you merely
want to access an existing object, not create a new object. This is useful when you
share beans by using the scope attribute as discussed in Section 14.6.

Note that since jsp:useBean uses XML syntax, the format differs in three ways
from HTML syntax: the attribute names are case sensitive, either single or double
quotes can be used (but one or the other must be used), and the end of the tag is
marked with />, not just >. The first two syntactic differences apply to all JSP ele-
ments that look like jsp:xxx. The third difference applies unless the element is a
container with a separate start and end tag. 

A few character sequences also require special handling in order to appear inside
attribute values. To get ' within an attribute value, use \'. Similarly, to get ", use \";
to get \, use \\; to get %>, use %\>; and to get <%, use <\%.
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Accessing Bean Properties: jsp:getProperty
Once you have a bean, you can output its properties with jsp:getProperty, which
takes a name attribute that should match the id given in jsp:useBean and a
property attribute that names the property of interest. 

Core Note

With jsp:useBean, the bean name is given by the id attribute. With 
jsp:getProperty and jsp:setProperty, it is given by the name 
attribute.

Instead of using jsp:getProperty, you could use a JSP expression and explic-
itly call a method on the object with the variable name specified by the id attribute.
For example, assuming that the Book class has a String property called title and
that you’ve created an instance called book1 by using the jsp:useBean example
given earlier in this section, you could insert the value of the title property into the
JSP page in either of the following two ways.

<jsp:getProperty name="book1" property="title" />
<%= book1.getTitle() %>

The first approach is preferable in this case, since the syntax is more accessible to
Web page designers who are not familiar with the Java programming language. If you
create objects with jsp:useBean instead of an equivalent JSP scriptlet, be syntacti-
cally consistent and output bean properties with jsp:getProperty instead of the
equivalent JSP expression. However, direct access to the variable is useful when you
are using loops, conditional statements, and methods not represented as properties.

For you who are not familiar with the concept of bean properties, the standard
interpretation of the statement “this bean has a property of type T called foo” is “this
class has a method called getFoo that returns something of type T, and it has
another method called setFoo that takes a T as an argument and stores it for later
access by getFoo.” 

Setting Simple Bean Properties: 
jsp:setProperty

To modify bean properties, you normally use jsp:setProperty. This action has
several different forms, but with the simplest form you supply three attributes: name
(which should match the id given by jsp:useBean), property (the name of the
property to change), and value (the new value). In Section 14.5 we present some
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alternative forms of jsp:setProperty that let you automatically associate a prop-
erty with a request parameter. That section also explains how to supply values that
are computed at request time (rather than fixed strings) and discusses the type con-
version conventions that let you supply string values for parameters that expect num-
bers, characters, or boolean values. 

An alternative to using the jsp:setProperty action is to use a scriptlet that
explicitly calls methods on the bean object. For example, given the book1 object
shown earlier in this section, you could use either of the following two forms to mod-
ify the title property.

<jsp:setProperty name="book1" 
property="title" 
value="Core Servlets and JavaServer Pages" />

<% book1.setTitle("Core Servlets and JavaServer Pages"); %>

Using jsp:setProperty has the advantage that it is more accessible to the non-
programmer, but direct access to the object lets you perform more complex opera-
tions such as setting the value conditionally or calling methods other than getXxx or
setXxx on the object.

14.4 Example: StringBean

Listing 14.1 presents a simple class called StringBean that is in the core-
servlets package. Because the class has no public instance variables (fields) and
has a zero-argument constructor since it doesn’t declare any explicit constructors, it
satisfies the basic criteria for being a bean. Since StringBean has a method called
getMessage that returns a String and another method called setMessage that
takes a String as an argument, in beans terminology the class is said to have a
String property called message. 

Listing 14.2 shows a JSP file that uses the StringBean class. First, an instance of
StringBean is created with the jsp:useBean action as follows.

<jsp:useBean id="stringBean" class="coreservlets.StringBean" />

After this, the message property can be inserted into the page in either of the fol-
lowing two ways.

<jsp:getProperty name="stringBean" property="message" />
<%= stringBean.getMessage() %>
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The message property can be modified in either of the following two ways.

<jsp:setProperty name="stringBean" 
property="message" 
value="some message" />

<% stringBean.setMessage("some message"); %>

Please note that we do not recommend that you really mix the explicit Java syntax
and the XML syntax in the same page; this example is just meant to illustrate the
equivalent results of the two forms. 

Core Approach

Whenever possible, avoid mixing the XML-compatible jsp:useBean 
tags with JSP scripting elements containing explicit Java code.

Figure 14–2 shows the result.   

Listing 14.1 StringBean.java

package coreservlets;

/** A simple bean that has a single String property
* called message.

 */

public class StringBean {
  private String message = "No message specified";

  public String getMessage() {
    return(message);
  }

  public void setMessage(String message) {
    this.message = message;
  }
}
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Figure 14–2 Result of StringBean.jsp. 

Listing 14.2 StringBean.jsp 

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>Using JavaBeans with JSP</TITLE>
<LINK REL=STYLESHEET

HREF="JSP-Styles.css"
TYPE="text/css">

</HEAD>
<BODY>
<TABLE BORDER=5 ALIGN="CENTER">
  <TR><TH CLASS="TITLE">

Using JavaBeans with JSP</TABLE>
<jsp:useBean id="stringBean" class="coreservlets.StringBean" />
<OL>
<LI>Initial value (from jsp:getProperty):
    <I><jsp:getProperty name="stringBean" 

property="message" /></I>
<LI>Initial value (from JSP expression):
    <I><%= stringBean.getMessage() %></I>
<LI><jsp:setProperty name="stringBean" 

property="message" 
value="Best string bean: Fortex" />

    Value after setting property with jsp:setProperty:
    <I><jsp:getProperty name="stringBean" 

property="message" /></I>
<LI><% stringBean.setMessage("My favorite: Kentucky Wonder"); %>
    Value after setting property with scriptlet:
    <I><%= stringBean.getMessage() %></I>
</OL>
</BODY></HTML>
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Servlets are good at data processing: reading and checking data, communicating with
databases, invoking business logic, and so on. JSP pages are good at presentation:
building HTML to represent the results of requests. This chapter describes how to
combine servlets and JSP pages to best make use of the strengths of each technology.

15.1 Understanding the 
Need for MVC

Servlets are great when your application requires a lot of real programming to
accomplish its task. As illustrated earlier in this book, servlets can manipulate HTTP
status codes and headers, use cookies, track sessions, save information between
requests, compress pages, access databases, generate JPEG images on-the-fly, and
perform many other tasks flexibly and efficiently. But, generating HTML with serv-
lets can be tedious and can yield a result that is hard to modify. 

That’s where JSP comes in: as illustrated in Figure 15–1, JSP lets you separate
much of the presentation from the dynamic content. That way, you can write the
HTML in the normal manner, even using HTML-specific tools and putting your Web
content developers to work on your JSP documents. JSP expressions, scriptlets, and
declarations let you insert simple Java code into the servlet that results from the JSP
page, and directives let you control the overall layout of the page. For more complex
requirements, you can wrap Java code inside beans or even define your own JSP tags.
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Figure 15–1 Strategies for invoking dynamic code from JSP.

Great. We have everything we need, right? Well, no, not quite. The assumption
behind a JSP document is that it provides a single overall presentation. What if you
want to give totally different results depending on the data that you receive? Script-
ing expressions, beans, and custom tags, although extremely powerful and flexible,
don’t overcome the limitation that the JSP page defines a relatively fixed, top-level
page appearance. Similarly, what if you need complex reasoning just to determine
the type of data that applies to the current situation? JSP is poor at this type of busi-
ness logic.

The solution is to use both servlets and JavaServer Pages. In this approach, known
as the Model View Controller (MVC) or Model 2 architecture, you let each technol-
ogy concentrate on what it excels at. The original request is handled by a servlet. The
servlet invokes the business-logic and data-access code and creates beans to repre-
sent the results (that’s the model). Then, the servlet decides which JSP page is appro-
priate to present those particular results and forwards the request there (the JSP
page is the view). The servlet decides what business logic code applies and which JSP
page should present the results (the servlet is the controller).

MVC Frameworks

The key motivation behind the MVC approach is the desire to separate the code that
creates and manipulates the data from the code that presents the data. The basic
tools needed to implement this presentation-layer separation are standard in the

Simple application or
small development team.

Complex application or
large development team.

• Call Java code directly. Place all Java code in JSP page.
Appropriate only for very small amounts of code. Chapter 11.

• Call Java code indirectly. Develop separate utility classes.
Insert into JSP page only the Java code needed to invoke the
utility classes. Chapter 11.

• Use beans. Develop separate utility classes structured as
beans. Use jsp:useBean, jsp:getProperty, and
jsp:setProperty to invoke the code. Chapter 14

• Use the MVC architecture. Have a servlet respond to
original request, look up data, and store results in beans.
Forward to a JSP page to present results. JSP page uses beans.
This chapter.

• Use the JSP expression language. Use shorthand syntax to
access and output object properties. Usually used in
conjunction with beans and MVC. Chapter 16.

• Use custom tags. Develop tag handler classes. Invoke the tag
handlers with XML-like custom tags. Volume 2.
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servlet API and are the topic of this chapter. However, in very complex applications,
a more elaborate MVC framework is sometimes beneficial. The most popular of
these frameworks is Apache Struts; it is discussed at length in Volume 2 of this book.
Although Struts is useful and widely used, you should not feel that you must use
Struts in order to apply the MVC approach. For simple and moderately complex
applications, implementing MVC from scratch with RequestDispatcher is
straightforward and flexible. Do not be intimidated: go ahead and start with the basic
approach. In many situations, you will stick with the basic approach for the entire life
of your application. Even if you decide to use Struts or another MVC framework
later, you will recoup much of your investment because most of your work will also
apply to the elaborate frameworks. 

Architecture or Approach?
The term “architecture” often connotes “overall system design.” Although many sys-
tems are indeed designed with MVC at their core, it is not necessary to redesign your
overall system just to make use of the MVC approach. Not at all. It is quite common
for applications to handle some requests with servlets, other requests with JSP pages,
and still others with servlets and JSP acting in conjunction as described in this chap-
ter. Do not feel that you have to rework your entire system architecture just to use
the MVC approach: go ahead and start applying it in the parts of your application
where it fits best.

15.2 Implementing MVC with 
RequestDispatcher

The most important point about MVC is the idea of separating the business logic and
data access layers from the presentation layer. The syntax is quite simple, and in fact
you should be familiar with much of it already. Here is a quick summary of the
required steps; the following subsections supply details.

1. Define beans to represent the data. As you know from Section
14.2, beans are just Java objects that follow a few simple conventions.
Your first step is define beans to represent the results that will be pre-
sented to the user.

2. Use a servlet to handle requests. In most cases, the servlet reads
request parameters as described in Chapter 4.

3. Populate the beans. The servlet invokes business logic (application-
specific code) or data-access code (see Chapter 17) to obtain the
results. The results are placed in the beans that were defined in step 1.
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4. Store the bean in the request, session, or servlet context. The
servlet calls setAttribute on the request, session, or servlet context
objects to store a reference to the beans that represent the results of
the request.

5. Forward the request to a JSP page. The servlet determines which
JSP page is appropriate to the situation and uses the forward method
of RequestDispatcher to transfer control to that page.

6. Extract the data from the beans. The JSP page accesses beans with
jsp:useBean and a scope matching the location of step 4. The
page then uses jsp:getProperty to output the bean properties.
The JSP page does not create or modify the bean; it merely extracts
and displays data that the servlet created.

Defining Beans to Represent the Data

Beans are Java objects that follow a few simple conventions. In this case, since a serv-
let or other Java routine (never a JSP page) will be creating the beans, the require-
ment for an empty (zero-argument) constructor is waived. So, your objects merely
need to follow the normal recommended practices of keeping the instance variables
private and using accessor methods that follow the get/set naming convention.

Since the JSP page will only access the beans, not create or modify them, a com-
mon practice is to define value objects: objects that represent results but have little or
no additional functionality. 

Writing Servlets to Handle Requests

Once the bean classes are defined, the next task is to write a servlet to read the
request information. Since, with MVC, a servlet responds to the initial request, the
normal approaches of Chapters 4 and 5 are used to read request parameters and
request headers, respectively. The shorthand populateBean method of Chapter 4
can be used, but you should note that this technique populates a form bean (a Java
object representing the form parameters), not a result bean (a Java object represent-
ing the results of the request).

Although the servlets use the normal techniques to read the request information
and generate the data, they do not use the normal techniques to output the results.
In fact, with the MVC approach the servlets do not create any output; the output is
completely handled by the JSP pages. So, the servlets do not call response.set-
ContentType, response.getWriter, or out.println.
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Populating the Beans

After you read the form parameters, you use them to determine the results of the
request. These results are determined in a completely application-specific manner.
You might call some business logic code, invoke an Enterprise JavaBeans compo-
nent, or query a database. No matter how you come up with the data, you need to
use that data to fill in the value object beans that you defined in the first step.

Storing the Results

You have read the form information. You have created data specific to the request.
You have placed that data in beans. Now you need to store those beans in a location
that the JSP pages will be able to access. 

A servlet can store data for JSP pages in three main places: in the HttpServlet-
Request, in the HttpSession, and in the ServletContext. These storage loca-
tions correspond to the three nondefault values of the scope attribute of
jsp:useBean: that is, request, session, and application. 

• Storing data that the JSP page will use only in this request.
First, the servlet would create and store data as follows:

ValueObject value = new ValueObject(...);

request.setAttribute("key", value);

Next, the servlet would forward the request to a JSP page that uses the
following to retrieve the data.

<jsp:useBean id="key" type="somePackage.ValueObject"

scope="request" />

Note that request attributes have nothing to do with request parame-
ters or request headers. The request attributes are independent of the 
information coming from the client; they are just application-specific 
entries in a hash table that is attached to the request object. This table 
simply stores data in a place that can be accessed by both the current 
servlet and JSP page, but not by any other resource or request.

• Storing data that the JSP page will use in this request and in
later requests from the same client. First, the servlet would create 
and store data as follows:

ValueObject value = new ValueObject(...);

HttpSession session = request.getSession();

session.setAttribute("key", value);
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Next, the servlet would forward to a JSP page that uses the following 
to retrieve the data:

<jsp:useBean id="key" type="somePackage.ValueObject"

  scope="session" />

• Storing data that the JSP page will use in this request and in
later requests from any client. First, the servlet would create and
store data as follows:

ValueObject value = new ValueObject(...);

getServletContext().setAttribute("key", value);

Next, the servlet would forward to a JSP page that uses the following
to retrieve the data:

<jsp:useBean id="key" type="somePackage.ValueObject"

scope="application" />

As described in Section 15.3, the servlet code is normally synchro-
nized to prevent the data changing between the servlet and the JSP 
page.

Forwarding Requests to JSP Pages
You forward requests with the forward method of RequestDispatcher. You
obtain a RequestDispatcher by calling the getRequestDispatcher method of
ServletRequest, supplying a relative address. You are permitted to specify
addresses in the WEB-INF directory; clients are not allowed to directly access files in
WEB-INF, but the server is allowed to transfer control there. Using locations in WEB-INF
prevents clients from inadvertently accessing JSP pages directly, without first going
through the servlets that create the JSP data.

Core Approach

If your JSP pages only make sense in the context of servlet-generated 
data, place the pages under the WEB-INF directory. That way, servlets can 
forward requests to the pages, but clients cannot access them directly.

Once you have a RequestDispatcher, you use forward to transfer control to
the associated address. You supply the HttpServletRequest and HttpServlet-
Response as arguments. Note that the forward method of RequestDispatcher is
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quite different from the sendRedirect method of HttpServletRequest (Section
7.1). With forward, there is no extra response/request pair as with sendRedirect.
Thus, the URL displayed to the client does not change when you use forward.

Core Note

When you use the forward method of RequestDispatcher, the client 
sees the URL of the original servlet, not the URL of the final JSP page.

For example, Listing 15.1 shows a portion of a servlet that forwards the request to
one of three different JSP pages, depending on the value of the operation request
parameter. 

Forwarding to Static Resources
In most cases, you forward requests to JSP pages or other servlets. In some cases,
however, you might want to send requests to static HTML pages. In an e-commerce
site, for example, requests that indicate that the user does not have a valid account
name might be forwarded to an account application page that uses HTML forms to

Listing 15.1 Request Forwarding Example

public void doGet(HttpServletRequest request,
HttpServletResponse response)

  throws ServletException, IOException {
  String operation = request.getParameter("operation");
  if (operation == null) {
    operation = "unknown";
  }
  String address;
  if (operation.equals("order")) {
    address = "/WEB-INF/Order.jsp";
  } else if (operation.equals("cancel")) {
    address = "/WEB-INF/Cancel.jsp";
  } else {
    address = "/WEB-INF/UnknownOperation.jsp";
  }
  RequestDispatcher dispatcher =
    request.getRequestDispatcher(address);
  dispatcher.forward(request, response);
}
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gather the requisite information. With GET requests, forwarding requests to a static
HTML page is perfectly legal and requires no special syntax; just supply the address of
the HTML page as the argument to getRequestDispatcher. However, since for-
warded requests use the same request method as the original request, POST requests
cannot be forwarded to normal HTML pages. The solution to this problem is to sim-
ply rename the HTML page to have a .jsp extension. Renaming somefile.html to
somefile.jsp does not change its output for GET requests, but somefile.html cannot
handle POST requests, whereas somefile.jsp gives an identical response for both GET
and POST.

Redirecting Instead of Forwarding

The standard MVC approach is to use the forward method of Request-
Dispatcher to transfer control from the servlet to the JSP page. However, when
you are using session-based data sharing, it is sometimes preferable to use
response.sendRedirect.

Here is a summary of the behavior of forward.

• Control is transferred entirely on the server. No network traffic is 
involved.

• The user does not see the address of the destination JSP page and 
pages can be placed in WEB-INF to prevent the user from accessing 
them without going through the servlet that sets up the data. This is 
beneficial if the JSP page makes sense only in the context of servlet-
generated data.

Here is a summary of sendRedirect.

• Control is transferred by sending the client a 302 status code and a 
Location response header. Transfer requires an additional network 
round trip.

• The user sees the address of the destination page and can bookmark it 
and access it independently. This is beneficial if the JSP is designed to 
use default values when data is missing. For example, this approach 
would be used when redisplaying an incomplete HTML form or 
summarizing the contents of a shopping cart. In both cases, previously 
created data would be extracted from the user’s session, so the JSP 
page makes sense even for requests that do not involve the servlet.
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Extracting Data from Beans
Once the request arrives at the JSP page, the JSP page uses jsp:useBean and
jsp:getProperty to extract the data. For the most part, this approach is exactly as
described in Chapter 14. There are two differences however:

• The JSP page never creates the objects. The servlet, not the JSP 
page, should create all the data objects. So, to guarantee that the JSP 
page will not create objects, you should use 

<jsp:useBean ... type="package.Class" /> 

instead of 

<jsp:useBean ... class="package.Class" />.

• The JSP page should not modify the objects. So, you should use 
jsp:getProperty but not jsp:setProperty. 

The scope you specify should match the storage location used by the servlet. For
example, the following three forms would be used for request-, session-, and applica-
tion-based sharing, respectively.

<jsp:useBean id="key" type="somePackage.SomeBeanClass"
scope="request" />

<jsp:useBean id="key" type="somePackage.SomeBeanClass"
scope="session" />

<jsp:useBean id="key" type="somePackage.SomeBeanClass"
scope="application" />

15.3 Summarizing MVC Code

This section summarizes the code that would be used for request-based, session-
based, and application-based MVC approaches.

Request-Based Data Sharing
With request-based sharing, the servlet stores the beans in the HttpServlet-
Request, where they are accessible only to the destination JSP page.
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Servlet
ValueObject value = new ValueObject(...);
request.setAttribute("key", value);
RequestDispatcher dispatcher = 

request.getRequestDispatcher("/WEB-INF/SomePage.jsp");
dispatcher.forward(request, response);

JSP Page
<jsp:useBean id="key" type="somePackage.ValueObject"

scope="request" />
<jsp:getProperty name="key" property="someProperty" />

Session-Based Data Sharing
With session-based sharing, the servlet stores the beans in the HttpSession, where
they are accessible to the same client in the destination JSP page or in other pages.

Servlet
ValueObject value = new ValueObject(...);
HttpSession session = request.getSession();
session.setAttribute("key", value);
RequestDispatcher dispatcher = 

request.getRequestDispatcher("/WEB-INF/SomePage.jsp");
dispatcher.forward(request, response);

JSP Page
<jsp:useBean id="key" type="somePackage.ValueObject"

scope="session" />
<jsp:getProperty name="key" property="someProperty" />

Application-Based Data Sharing
With application-based sharing, the servlet stores the beans in the Servlet-
Context, where they are accessible to any servlet or JSP page in the Web applica-
tion. To guarantee that the JSP page extracts the same data that the servlet inserted,
you should synchronize your code as below.

Servlet
synchronized(this) { 

ValueObject value = new ValueObject(...);
getServletContext().setAttribute("key", value);
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RequestDispatcher dispatcher = 

request.getRequestDispatcher("/WEB-INF/SomePage.jsp");

dispatcher.forward(request, response);

}

JSP Page
<jsp:useBean id="key" type="somePackage.ValueObject"

scope="application" />

<jsp:getProperty name="key" property="someProperty" />

15.4 Interpreting Relative URLs 
in the Destination Page

Although a servlet can forward the request to an arbitrary location on the same
server, the process is quite different from that of using the sendRedirect method
of HttpServletResponse. First, sendRedirect requires the client to reconnect
to the new resource, whereas the forward method of RequestDispatcher is
handled completely on the server. Second, sendRedirect does not automatically
preserve all of the request data; forward does. Third, sendRedirect results in a
different final URL, whereas with forward, the URL of the original servlet is
maintained.

This final point means that if the destination page uses relative URLs for images
or style sheets, it needs to make them relative to the servlet URL or the server root,
not to the destination page’s actual location. For example, consider the following
style sheet entry:

<LINK REL=STYLESHEET

HREF="my-styles.css"

TYPE="text/css">

If the JSP page containing this entry is accessed by means of a forwarded request,
my-styles.css will be interpreted relative to the URL of the originating servlet,
not relative to the JSP page itself, almost certainly resulting in an error. The simplest
solution to this problem is to give the full server path to the style sheet file, as follows.

<LINK REL=STYLESHEET

HREF="/path/my-styles.css"

TYPE="text/css">

The same approach is required for addresses used in <IMG SRC=...> and
<A HREF=...>.
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15.5 Applying MVC: Bank 
Account Balances

In this section, we apply the MVC approach to an application that displays bank
account balances. The controller servlet (Listing 15.2) reads a customer ID and
passes that to some data-access code that returns a BankCustomer value bean (List-
ing 15.3). The servlet then stores the bean in the HttpServletRequest object
where it will be accessible from destination JSP pages but nowhere else. If the
account balance of the resulting customer is negative, the servlet forwards to a page
designed for delinquent customers (Listing 15.4, Figure 15–2). If the customer has a
positive balance of less than $10,000, the servlet transfers to the standard balance-
display page (Listing 15.5, Figure 15–3). Next, if the customer has a balance of
$10,000 or more, the servlet forwards the request to a page reserved for elite custom-
ers (Listing 15.6, Figure 15–4). Finally, if the customer ID is unrecognized, an error
page is displayed (Listing 15.7, Figure 15–5).         

Listing 15.2 ShowBalance.java 

package coreservlets;

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

/** Servlet that reads a customer ID and displays
 *  information on the account balance of the customer
 *  who has that ID.
 */

public class ShowBalance extends HttpServlet {
  public void doGet(HttpServletRequest request,
                    HttpServletResponse response)
      throws ServletException, IOException {
    BankCustomer customer =
      BankCustomer.getCustomer(request.getParameter("id"));
    String address;
    if (customer == null) {
      address = "/WEB-INF/bank-account/UnknownCustomer.jsp";
    } else if (customer.getBalance() < 0) {
      address = "/WEB-INF/bank-account/NegativeBalance.jsp";
      request.setAttribute("badCustomer", customer);
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    } else if (customer.getBalance() < 10000) {
      address = "/WEB-INF/bank-account/NormalBalance.jsp";
      request.setAttribute("regularCustomer", customer);
    } else {
      address = "/WEB-INF/bank-account/HighBalance.jsp";
      request.setAttribute("eliteCustomer", customer);
    }
    RequestDispatcher dispatcher =
      request.getRequestDispatcher(address);
    dispatcher.forward(request, response);
  }
}

Listing 15.3 BankCustomer.java 

package coreservlets;

import java.util.*;

/** Bean to represent a bank customer. */

public class BankCustomer {
  private String id, firstName, lastName;
  private double balance;

  public BankCustomer(String id,
                      String firstName,
                      String lastName,
                      double balance) {
    this.id = id;
    this.firstName = firstName;
    this.lastName = lastName;
    this.balance = balance;
  }

  public String getId() {
    return(id);
  }

  public String getFirstName() {
    return(firstName);
  }

Listing 15.2 ShowBalance.java (continued)
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  public String getLastName() {
    return(lastName);
  }

  public double getBalance() {
    return(balance);
  }

  public double getBalanceNoSign() {
    return(Math.abs(balance));
  }

  public void setBalance(double balance) {
    this.balance = balance;
  }

  // Makes a small table of banking customers.
  
  private static HashMap customers;

  static {
    customers = new HashMap();
    customers.put("id001",
                  new BankCustomer("id001",
                                   "John",
                                   "Hacker",
                                   -3456.78));
    customers.put("id002",
                  new BankCustomer("id002",
                                   "Jane",
                                   "Hacker",
                                   1234.56));
    customers.put("id003",
                  new BankCustomer("id003",
                                   "Juan",
                                   "Hacker",
                                   987654.32));
  }

  /** Finds the customer with the given ID.
   *  Returns null if there is no match.
   */
  
  public static BankCustomer getCustomer(String id) {
    return((BankCustomer)customers.get(id));
  }
}

Listing 15.3 BankCustomer.java (continued)
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Listing 15.4 NegativeBalance.jsp

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>You Owe Us Money!</TITLE>
<LINK REL=STYLESHEET
      HREF="/bank-support/JSP-Styles.css"
      TYPE="text/css">
</HEAD>
<BODY>
<TABLE BORDER=5 ALIGN="CENTER">
  <TR><TH CLASS="TITLE">
      We Know Where You Live!</TABLE>
<P>
<IMG SRC="/bank-support/Club.gif" ALIGN="LEFT">
<jsp:useBean id="badCustomer" 
             type="coreservlets.BankCustomer"
             scope="request" />
Watch out, 
<jsp:getProperty name="badCustomer" property="firstName" />,  
we know where you live. 
<P>
Pay us the
$<jsp:getProperty name="badCustomer" property="balanceNoSign" />
you owe us before it is too late!       
</BODY></HTML>

Listing 15.5 NormalBalance.jsp 

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>Your Balance</TITLE>
<LINK REL=STYLESHEET
      HREF="/bank-support/JSP-Styles.css"
      TYPE="text/css">
</HEAD>
<BODY>
<TABLE BORDER=5 ALIGN="CENTER">
  <TR><TH CLASS="TITLE">
      Your Balance</TABLE>
<P>
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Figure 15–2 The ShowCustomer servlet with an ID corresponding to a customer with a 
negative balance. 

<IMG SRC="/bank-support/Money.gif" ALIGN="RIGHT">
<jsp:useBean id="regularCustomer" 
             type="coreservlets.BankCustomer"
             scope="request" />
<UL>
  <LI>First name: <jsp:getProperty name="regularCustomer" 
                                   property="firstName" />
  <LI>Last name: <jsp:getProperty name="regularCustomer" 
                                  property="lastName" />
  <LI>ID: <jsp:getProperty name="regularCustomer" 
                                 property="id" />
  <LI>Balance: $<jsp:getProperty name="regularCustomer" 
                                 property="balance" />
</UL>      
</BODY></HTML>

Listing 15.5 NormalBalance.jsp (continued)
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Figure 15–3 The ShowCustomer servlet with an ID corresponding to a customer with a 
normal balance.   

Listing 15.6 HighBalance.jsp 

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>Your Balance</TITLE>
<LINK REL=STYLESHEET
      HREF="/bank-support/JSP-Styles.css"
      TYPE="text/css">
</HEAD>
<BODY>
<TABLE BORDER=5 ALIGN="CENTER">
  <TR><TH CLASS="TITLE">
      Your Balance</TABLE>
<P>
<CENTER><IMG SRC="/bank-support/Sailing.gif"></CENTER>
<BR CLEAR="ALL">
<jsp:useBean id="eliteCustomer" 
             type="coreservlets.BankCustomer"
             scope="request" />
It is an honor to serve you, 
<jsp:getProperty name="eliteCustomer" property="firstName" />
<jsp:getProperty name="eliteCustomer" property="lastName" />!
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Figure 15–4 The ShowCustomer servlet with an ID corresponding to a customer with a 
high balance.   

<P>
Since you are one of our most valued customers, we would like
to offer you the opportunity to spend a mere fraction of your
$<jsp:getProperty name="eliteCustomer"  property="balance" />
on a boat worthy of your status. Please visit our boat store for 
more information.      
</BODY></HTML>

Listing 15.6 HighBalance.jsp (continued)
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Figure 15–5 The ShowCustomer servlet with an unknown customer ID.

15.6 Comparing the Three 
Data-Sharing Approaches

In the MVC approach, a servlet responds to the initial request. The servlet invokes
code that fetches or creates the business data, places that data in beans, stores the
beans, and forwards the request to a JSP page to present the results. But, where does
the servlet store the beans?

The most common answer is, in the request object. That is the only location to
which the JSP page has sole access. However, you sometimes want to keep the results

Listing 15.7 UnknownCustomer.jsp

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>Unknown Customer</TITLE>
<LINK REL=STYLESHEET
      HREF="/bank-support/JSP-Styles.css"
      TYPE="text/css">
</HEAD>
<BODY>
<TABLE BORDER=5 ALIGN="CENTER">
  <TR><TH CLASS="TITLE">
      Unknown Customer</TABLE>
<P>
Unrecognized customer ID.     
</BODY></HTML>
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around for the same client (session-based sharing) or store Web-application-wide
data (application-based sharing).

This section gives a brief example of each of these approaches.

Request-Based Sharing
In this example, our goal is to display a random number to the user. Each request
should result in a new number, so request-based sharing is appropriate.

To implement this behavior, we need a bean to store numbers (Listing 15.8), a
servlet to populate the bean with a random value (Listing 15.9), and a JSP page to
display the results (Listing 15.10, Figure 15–6).      

Listing 15.8 NumberBean.java

package coreservlets;

public class NumberBean {
  private double num = 0;

  public NumberBean(double number) {
    setNumber(number);
  }
  
  public double getNumber() {
    return(num);
  }
  
  public void setNumber(double number) {
    num = number;
  }
}

Listing 15.9 RandomNumberServlet.java 

package coreservlets;  

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

/** Servlet that generates a random number, stores it in a bean,
 *  and forwards to JSP page to display it.
 */
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Figure 15–6 Result of RandomNumberServlet. 

public class RandomNumberServlet extends HttpServlet {
  public void doGet(HttpServletRequest request,
                    HttpServletResponse response)
      throws ServletException, IOException {
    NumberBean bean = new NumberBean(Math.random());
    request.setAttribute("randomNum", bean);
    String address = "/WEB-INF/mvc-sharing/RandomNum.jsp";
    RequestDispatcher dispatcher =
      request.getRequestDispatcher(address);
    dispatcher.forward(request, response);
  }
}

Listing 15.10 RandomNum.jsp

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>Random Number</TITLE>
<LINK REL=STYLESHEET
      HREF="/bank-support/JSP-Styles.css"  
      TYPE="text/css">
</HEAD>
<BODY>
<jsp:useBean id="randomNum" type="coreservlets.NumberBean" 
             scope="request" />
<H2>Random Number:
<jsp:getProperty name="randomNum" property="number" />
</H2>
</BODY></HTML>

Listing 15.9 RandomNumberServlet.java (continued)
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Session-Based Sharing
In this example, our goal is to display users’ first and last names. If the users fail to
tell us their name, we want to use whatever name they gave us previously. If the users
do not explicitly specify a name and no previous name is found, a warning should be
displayed. Data is stored for each client, so session-based sharing is appropriate.

To implement this behavior, we need a bean to store names (Listing 15.11), a serv-
let to retrieve the bean from the session and populate it with first and last names
(Listing 15.12), and a JSP page to display the results (Listing 15.13, Figures 15–7 and
15–8).      

Listing 15.11 NameBean.java 

package coreservlets;

public class NameBean {
  private String firstName = "Missing first name";
  private String lastName = "Missing last name";

  public NameBean() {}

  public NameBean(String firstName, String lastName) {
    setFirstName(firstName);
    setLastName(lastName);
  }
  
  public String getFirstName() {
    return(firstName);
  }
  
  public void setFirstName(String newFirstName) {
    firstName = newFirstName;
  }

  public String getLastName() {
    return(lastName);
  }
  
  public void setLastName(String newLastName) {
    lastName = newLastName;
  }
}
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Listing 15.12 RegistrationServlet.java 

package coreservlets;  

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

/** Reads firstName and lastName request parameters and forwards
 *  to JSP page to display them. Uses session-based bean sharing
 *  to remember previous values.
 */

public class RegistrationServlet extends HttpServlet {
  public void doGet(HttpServletRequest request,
                    HttpServletResponse response)
      throws ServletException, IOException {
    HttpSession session = request.getSession();
    NameBean nameBean =
      (NameBean)session.getAttribute("nameBean");
    if (nameBean == null) {
      nameBean = new NameBean();
      session.setAttribute("nameBean", nameBean);
    }
    String firstName = request.getParameter("firstName");
    if ((firstName != null) && (!firstName.trim().equals(""))) {
      nameBean.setFirstName(firstName);
    }
    String lastName = request.getParameter("lastName");
    if ((lastName != null) && (!lastName.trim().equals(""))) {
      nameBean.setLastName(lastName);
    }
    String address = "/WEB-INF/mvc-sharing/ShowName.jsp";
    RequestDispatcher dispatcher =
      request.getRequestDispatcher(address);
    dispatcher.forward(request, response);
  }
}



Chapter 15 ■ Integrating Servlets and JSP: The MVC Architecture458

© Prentice Hall and Sun Microsystems Press. Personal use only.

J2EE training from the author: http://courses.coreservlets.com/

Figure 15–7 Result of RegistrationServlet when one parameter is missing and no 
session data is found.

Listing 15.13 ShowName.jsp

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>Thanks for Registering</TITLE>
<LINK REL=STYLESHEET
      HREF="/bank-support/JSP-Styles.css"
      TYPE="text/css">
</HEAD>
<BODY>
<H1>Thanks for Registering</H1>
<jsp:useBean id="nameBean" type="coreservlets.NameBean" 
             scope="session" />
<H2>First Name:
<jsp:getProperty name="nameBean" property="firstName" /></H2>
<H2>Last Name:
<jsp:getProperty name="nameBean" property="lastName" /></H2>
</BODY></HTML>
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Figure 15–8 Result of RegistrationServlet when one parameter is missing and 
session data is found.

Application-Based Sharing

In this example, our goal is to display a prime number of a specified length. If the
user fails to tell us the desired length, we want to use whatever prime number we
most recently computed for any user. Data is shared among multiple clients, so
application-based sharing is appropriate.

To implement this behavior, we need a bean to store prime numbers (Listing
15.14, which uses the Primes class presented earlier in Section 7.4), a servlet to
populate the bean and store it in the ServletContext (Listing 15.15), and a JSP
page to display the results (Listing 15.16, Figures 15–9 and 15–10).       

Listing 15.14 PrimeBean.java 

package coreservlets;

import java.math.BigInteger;

public class PrimeBean {
  private BigInteger prime;

  public PrimeBean(String lengthString) {
    int length = 150;
    try {
      length = Integer.parseInt(lengthString);
    } catch(NumberFormatException nfe) {}
    setPrime(Primes.nextPrime(Primes.random(length)));
  }
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  public BigInteger getPrime() {
    return(prime);
  }

  public void setPrime(BigInteger newPrime) {
    prime = newPrime;
  }
}

Listing 15.15 PrimeServlet.java

package coreservlets;  

import java.io.*;
import javax.servlet.*;
import javax.servlet.http.*;

public class PrimeServlet extends HttpServlet {
  public void doGet(HttpServletRequest request,
                    HttpServletResponse response)
      throws ServletException, IOException {
    String length = request.getParameter("primeLength");
    ServletContext context = getServletContext();
    synchronized(this) {
      if ((context.getAttribute("primeBean") == null) ||
          (length != null)) {
        PrimeBean primeBean = new PrimeBean(length);
        context.setAttribute("primeBean", primeBean);
      }
      String address = "/WEB-INF/mvc-sharing/ShowPrime.jsp";
      RequestDispatcher dispatcher =
        request.getRequestDispatcher(address);
      dispatcher.forward(request, response);
    }
  }
}

Listing 15.14 PrimeBean.java (continued)
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Figure 15–9 Result of PrimeServlet when an explicit prime size is given: a new 
prime of that size is computed.

Figure 15–10 Result of PrimeServlet when no explicit prime size is given: the 
previous number is shown and no new prime is computed.

Listing 15.16 ShowPrime.jsp

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>A Prime Number</TITLE>
<LINK REL=STYLESHEET
      HREF="/bank-support/JSP-Styles.css"
      TYPE="text/css">
</HEAD>
<BODY>
<H1>A Prime Number</H1>
<jsp:useBean id="primeBean" type="coreservlets.PrimeBean" 
             scope="application" />
<jsp:getProperty name="primeBean" property="prime" />
</BODY></HTML>
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JDBC provides a standard library for accessing relational databases. By using the
JDBC API, you can access a wide variety of SQL databases with exactly the same
Java syntax. It is important to note that although the JDBC API standardizes the
approach for connecting to databases, the syntax for sending queries and commit-
ting transactions, and the data structure representing the result, JDBC does not
attempt to standardize the SQL syntax. So, you can use any SQL extensions your
database vendor supports. However, since most queries follow standard SQL syn-
tax, using JDBC lets you change database hosts, ports, and even database vendors
with minimal changes to your code.

Officially, JDBC is not an acronym and thus does not stand for anything. Unoffi-
cially, “Java DataBase Connectivity” is commonly used as the long form of the name.

DILBERT reprinted by permission of United Feature Syndicate, Inc. 
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Although a complete tutorial on database programming is beyond the scope of
this chapter, we cover the basics of using JDBC in Section 17.1 (Using JDBC in Gen-
eral), presuming you are already familiar with SQL. 

After covering JDBC basics, in Section 17.2 (Basic JDBC Examples) we present
some JDBC examples that access a Microsoft Access database. 

To simplify the JDBC code throughout the rest of the chapter, we provide some
utilities for creating connections to databases in Section 17.3 (Simplifying Database
Access with JDBC Utilities). 

In Section 17.4 (Using Prepared Statements), we discuss prepared statements,
which let you execute similar SQL statements multiple times; this can be more effi-
cient than executing a raw query each time. 

In Section 17.5 (Creating Callable Statements), we examine callable statements.
Callable statements let you execute database stored procedures or functions. 

In Section 17.6 (Using Database Transactions), we cover transaction management
for maintaining database integrity. By executing changes to the database within a
transaction, you can ensure that the database values are returned to their original
state if a problem occurs. 

In Section 17.7, we briefly examine object-to-relational mapping (ORM). ORM
frameworks provide a complete object-oriented approach to manage information in a
database. With ORM, you simply call methods on objects instead of directly using
JDBC and SQL. 

For advanced JDBC topics including accessing databases with custom JSP
tags, using data sources with JNDI, and increasing performance by pooling data-
base connections, see Volume 2 of this book. For more details on JDBC, see
http://java.sun.com/products/jdbc/, the online API for java.sql, or the JDBC
tutorial at http://java.sun.com/docs/books/tutorial/jdbc/.

17.1 Using JDBC in General

In this section we present the seven standard steps for querying databases. In Section
17.2 we give two simple examples (a command-line program and a servlet) illustrat-
ing these steps to query a Microsoft Access database.

Following is a summary; details are given in the rest of the section. 

1. Load the JDBC driver. To load a driver, you specify the classname
of the database driver in the Class.forName method. By doing so,
you automatically create a driver instance and register it with the
JDBC driver manager.
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2. Define the connection URL. In JDBC, a connection URL specifies
the server host, port, and database name with which to establish a
connection.

3. Establish the connection. With the connection URL, username,
and password, a network connection to the database can be estab-
lished. Once the connection is established, database queries can be
performed until the connection is closed.

4. Create a Statement object. Creating a Statement object enables
you to send queries and commands to the database.

5. Execute a query or update. Given a Statement object, you can
send SQL statements to the database by using the execute,
executeQuery, executeUpdate, or executeBatch methods.

6. Process the results. When a database query is executed, a
ResultSet is returned. The ResultSet represents a set of rows
and columns that you can process by calls to next and various
getXxx methods.

7. Close the connection. When you are finished performing queries
and processing results, you should close the connection, releasing
resources to the database.

Load the JDBC Driver
The driver is the piece of software that knows how to talk to the actual database
server. To load the driver, you just load the appropriate class; a static block in the
driver class itself automatically makes a driver instance and registers it with the
JDBC driver manager. To make your code as flexible as possible, avoid hard-coding
the reference to the classname. In Section 17.3 (Simplifying Database Access with
JDBC Utilities) we present a utility class to load drivers from a Properties file so
that the classname is not hard-coded in the program. 

These requirements bring up two interesting questions. First, how do you load a
class without making an instance of it? Second, how can you refer to a class whose
name isn’t known when the code is compiled? The answer to both questions is to use
Class.forName. This method takes a string representing a fully qualified class-
name (i.e., one that includes package names) and loads the corresponding class. This
call could throw a ClassNotFoundException, so it should be inside a try/catch
block as shown below.

try {
Class.forName("connect.microsoft.MicrosoftDriver");
Class.forName("oracle.jdbc.driver.OracleDriver");
Class.forName("com.sybase.jdbc.SybDriver");

} catch(ClassNotFoundException cnfe) {
System.err.println("Error loading driver: " + cnfe);

}
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One of the beauties of the JDBC approach is that the database server requires no
changes whatsoever. Instead, the JDBC driver (which is on the client) translates calls
written in the Java programming language into the native format required by the
server. This approach means that you have to obtain a JDBC driver specific to the
database you are using and that you will need to check the vendor’s documentation
for the fully qualified class name to use.

In principle, you can use Class.forName for any class in your CLASSPATH. In
practice, however, most JDBC driver vendors distribute their drivers inside JAR files.
So, during development be sure to include the path to the driver JAR file in your
CLASSPATH setting. For deployment on a Web server, put the JAR file in the
WEB-INF/lib directory of your Web application (see Chapter 2, “Server Setup and Con-
figuration”). Check with your Web server administrator, though. Often, if multiple
Web applications are using the same database drivers, the administrator will place the
JAR file in a common directory used by the server. For example, in Apache Tomcat,
JAR files common to multiple applications can be placed in install_dir/common/lib.

Core Note

You can place your JDBC driver file (JAR file) in the WEB-INF/lib directory 
for deployment of your application. However, the administrator may 
choose to move the JAR file to a common library directory on the server.

Figure 17–1 illustrates two common JDBC driver implementations. The first
approach is a JDBC-ODBC bridge, and the second approach is a pure Java imple-
mentation. A driver that uses the JDBC-ODBC bridge approach is known as a Type I
driver. Since many databases support Open DataBase Connectivity (ODBC) access,
the JDK includes a JDBC-ODBC bridge to connect to databases. However, you
should use the vendor’s pure Java driver, if available, because the JDBC-ODBC
driver implementation is slower than a pure Java implementation. Pure Java drivers
are known as Type IV. The JDBC specification defines two other driver types, Type
II and Type III; however, they are less common. For additional details on driver
types, see http://java.sun.com/products/jdbc/driverdesc.html. 

In the initial examples in this chapter, we use the JDBC-ODBC bridge, included
with JDK 1.4, to connect to a Microsoft Access database. In later examples we use
pure Java drivers to connect to MySQL and Oracle9i databases. 
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In Section 18.1 (Configuring Microsoft Access for Use with JDBC), we provide
driver information for Microsoft Access. Driver information for MySQL is provided
in Section 18.2 (Installing and Configuring MySQL), and driver information for Ora-
cle is provided in Section 18.3 (Installing and Configuring Oracle9i Database). Most
other database vendors supply free JDBC drivers for their databases. For an
up-to-date list of these and third-party drivers, see http://industry.java.sun.com/
products/jdbc/drivers/. 

Figure 17–1 Two common JDBC driver implementations. JDK 1.4 includes a 
JDBC-ODBC bridge; however, a pure JDBC driver (provided by the vendor) yields better 
performance.
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Define the Connection URL
Once you have loaded the JDBC driver, you must specify the location of the database
server. URLs referring to databases use the jdbc: protocol and embed the server
host, port, and database name (or reference) within the URL. The exact format is
defined in the documentation that comes with the particular driver, but here are a
few representative examples.

String host = "dbhost.yourcompany.com";
String dbName = "someName";
int port = 1234;
String oracleURL = "jdbc:oracle:thin:@" + host + 

":" + port + ":" + dbName;
String sybaseURL = "jdbc:sybase:Tds:" + host + 

":" + port + ":" + "?SERVICENAME=" + dbName;
String msAccessURL = "jdbc:odbc:" + dbName;

Establish the Connection
To make the actual network connection, pass the URL, database username, and
database password to the getConnection method of the DriverManager class,
as illustrated in the following example. Note that getConnection throws an
SQLException, so you need to use a try/catch block. We’re omitting this block
from the following example since the methods in the following steps throw the same
exception, and thus you typically use a single try/catch block for all of them.

String username = "jay_debesee";
String password = "secret";
Connection connection =

DriverManager.getConnection(oracleURL, username, password);

The Connection class includes other useful methods, which we briefly describe
below. The first three methods are covered in detail in Sections 17.4–17.6. 

• prepareStatement. Creates precompiled queries for submission to
the database. See Section 17.4 (Using Prepared Statements) for
details.

• prepareCall. Accesses stored procedures in the database. For
details, see Section 17.5 (Creating Callable Statements).

• rollback/commit. Controls transaction management. See Section
17.6 (Using Database Transactions) for details.

• close. Terminates the open connection.
• isClosed. Determines whether the connection timed out or was

explicitly closed.
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An optional part of establishing the connection is to look up information about the
database with the getMetaData method. This method returns a DatabaseMeta-
Data object that has methods with which you can discover the name and version of the
database itself (getDatabaseProductName, getDatabaseProductVersion) or
of the JDBC driver (getDriverName, getDriverVersion). Here is an example.

DatabaseMetaData dbMetaData = connection.getMetaData();
String productName = 
dbMetaData.getDatabaseProductName();

System.out.println("Database: " + productName);
String productVersion = 
dbMetaData.getDatabaseProductVersion();

System.out.println("Version: " + productVersion);

Create a Statement Object
A Statement object is used to send queries and commands to the database. It is
created from the Connection using createStatement as follows.

Statement statement = connection.createStatement();

Most, but not all, database drivers permit multiple concurrent Statement
objects to be open on the same connection. 

Execute a Query or Update
Once you have a Statement object, you can use it to send SQL queries by using the
executeQuery method, which returns an object of type ResultSet. Here is an
example.

String query = "SELECT col1, col2, col3 FROM sometable";
ResultSet resultSet = statement.executeQuery(query);

The following list summarizes commonly used methods in the Statement class.

• executeQuery. Executes an SQL query and returns the data in a
ResultSet. The ResultSet may be empty, but never null.

• executeUpdate. Used for UPDATE, INSERT, or DELETE commands.
Returns the number of rows affected, which could be zero. Also
provides support for Data Definition Language (DDL) commands, for
example, CREATE TABLE, DROP TABLE, and ALTER TABLE.

• executeBatch. Executes a group of commands as a unit, returning
an array with the update counts for each command. Use addBatch to
add a command to the batch group. Note that vendors are not
required to implement this method in their driver to be JDBC
compliant.
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• setQueryTimeout. Specifies the amount of time a driver waits for
the result before throwing an SQLException.

• getMaxRows/setMaxRows. Determines the number of rows a
ResultSet may contain. Excess rows are silently dropped. The
default is zero for no limit.

In addition to using the methods described here to send arbitrary commands, you
can use a Statement object to create parameterized queries by which values are
supplied to a precompiled fixed-format query. See Section 17.4 (Using Prepared
Statements) for details.

Process the Results

The simplest way to handle the results is to use the next method of ResultSet to
move through the table a row at a time. Within a row, ResultSet provides various
getXxx methods that take a column name or column index as an argument and
return the result in a variety of different Java types. For instance, use getInt if the
value should be an integer, getString for a String, and so on for most other data
types. If you just want to display the results, you can use getString for most of the
column types. However, if you use the version of getXxx that takes a column index
(rather than a column name), note that columns are indexed starting at 1 (following
the SQL convention), not at 0 as with arrays, vectors, and most other data structures
in the Java programming language.

Core Warning

The first column in a ResultSet row has index 1, not 0.

Here is an example that prints the values of the first two columns and the first
name and last name, for all rows of a ResultSet.

while(resultSet.next()) {

  System.out.println(resultSet.getString(1) + " " +

resultSet.getString(2) + " " +

resultSet.getString("firstname") + "  "

resultSet.getString("lastname"));

}

We suggest that when you access the columns of a ResultSet, you use the col-
umn name instead of the column index. That way, if the column structure of the table
changes, the code interacting with the ResultSet will be less likely to fail. 
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Core Approach

Use the column name instead of the column index when accessing data 
in a ResultSet. 

In JDBC 1.0, you can only move forward in the ResultSet; however, in JDBC
2.0, you can move forward (next) and backward (previous) in the ResultSet as
well as move to a particular row (relative, absolute). In Volume 2 of this book,
we present several custom tags that illustrate the JDBC 2.0 methods available in a
ResultSet.

Be aware that neither JDBC 1.0 nor JDBC 2.0 provides a direct mechanism to
determine the JDBC version of the driver. In JDBC 3.0, this problem is resolved by
the addition of getJDBCMajorVersion and getJDBCMinorVersion methods to
the DatabaseMetaData class. If the JDBC version is not clear from the vendor’s
documentation, you can write a short program to obtain a ResultSet and attempt a
previous operation on the ResultSet. Since resultSet.previous is only
available in JDBC 2.0 and later, a JDBC 1.0 driver would throw an exception at this
point. See Section 18.4 (Testing Your Database Through a JDBC Connection) for an
example program that performs a nonrigorous test to determine the JDBC version of
your database driver. 

The following list summarizes useful ResultSet methods.

• next/previous. Moves the cursor to the next (any JDBC version) or
previous (JDBC version 2.0 or later) row in the ResultSet,
respectively.

• relative/absolute. The relative method moves the cursor a
relative number of rows, either positive (up) or negative (down). The
absolute method moves the cursor to the given row number. If the
absolute value is negative, the cursor is positioned relative to the end
of the ResultSet (JDBC 2.0).

• getXxx. Returns the value from the column specified by the column
name or column index as an Xxx Java type (see java.sql.Types).
Can return 0 or null if the value is an SQL NULL.

• wasNull. Checks whether the last getXxx read was an SQL NULL.
This check is important if the column type is a primitive (int, float,
etc.) and the value in the database is 0. A zero value would be
indistinguishable from a database value of NULL, which is also
returned as a 0. If the column type is an object (String, Date, etc.),
you can simply compare the return value to null.

• findColumn. Returns the index in the ResultSet corresponding to
the specified column name.



Chapter 17 ■ Accessing Databases with JDBC508

© Prentice Hall and Sun Microsystems Press. Personal use only.

J2EE training from the author: http://courses.coreservlets.com/

• getRow. Returns the current row number, with the first row starting
at 1 (JDBC 2.0).

• getMetaData. Returns a ResultSetMetaData object describing
the ResultSet. ResultSetMetaData gives the number of
columns and the column names.

The getMetaData method is particularly useful. Given only a ResultSet, you
have to know the name, number, and type of the columns to be able to process the
table properly. For most fixed-format queries, this is a reasonable expectation. For ad
hoc queries, however, it is useful to be able to dynamically discover high-level infor-
mation about the result. That is the role of the ResultSetMetaData class: it lets
you determine the number, names, and types of the columns in the ResultSet.

Useful ResultSetMetaData methods are described below. 

• getColumnCount. Returns the number of columns in the
ResultSet.

• getColumnName. Returns the database name of a column (indexed
starting at 1).

• getColumnType. Returns the SQL type, to compare with entries in
java.sql.Types.

• isReadOnly. Indicates whether the entry is a read-only value.
• isSearchable. Indicates whether the column can be used in a

WHERE clause.
• isNullable. Indicates whether storing NULL is legal for the column.

ResultSetMetaData does not include information about the number of rows;
however, if your driver complies with JDBC 2.0, you can call last on the ResultSet
to move the cursor to the last row and then call getRow to retrieve the current row
number. In JDBC 1.0, the only way to determine the number of rows is to repeatedly
call next on the ResultSet until it returns false. 

Core Note

ResultSet and ResultSetMetaData do not directly provide a 
method to return the number of rows returned from a query. However, in 
JDBC 2.0, you can position the cursor at the last row in the ResultSet 
by calling last, and then obtain the current row number by calling 
getRow. 
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Close the Connection
To close the connection explicitly, you would do:

connection.close();

Closing the connection also closes the corresponding Statement and ResultSet
objects. 

You should postpone closing the connection if you expect to perform additional
database operations, since the overhead of opening a connection is usually large. In
fact, reusing existing connections is such an important optimization that the JDBC
2.0 API defines a ConnectionPoolDataSource interface for obtaining pooled
connections. Pooled connections are discussed in Volume 2 of this book.   

17.2 Basic JDBC Examples

In this section, we present two simple JDBC examples that connect to the Microsoft
Access Northwind database (shown in Figure 17–2) and perform a simple query. The
Northwind database is included in the samples section of Microsoft Office. To con-
figure the Northwind database for access from JDBC, see Section 18.1.

Figure 17–2 Microsoft Access Northwind sample database showing the first four columns 
of the Employees table. See Section 18.1 for information on using this database.
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Northwind is a good database for testing and experimentation since it is already
installed on many systems and since the JDBC-ODBC bridge for connecting to
Microsoft Access is already bundled in the JDK. However, Microsoft Access is not
intended for serious online databases. For production purposes, a higher-perfor-
mance option like MySQL (see Section 18.2), Oracle9i (see Section 18.3), Microsoft
SQL Server, Sybase, or DB2 is far better.

The first example, Listing 17.1, presents a standalone class called North-
windTest that follows the seven steps outlined in the previous section to display the
results of querying the Employee table. 

The results for the NorthwindTest are shown in Listing 17.2. Since North-
windTest is in the coreservlets package, it resides in a subdirectory called core-
servlets. Before compiling the file, set the CLASSPATH to include the directory
containing the coreservlets directory. See Section 2.7 (Set Up Your Development
Environment) for details. With this setup, simply compile the program by running
javac NorthwindTest.java from within the coreservlets subdirectory (or by
selecting “build” or “compile” in your IDE). To run NorthwindTest, you need to
refer to the full package name with java coreservlets.NorthwindTest. 

The second example, Listing 17.3 (NorthwindServlet), connects to the data-
base from a servlet and presents the query results as an HTML table. Both Listing
17.1 and Listing 17.3 use the JDBC-ODBC bridge driver, sun.jdbc.odbc.Jdbc-
OdbcDriver, included with the JDK.    

Listing 17.1 NorthwindTest.java 

package coreservlets;

import java.sql.*;

/** A JDBC example that connects to the MicroSoft Access sample
* Northwind database, issues a simple SQL query to the
* employee table, and prints the results.

 */

public class NorthwindTest {
  public static void main(String[] args) {
    String driver = "sun.jdbc.odbc.JdbcOdbcDriver";
    String url = "jdbc:odbc:Northwind";
    String username = ""; // No username/password required
    String password = ""; // for desktop access to MS Access.
    showEmployeeTable(driver, url, username, password);
  }

  /** Query the employee table and print the first and
* last names.

   */
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  public static void showEmployeeTable(String driver,
String url,
String username,
String password) {

    try {
// Load database driver if it's not already loaded.
Class.forName(driver);
// Establish network connection to database.

 Connection connection =
DriverManager.getConnection(url, username, password);

System.out.println("Employees\n" + "==========");
// Create a statement for executing queries.
Statement statement = connection.createStatement();
String query =

"SELECT firstname, lastname FROM employees";
// Send query to database and store results.
ResultSet resultSet = statement.executeQuery(query);
// Print results.
while(resultSet.next()) {

System.out.print(resultSet.getString("firstname") + " ");
System.out.println(resultSet.getString("lastname"));

}
connection.close();

    } catch(ClassNotFoundException cnfe) {
System.err.println("Error loading driver: " + cnfe);

    } catch(SQLException sqle) {
System.err.println("Error with connection: " + sqle);

    }
  }
}

Listing 17.2 NorthwindTest Result

Prompt> java coreservlets.NorthwindTest

Employees
==========
Nancy Davolio
Andrew Fuller
Janet Leverling
Margaret Peacock
Steven Buchanan
Michael Suyama
Robert King
Laura Callahan
Anne Dodsworth

Listing 17.1 NorthwindTest.java (continued)
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For the second example, NorthwindServlet (Listing 17.3), the information for
performing the query is taken from an HTML form, NorthwindForm.html, shown in
Listing 17.4. Here, you can enter the query into the form text area before submitting
the form to the servlet. The servlet reads the driver, URL, username, password, and
the query from the request parameters and generates an HTML table based on the
query results. The servlet also demonstrates the use of DatabaseMetaData to look
up the product name and product version of the database. The HTML form is shown
in Figure 17–3; Figure 17–4 shows the result of submitting the form. For this exam-
ple, the HTML form and servlet are located in the Web application named jdbc.
For more information on creating and using Web applications, see Section 2.11.   

Listing 17.3 NorthwindServlet.java 

package coreservlets;

import java.io.*;
import java.sql.*;
import javax.servlet.*;
import javax.servlet.http.*;

/** A simple servlet that connects to a database and
* presents the results from the query in an HTML
* table. The driver, URL, username, password,
* and query are taken from form input parameters.

 */

public class NorthwindServlet extends HttpServlet {
  public void doPost(HttpServletRequest request,

HttpServletResponse response)
throws ServletException, IOException {

    response.setContentType("text/html");
    PrintWriter out = response.getWriter();
    String docType =

"<!DOCTYPE HTML PUBLIC \"-//W3C//DTD HTML 4.0 " +
"Transitional//EN\"\n";

    String title = "Northwind Results";
    out.print(docType +

"<HTML>\n" +
"<HEAD><TITLE>" + title + "</TITLE></HEAD>\n" +
"<BODY BGCOLOR=\"#FDF5E6\"><CENTER>\n" +
"<H1>Database Results</H1>\n");

    String driver = request.getParameter("driver");
    String url = request.getParameter("url");
    String username = request.getParameter("username");
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    String password = request.getParameter("password");
    String query = request.getParameter("query");
    showTable(driver, url, username, password, query, out);
    out.println("</CENTER></BODY></HTML>");
  }

  public void showTable(String driver, String url,
String username, String password,
String query, PrintWriter out) {

    try {
// Load database driver if it's not already loaded.

  Class.forName(driver);
// Establish network connection to database.

 Connection connection =
DriverManager.getConnection(url, username, password);

// Look up info about the database as a whole.
 DatabaseMetaData dbMetaData = connection.getMetaData();
out.println("<UL>");

  String productName =
dbMetaData.getDatabaseProductName();

String productVersion =
dbMetaData.getDatabaseProductVersion();

out.println("  <LI><B>Database:</B> " + productName +
"  <LI><B>Version:</B> " + productVersion +
"</UL>");

 Statement statement = connection.createStatement();
// Send query to database and store results.

     ResultSet resultSet = statement.executeQuery(query);
// Print results.
out.println("<TABLE BORDER=1>");

 ResultSetMetaData resultSetMetaData =
resultSet.getMetaData();

int columnCount = resultSetMetaData.getColumnCount();
out.println("<TR>");
// Column index starts at 1 (a la SQL), not 0 (a la Java).
for(int i=1; i <= columnCount; i++) {

out.print("<TH>" + resultSetMetaData.getColumnName(i));
}
out.println();
// Step through each row in the result set.
while(resultSet.next()) {

out.println("<TR>");

Listing 17.3 NorthwindServlet.java (continued)
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// Step across the row, retrieving the data in each
// column cell as a String.
for(int i=1; i <= columnCount; i++) {

out.print("<TD>" + resultSet.getString(i));
}
out.println();

}
out.println("</TABLE>");
connection.close();

    } catch(ClassNotFoundException cnfe) {
System.err.println("Error loading driver: " + cnfe);

    } catch(SQLException sqle) {
System.err.println("Error connecting: " + sqle);

    } catch(Exception ex) {
System.err.println("Error with input: " + ex);

    }
  }
}

Listing 17.4 NorthwindForm.html 

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
<TITLE>Simple Query Form</TITLE>
<LINK REL=STYLESHEET

HREF="JSP-Styles.css"
TYPE="text/css">

</HEAD>
<BODY>
<H2>Query Input:</H2>
<FORM ACTION="/jdbc/servlet/coreservlets.NorthwindServlet" 

METHOD="POST">
<TABLE>
  <TR><TD>Driver:

<TD><INPUT TYPE="TEXT" NAME="driver"
VALUE="sun.jdbc.odbc.JdbcOdbcDriver" SIZE="35">

  <TR><TD>URL:
<TD><INPUT TYPE="TEXT" NAME="url"

VALUE="jdbc:odbc:Northwind" SIZE="35">
  <TR><TD>Username:

<TD><INPUT TYPE="TEXT" NAME="username">

Listing 17.3 NorthwindServlet.java (continued)
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  <TR><TD>Password:
<TD><INPUT TYPE="PASSWORD" NAME="password">

  <TR><TD VALIGN="TOP">Query:
<TD><TEXTAREA ROWS="5" COLS="35" NAME="query"></TEXTAREA>

  <TR><TD COLSPAN="2" ALIGN="CENTER"><INPUT TYPE="SUBMIT">
</TABLE>
</FORM>
</BODY></HTML>

Listing 17.4 NorthwindForm.html (continued)

Figure 17–3 NorthwindForm.html: front end to servlet that queries the Northwind 
database. 
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In the preceding example, the HTML table was generated from the query results
within a servlet. In Volume 2 of this book, we present various custom tags to generate
the HTML table from the query results in the JSP page itself. Furthermore, if your
development model favors JSP, the JSP Standard Tag Library (JSTL) provides an
sql:query action to query a database and store the query result in a scoped vari-
able for processing on the JSP page. JSTL is also covered in Volume 2 of this book.

Figure 17–4 Result of querying the Northwind database. 
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18

In this chapter, we provide details for configuring three popular databases for use
with JDBC: Microsoft Access, MySQL, and Oracle9i. 

The first database, Microsoft Access, is an excellent database for practice and
experimentation because the Java SDK (or JDK) already includes the appropriate
JDBC driver and many developers already have Access installed. However, you
would be unlikely to use Microsoft Access for serious applications, since it is not
designed to handle a large number of concurrent connections. For details on config-
uring Microsoft Access, see Section 18.1.

The second database, MySQL, is a production-quality database and probably the
best free option. In Section 18.2 we provide details for installing and configuring
MySQL. In addition, we provide information for downloading and using the appro-
priate MySQL JDBC driver in your Web applications. 

The third database, Oracle9i, though not free, is an excellent production database.
See Section 18.3 for details on installing and configuring Oracle9i. The installation
and database creation process is quite lengthy. However, Oracle9i is widely used in
industry, so taking the time to gain experience with the product is well worth the
effort. After the installation and database creation, we provide information for install-
ing the correct Oracle JDBC driver for use with various versions of the Java SDK.

Lastly, we provide programs to test your database and load the example database
table used in this book. 
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18.1 Configuring Microsoft Access 
for Use with JDBC

If you have Microsoft Office, Microsoft Access and the required Open DataBase
Connectivity (ODBC) driver are probably already installed on your machine. So,
although we don’t recommend Microsoft Access for a high-end production Web site,
we think that Microsoft Access is excellent for learning and testing JDBC code. For
instance, the examples in Chapter 17 connect to the preinstalled Northwind database
of Microsoft Access. For a production site, you should use a more robust product like
Oracle9i, DB2, Sybase, Microsoft SQL Server, or MySQL. 

To connect to a Microsoft Access database from the Java platform, you can use the
JDBC-ODBC bridge, sun.jdbc.odbc.JdbcOdbcDriver, included with the JDK.
The bridge permits JDBC to communicate with the database by using ODBC, with-
out requiring a native-format driver. However, you will need to configure an ODBC
Data Source Name (DSN) to map a name to a physical database. 

The URL to connect to a Microsoft Access database does not specify a host.
Instead, the URL points to a DSN, for example, jdbc:odbc:dsn., where dsn is
the name of the database assigned through the ODBC DSN wizard. Note that the
Sun driver, sun.jdbc.odbc.JdbcOdbcDriver, is not fully compliant with JDBC 2.0
and thus does not support all the advanced JDBC features introduced in JDBC 2.0.
However, it is more than adequate for the capabilities discussed in this chapter. You
can find JDBC 2.0 drivers for Microsoft Access at http://industry.java.sun.com/
products/jdbc/drivers/.

For your application to connect to a database on a server, ODBC Version 3.x
needs to be installed on that server. Fortunately, ODBC is installed with many
Microsoft products. If you don’t have ODBC, you can easily install it separately on
your system. ODBC is bundled with Microsoft Data Access Components (MDAC).
See http://www.microsoft.com/data/download.htm for the correct MDAC version
to install on your system. 

Configuring a System DSN through the ODBC Administration Tool requires four
steps, which we outline here and describe in detail in the subsections following the
outline.

1. Select a System DSN from the ODBC Data Source Adminis-
trator. The Data Source Administrator, located in the system Admin-
istrative Tools, allows you to create a new data source name.

2. Select a driver for the new System DSN. Multiple ODBC data-
base drivers are available to map to your DSN. Most likely, you will
select the Microsoft Access Driver.
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3. Select a data source. Locate and select the database file on your
computer as the data source for your ODBC connection. Here, you
also specify the name of the source to use when connecting to the
ODBC driver.

4. Select OK to accept the new DSN. Selecting OK completes the
configuration of the ODBC System data source. Afterwards, you can
connect to the data source from Java through the JDBC-ODBC
bridge.

Select a System DSN from the 
ODBC Data Source Administrator 

On Windows 2000, you can configure the data sources (ODBC) by selecting Start,
Settings, then Control Panel. Next, select Administrative Tools and then Data
Sources. Lastly, select the System DSN tab, and select Add to create a new DSN.
Other versions of Windows are similar; for instance, on Windows XP, the steps are
identical except that you select the Control Panel directly from the Start menu.
Figure 18–1 shows the System DSN tab in the ODBC Data Source Administrator
window. 

Figure 18–1 First window displayed when you are configuring an ODBC data source. 
Select the System DSN tab and then click the Add button to create a new DSN. 
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Select a Driver for the New System DSN

In the Create New Data Source window, Figure 18–2, choose the Microsoft Access
Driver (*.mdb) and then select Finish.

Select a Data Source

In the ODBC Microsoft Access Setup window, enter a data source name (with an
optional description). The DSN will be the same name used in the JDBC URL,
jdbc:odbc:dsn. For example, if you choose Test as the DSN, you would supply
"jdbc:odbc:Test" as the first argument to DriverManager.getConnection.
Next, click the Select button, as shown in Figure 18–3, to select the physical database
file to bind to the data source name. After that step, click the OK button. 

If you are using the Northwind sample database provided with Microsoft Access,
the location of the database file is most likely C:\Program Files\Microsoft
Office\Office\Samples\Northwind.mdb or something very similar, depending on the
version of Microsoft Access you have installed. If the Northwind file is not available,

Figure 18–2 Second window presented when you are creating a System DSN. Before 
continuing the configuration, choose the driver for the data source by clicking Finish. 
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you may need to install the sample database by opening Microsoft Access and select-
ing the Northwind Sample Database from the opened window. Alternatively, you can
download the sample database from http://office.microsoft.com/downloads/2000/
Nwind2K.aspx. 

Select OK to Accept the New DSN
At this point, the newly defined DSN should be listed in the System DSN tab, as
shown in Figure 18–4. Finish the configuration by clicking the OK button. 

Figure 18–3 Third window for setting up a System DSN to a Microsoft Access database. 
Specify the name of the data source (with an optional description) and then select the 
physical database file to bind to the source name. 
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18.2 Installing and Configuring MySQL

MySQL is a popular and free open source database available for Unix (Solaris, Linux,
etc.), MacOS, and Windows. When this book went to press, Version 4.0 was the cur-
rent stable version of MySQL. Version 4.0 of MySQL does not support stored proce-
dures and a few other advanced database features, but it is free and has surprisingly
high performance. 

Below are details for downloading and installing MySQL on Windows. These
instructions provide the minimal installation for MySQL. For security issues (e.g.,
setting the root password) and postconfiguration guidelines, see the instructions at
http://www.mysql.com/documentation/mysql/bychapter/. The online documenta-
tion also provides installation instructions for Unix (including Linux) and MacOS.

To use MySQL, you must install the product, set up a database, and configure
users’ rights. Here, we outline the four steps required to set up MySQL, followed by
a detailed description of the steps.

Figure 18–4 Fourth window presented after you have added a new system data source. 
Click OK to accept the change.
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1. Download and install MySQL. Download MySQL from
http://www.mysql.com/downloads/ and install as a service.

2. Create a database. Add a new database to MySQL by entering a
simple CREATE DATABASE command.

3. Create a user. To create a user, use GRANT to assign database
privileges to the user.

4. Install the JDBC driver. Download the appropriate driver for
MySQL, bundled as a JAR file. During development, include the JAR
file in your CLASSPATH. For deployment, place the JAR file in the
WEB-INF/lib directory of your Web application.

Download and Install MySQL
You can download MySQL from http://www.mysql.com/downloads/. Download
mysql-4.0.xx-win.zip (or later), unzip, and run the setup.exe program to
install MySQL. We recommend installing MySQL in the C:\mysql directory. Note
that before installing MySQL on Windows, you must log in to the computer with
administrative rights.

Core Warning

To install MySQL on Windows NT/2000/XP, you must have local 
administrator rights on the machine.

On Windows NT/2000/XP, to configure MySQL as a service, run the following
command in DOS from the C:\mysql\bin directory. 

C:\mysql\bin> mysqld-max-nt --install

For more details, see the online documentation at http://www.mysql.com/documen-
tation/. 

Create a Database
Before creating a database, you must start the MySQL server. You can start the ser-
vice from the command line by entering the net start command as shown. 

C:\mysql\bin> net start MySql

If the server is already running, you will receive a warning message. 
Next, to create a new database, start the MySQL monitor as the root user by

using the following command. 
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C:\mysql\bin> mysql.exe --user=root

Then create the database by entering the CREATE DATABASE command as
follows.

mysql> CREATE DATABASE database_name;

where database_name is the name of the database you want to create. For the
code in this chapter, we created a database named csajsp. To see a listing of the
current databases, enter the following command.

mysql> SHOW DATABASES;

If you prefer graphical interfaces over command-line utilities, use MySQL
Control Center for managing your server. MySQL Control Center is available at
http://www.mysql.com/downloads/mysqlcc.html.

Create a User

You can create a user at the same time you grant privileges to that user. To grant a
user access to the database from the local host, use the command

mysql> GRANT ALL PRIVILEGES ON database.* TO user@localhost

IDENTIFIED BY 'password';

where database is the name of the database and user is the name of the new
user. To grant the user rights to the database from other client machines, use the
command 

mysql> GRANT ALL PRIVILEGES ON database.* TO user@"%"

IDENTIFIED BY 'password';

where @"%" acts as a wildcard for access to the database from any client machine. If
you have problems creating new users, check that you started the MySQL monitor as
the root user. 

Install the JDBC Driver 

Two JDBC drivers are commonly used to access MySQL: MySQL Connector/J and
the Caucho Resin driver. 

MySQL recommends the MySQL Connector/J driver, which is available at
http://www.mysql.com/products/connector-j/. In our examples, we use version 3.0
of the Connector/J driver. The driver is bundled in a JAR file named mysql-connec-
tor-java-3.0.6-stable-bin.jar with a class name of com.mysql.jdbc.Driver. The
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URL to use with the MySQL Connector/J driver is jdbc:mysql://host:3306/dbName,
where dbName is the name of the database on the MySQL server. 

Caucho Resin also provides a MySQL driver at http://www.caucho.com/projects/
jdbc-mysql/index.xtp. The driver is bundled in the JAR file named caucho-
jdbc-mysql-2.1.0.jar with a class name of com.caucho.jdbc.mysql.Driver.
The URL to use with the Caucho Resin driver is jdbc:mysql-caucho://host:3306/
dbName, where, again, dbName is the name of the database on the MySQL server. 

Neither driver is fully JDBC 2.0 compliant since MySQL is not fully ANSI
SQL-92 compliant. 

For development, place the JAR file in your CLASSPATH; for deployment, place
the JAR file in the Web application’s WEB-INF/lib directory. However, if multiple
applications on the server are using MySQL databases, the Web administrator may
choose to move the JAR file to a common lib directory on the container. For exam-
ple, with Tomcat 4.x, JAR files used by multiple applications can be placed in the
install_dir/common/lib directory.

18.3 Installing and Configuring 
Oracle9i Database

Oracle9i Database is a high-volume, production database deployed in many corpo-
rate enterprises for both Internet and intranet applications. Oracle9i Database pro-
vides all the functionality you would expect in a production database server, including
stored procedures, views, triggers, enhanced security, and data recovery.

Three different editions of Oracle9i Database Release 2 are available from Oracle,
as described below. Oracle9i includes a large family of products (including Oracle9i
Application Server and Oracle9i Developer Suite), but in the remaining sections we
use “Oracle9i” to refer to Oracle9i Database. 

• Enterprise Edition. Oracle9i Enterprise Edition delivers an
efficient, reliable solution for both Internet and intranet applications.
The Enterprise Edition is suitable for high-volume transaction
processing and data warehousing. The Enterprise Edition includes a
preconfigured database, networking services, database management
tools, and utilities. In addition, multiple product options are licensable
with the Enterprise Edition.

• Standard Edition. Oracle9i Standard Edition is a scaled-down
version of the Enterprise Edition and can be licensed only for servers
with a maximum of four processors. The Standard Edition is suitable
for workgroup, department, intranet, and Internet applications. The
Standard Edition includes a preconfigured database, networking
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services, database management tools, and utilities; however, the 
Standard Edition does not support all features available in the 
Enterprise Edition.

• Personal Edition. Oracle9i Personal Edition is suitable for a
single-user, desktop environment. The Personal Edition is intended 
for educational purposes, providing a cost-effective, yearly licensing 
fee. The Personal Edition supports all the features and options 
available in the Enterprise Edition, with the exception of Oracle Real 
Application Clusters. 

For a more detailed summary of the three Oracle9i Database editions, see
http://otn.oracle.com/products/oracle9i/pdf/9idb_rel2_prod_fam.pdf. 

To use Oracle9i, you must install the product, set up a database, and configure
users’ rights. In this section we provide information for downloading and installing
Oracle9i Release 2 on Windows XP. For other platforms, you can find platform-spe-
cific installation instructions at http://otn.oracle.com/docs/products/oracle9i/.
Below, we outline the four steps required to set up an Oracle9i, followed by a
detailed description of each step. 

1. Download and install Oracle9i. Download Oracle9i Database
Release 2 from http://otn.oracle.com/software/products/oracle9i/
and install by using the Oracle Universal Installer.

2. Create a database. Typically, a database is created during the instal-
lation of Oracle9i; however, if Oracle9i is already installed on the com-
puter you are using, you can create a new database manually or use
the Database Configuration Assistant.

3. Create a user. To access the database from a Web application, you
need to create a new user and then grant connection and table rights
to the user.

4. Install the JDBC driver. To access an Oracle database from a
Web application, download the appropriate JDBC driver from
http://otn.oracle.com/software/tech/java/sqlj_jdbc/. During devel-
opment, include the JAR file in your CLASSPATH. For deployment,
place the JAR file in the WEB-INF/lib directory of your Web application.

Download and Install Oracle9i
You can download Oracle9i Database Release 2 from http://otn.oracle.com/soft-
ware/products/oracle9i/. A registration is required for download of Oracle software;
however, the registration is free. Be sure to read the license agreement if you plan on
using Oracle9i for production purposes. Oracle products are free to download for a
30-day evaluation period. After 30 days, you must purchase a license. 
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In the following instructions, we show you how to install Oracle9i Database
Release 2 Personal Edition on the Windows XP platform. For installation instruc-
tions for other platforms, see the documentation at http://otn.oracle.com/docs/
products/oracle9i/.

Oracle9i Database Release 2 for Windows NT/2000/XP is bundled in three ZIP
files: 92010NT_Disk1.zip (612,802,971 bytes), 92010NT_Disk2.zip (537,604,934
bytes), and 92010NT_Disk3.zip (254,458,106 bytes). The same install files are used
for the Enterprise, Standard, and Personal editions. Follow the instructions on the
download page and unzip the three files into corresponding directories named Disk1,
Disk2, and Disk3. Alternatively, instead of downloading the software, you can pur-
chase a CD pack at http://oraclestore.oracle.com/. 

Oracle recommends the following minimum hardware requirements: Pentium
266, 256 Mbytes of RAM, and approximately 3 Gbytes of disk space for an NTFS
partition. Exact requirements are available at http://otn.oracle.com/docs/products/
oracle9i/doc_library/release2/A95493-01/html/reqs.htm. 

Following are the instructions to install Oracle9i Database Personal Edition on
the C:\ drive of a Windows XP computer. To perform this installation, you must log in
to the machine with local administrator rights.

Core Warning

To install Oracle9i on Windows NT/2000/XP, you must have local 
administrator rights on the machine.

Steps to Install Oracle9i

1. Start the Oracle Universal Installer. You can start the Oracle Uni-
versal Installer 2.2 from the setup.exe program located in the Disk1
directory. If the installer fails to start, try the setup.exe program
located in the Disk1\install\win32 directory. When you start the
installer, you will momentarily see the copyright screen, followed by a
Welcome screen as shown Figure 18–5. Click the Next button.
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2. Specify file locations. On the third screen displayed (Figure 18–6),
you specify the location of the installation program and the directory
on which to install Oracle9i. Accept the default values. The Oracle
Home, OraHome92, is used in the name for all Oracle services cre-
ated during the installation process. Click Next to continue.

Figure 18–5 Second 
Oracle install window: 
Welcome message. 

Figure 18–6 Third 
Oracle install window: 
summarizes the location 
of source and destination 
files for the installation 
process.
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3. Select a product to install. On the fourth screen displayed (Figure
18–7), you select which product to install. Accept the default product,
Oracle9i Database, and then click Next.

4. Select the installation type. On the fifth screen displayed (Figure 18–8), you 
select the database edition to install. For a single-user environment, we recom-
mend the Personal Edition, which requires 2.53 Gbytes of disk space on Win-
dows XP. For more details on the three editions, see http://otn.oracle.com/
products/oracle9i/pdf/9idb_rel2_prod_fam.pdf. Click Next.

Figure 18–7 Fourth 
Oracle install window: 
for selecting a product to 
install.

Figure 18–8 Fifth Oracle 
install window: for 
selecting an installation 
type. For a single user, 
select the Personal Edition. 
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5. Select a database configuration. On the sixth screen displayed
(Figure 18–9), you specify the database configuration. We recom-
mend the default selection, General Purpose, because the installation
process for this selection automatically creates a starter database.
Accept the default database configuration and click Next.

6. Specify the port for the Oracle MTS Recovery Service. On the
seventh screen displayed (Figure 18–10), you specify the port for the
Oracle MTS Recovery Service, which is automatically installed with
Oracle Services for Microsoft Transaction Server. This service helps
resolve requests for distributed transaction coordinated by the
Microsoft DTC (MS DTC exposes COM objects that allow clients to
initiate and participate in coordinated transactions across multiple
connections to various data stores). You might not use this capability,
so simply accept the default port number of 2030 and click Next.

Figure 18–9 Sixth Oracle 
install window: for 
selecting a database 
configuration.
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7. Provide a database system identification (SID). On the eighth
screen displayed (Figure 18–11), you uniquely identify your database.
Oracle configuration and utility tools use the SID to identify the database
to operate upon. For the JDBC examples presented in this book, we sug-
gest a Global Database Name of csajsp.coreservlets.com. Enter-
ing this name will autogenerate a SID of csajsp. Click Next.

Figure 18–10 Seventh 
Oracle install window: for 
specifying a port for the 
Oracle MTS Recovery 
Service.

Figure 18–11 Eighth 
Oracle install window: for 
specifying the name of the 
global database and SID.
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8. Specify a database location. The ninth screen displayed (Figure
18–12) defines the physical location of the database. In a production
environment, Oracle recommends placing the database on a disk other
than the one on which the Oracle9i software is installed. In a develop-
ment environment, you might have only a single disk available. We used
the default suggested location, C:\oracle\oradata. Click Next.

9. Specify a default character set. On the tenth screen displayed (Figure
18–13), you select a character set for your database. Accept the default char-
acter set in accordance with the language setting of the operating system.

Figure 18–12 Ninth Oracle 
install window: for 
specifying the physical 
location of the database.

Figure 18–13 Tenth Oracle 
install window: for 
selecting the default 
character set to use for the 
database.
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10. Review list of products. The eleventh screen displayed (Figure
18–14) summarizes which Oracle products are about to be installed on
the computer. After reviewing this list, click the Install button.

11. Install Oracle9i. At this point, the Oracle Universal Installer will
install Oracle9i. The installer (Figure 18–15) indicates the progress of
the installation and provides a brief message about each component as
it is installed. All installation activity is recorded to a log file located at
C:\Program Files\Oracle\Inventory\logs. You can examine the log file
for details if the installation fails.

Figure 18–14 Eleventh 
Oracle install window: 
summarizes the products 
to be installed on the 
computer.

Figure 18–15 Twelfth 
Oracle install window: 
during the installation of 
the Oracle components.
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12. Install configuration tools. After the core Oracle9i software is
installed, you can optionally install configuration tools to manage your
database. We recommend that you install the configuration tools.
Click Next. Progress of the tool installations is indicated by the Oracle
Universal Installer, as shown in Figure 18–16.

13. Specify passwords. After the configuration tools are installed, the
Database Configuration Assistant will prompt you for new SYS and
SYSTEM passwords to manage the database (Figure 18–17). The
default passwords used in many Oracle database products are
change_on_install for SYS and manager for SYSTEM. Don’t use
these commonly known passwords. After specifying new passwords,
click OK.

Core Warning 

The default passwords for the SYS and SYSTEM administrative accounts 
are commonly known. For secure administration of your database, 
specify different passwords.

Figure 18–16 Thirteenth 
Oracle install window: 
during the installation of 
configuration tools. 
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14. Complete the installation. The last screen displayed (Figure 18–18)
is the end of the installation process. At this point, Oracle9i Database
Release 2 is successfully installed on your computer with a starter
database named csajsp. Click Exit to end the Oracle Universal
Installer program.

Figure 18–17 Fourteenth Oracle 
install window: for specifying 
passwords. Use the Database 
Configuration Assistant to specify a 
password for the SYS and SYSTEM 
administrative accounts.

Figure 18–18 Fifteenth 
Oracle install window: 
completes the installation 
of Oracle9i.
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Create a Database
Typically, you would create a starter database during installation of Oracle9i. How-
ever, if Oracle9i is already installed on the computer you are using, you may want to
create a new database. You have two choices for creating a new database. The first
choice is to use the Oracle Database Configuration Assistant, which is a graphical
configuration tool. The second choice is to manually create the database. To give a
better understanding of Oracle9i, we present both approaches for creating a new
database. As with the Oracle9i installation, you must have local Windows administra-
tive rights to create a new database.

Core Warning

To create a new Oracle9i database on Windows NT/2000/XP, you must 
have local administrator rights on the machine.

Create a Database with the 
Configuration Assistant

The process to create a new database is complicated, so Oracle strongly recommends
using the Database Configuration Assistant (DBCA). Following are the steps to cre-
ate a database with the DBCA.

1. Start the Oracle Database Configuration Assistant. The DBCA
is included with the Oracle9i database installation. To start the
DBCA on Windows XP, from the Start menu, select Start, then Pro-
grams, then Oracle - OraHome92, then Configuration and Migration
Tools, and last, Database Configuration Assistant. When the DBCA
starts, a Welcome screen is displayed, as shown in Figure 18–19.
Click Next.
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2. Select an operation. On the second screen displayed (Figure
18–20), you select an operation to perform. Select the first option:
Create a database. Click Next.

Figure 18–19 First DBCA window: Welcome message.

Figure 18–20 Second DBCA window: for selecting an operation to perform.
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3. Select a database template. On the third screen displayed (Figure
18–21), you select a template for creating the database. Select the
template for a new database. Click Next.

4. Provide a database identification. On the fourth screen displayed
(Figure 18–22), you specify a Global Database Name and SID to iden-
tify your new database. Oracle configuration and utility tools use the
SID to identify the database to operate upon. For the JDBC examples
presented in this book, we suggest a Global Database Name of csa-
jsp.coreservlets.com. Entering this choice will autogenerate a
SID of csajsp. Click Next.

Figure 18–21 Third DBCA window: for selecting a database template.
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5. Select the database features to install. On the fifth screen displayed (Fig-
ure 18–23), you select the features you want to configure for use in your data-
base. To create a simple database for testing, you do not need the optional
features; uncheck each of them. If you are prompted with a question to con-
firm deletion of an associated tablespace, answer Yes. Also, select the Stan-
dard database features button and uncheck the four options. Click Next.

Figure 18–22 Fourth DBCA window: for specifying the name of the global database and SID.

Figure 18–23 Fifth DBCA window: for selecting the database features to install.
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6. Select a database connection option. On the sixth screen displayed
(Figure 18–24), you select the mode in which you want your database
to operate. Select the Dedicated Server Mode option. Click Next.

7. Specify initialization parameters. On the seventh screen displayed (Fig-
ure 18–25), you can customize the database. The default parameters are suf-
ficient, so you don’t need to customize any of the tab settings. Click Next.

Figure 18–24 Sixth DBCA window: for selecting the operational mode of the database.

Figure 18–25 Seventh DBCA window: for specifying database initialization parameters. 
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8. Specify storage parameters. On the eighth screen displayed (Figure 18–26)
you specify storage parameters for the database creation. The default storage
files and locations are sufficient and require no modification. Click Next.

9. Select database creation options. On the ninth screen displayed (Figure
18–27), you specify the database creation options. Here, you simply want to
create a new database, so check the Create Database option. Click Next.

Figure 18–26 Eighth DBCA window: for specifying database storage parameters.

Figure 18–27 Ninth DBCA window: for selecting database creation options.
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10. Review the database configuration. At this point, the DBCA pre-
sents a summary of all the selected options to create the database, as
shown in Figure 18–28. After you have reviewed the options, click
OK.

11. Monitor the database creation process. The eleventh screen dis-
played (Figure 18–29) indicates activities as the database is created.
You can monitor this process if so desired.

Figure 18–28 Tenth DBCA 
window: summarizes the 
configuration options before 
the database is created.

Figure 18–29 Eleventh DBCA 
window: during the creation of the 
database.
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12. Specify passwords. After the database is installed, the Database
Configuration Assistant will prompt you for SYS and SYSTEM pass-
words to manage the database (Figure 18–30). After specifying new
passwords, click OK to complete the database creation process.

Create a Database Manually 

You usually use the Database Configuration Assistant (described in the previous sub-
section) to create new databases. However, for more complete control of the process,
you occasionally want to do it manually. This section describes that manual process.
The following list briefly outlines the steps to manually create an Oracle9i database.
Detailed instructions follow the list.

1. Set up database directories. Before you can create a new database,
you must first set up the necessary directories for both administrative
and database files.

2. Create an initialization parameter file. An initialization parameter
file is required for configuration and startup of the database. In addi-
tion to other information, the parameter file contains information
about the block size and the number of processes permitted.

3. Create a password file. A password file containing user authoriza-
tion information is required for management of the database. Admin-
istrators can be authenticated either through a password file or
through OS system groups. For this configuration, we use a password
file.

Figure 18–30 Twelfth DBCA 
window: for specifying the SYS and 
SYSTEM administrative passwords.
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4. Create a service for the database. On Windows NT/2000/XP, the
database runs as a service. This approach prevents the database from
shutting down when the administrator logs off the computer.

5. Declare the ORACLE_SID value. The ORACLE_SID is an environ-
ment variable to declare which database to use when running Oracle
tools, such as SQL*Plus.

6. Connect to the Oracle service as SYSDBA. To manage and create a
database from SQL*Plus, you must connect to the Oracle service as
the system database administrator (SYSDBA).

7. Start the database instance. Starting the instance initializes the
memory and processes to permit creation and management of a data-
base. If the database instance is not started, the database cannot be
created.

8. Create the database. Issue a command in SQL*Plus to create the
database, allocating log and temp files.

9. Create a user tablespace. The tablespace stores the tables created
by a user of the database.

10. Run scripts to build data dictionary views. Two scripts, cata-
log.sql and catproc.sql, must be run to set up views and synonyms in
the database. The first script, catproc.sql, also configures the database
for use with PL/SQL.

Next, we provide detailed information about each step. 

Set Up Database Directories 
Before creating a new database, set up the directories for both the administrative and
database files. Assuming that Oracle9i is installed on the C:\ drive, create the follow-
ing directories:

C:\oracle\admin\csajsp
C:\oracle\admin\csajsp\bdump
C:\oracle\admin\csajsp\cdump
C:\oracle\admin\csajsp\pfile
C:\oracle\admin\csajsp\udump
C:\oracle\oradata\csajsp

The bdump directory holds alert and trace files on behalf of background pro-
cesses. The cdump directory stores a core dump file should the Oracle server fail and
be unrecoverable. The udump directory holds trace files used on behalf of a user
process. The oradata\csajsp directory contains the physical database. 
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Create an Initialization Parameter File 
For the database to start up, Oracle must read an initialization parameter file. The
parameters in this file initialize many of the memory and process settings of the Ora-
cle instance. The standard naming convention for an initialization parameter file is
initSID.ora, where SID is the system identifier for the database. 

An instance is a combination of the memory and background processes associated
with the database. A significant component of the instance is the System Global Area
(SGA) that is allocated when the instance is started. The SGA is a memory area that
stores and processes data retrieved from the physical database. 

Core Note

An Oracle instance consists of the memory structure and background 
processes to manage the database. An initialization parameter file is 
required for starting an instance. 

In practice, most database administrators simply copy and modify an existing
parameter file when they need to create a new database. Listing 18.1 presents an
example initialization parameter file that creates a database named csajsp on Win-
dows XP. Place this file in the C:\oracle\admin\csajsp\pfile directory.

For more information on initialization parameters, see Chapter 1 of the online
Oracle9i Database Reference at http://download-west.oracle.com/docs/cd/
B10501_01/server.920/a96536/toc.htm. The minimum parameters that must be
specified in an initialization parameter file are background_dump_dest, compati-
ble, control_files, db_block_buffers, db_name, shared_pool_size, and
user_dump_dest.   

Listing 18.1 initCSAJSP.ora 
(database initialization parameter file) 

# Initialization parameter file for Oracle9i database
# on Windows XP. 

# Database Identification
db_domain=coreservlets.com
db_name=csajsp

# Instance Identification
instance_name=csajsp
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# Cache and I/O
db_block_size=8192
db_cache_size=25165824
db_file_multiblock_read_count=16

# Cursors and Library Cache
open_cursors=300

# Diagnostics and Statistics
background_dump_dest=C:\oracle\admin\csajsp\bdump
core_dump_dest=C:\oracle\admin\csajsp\cdump
timed_statistics=TRUE
user_dump_dest=C:\oracle\admin\csajsp\udump

# File Configuration
control_files=("C:\oracle\oradata\csajsp\CONTROL01.CTL", 

"C:\oracle\oradata\csajsp\CONTROL02.CTL", 
"C:\oracle\oradata\csajsp\CONTROL03.CTL")

# Job Queues
job_queue_processes=10

# MTS
dispatchers="(PROTOCOL=TCP) (SERVICE=csajspXDB)"

# Miscellaneous
aq_tm_processes=1
compatible=9.2.0.0.0

# Optimizer
hash_join_enabled=TRUE
query_rewrite_enabled=FALSE
star_transformation_enabled=FALSE

# Pools
java_pool_size=33554432
large_pool_size=8388608
shared_pool_size=50331648

# Processes and Sessions
processes=150

# Redo Log and Recovery
fast_start_mttr_target=300

Listing 18.1 initCSAJSP.ora 
(database initialization parameter file) (continued)
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Create a Password File 
If the initialization parameter REMOTE_LOGIN_PASSWORDFILE is set to EXCLU-
SIVE, a password file must be created to authenticate administrators that have SYS-
DBA privileges. Connecting to an Oracle service with SYSDBA privileges gives the
administrator unrestricted ability to perform any operation on the database. Using a
password file to authenticate the administrator provides the greatest level of security.

Use the ORAPWD command-line tool to create a password file. The command
accepts three arguments: FILE, which specifies the location and filename of the
password file; PASSWORD, which specifies the password to assign to user SYS for
administering the database; and ENTRIES, which specifies the maximum number of
users to whom you intend to grant SYSDBA privileges for administering the database
(the user SYS already has SYSDBA privileges). 

For example, the following command, 

Prompt> ORAPWD FILE="C:\oracle\ora92\DATABASE\PWDcsajsp.ora" 
PASSWORD=csajspDBA ENTRIES=5

creates the password file named PWDcsajsp.ora, with csajspDBA as the SYS user
password to administrate the database. The ENTRIES value of 5 defines a total of 5
users (administrators) with SYSDBA privileges in the password file. 

By convention, for Oracle9i, the password file is placed in the C:\ora-
cle\ora92\DATABASE directory and the name of the password file is PWDdata-
base.ora, where database is the name (SID) of the database associated with the
password file. 

# Security and Auditing
remote_login_passwordfile=EXCLUSIVE

# Sort, Hash Joins, Bitmap Indexes
pga_aggregate_target=25165824
sort_area_size=524288

# System Managed Undo and Rollback Segments
undo_management=AUTO
undo_retention=10800
undo_tablespace=undotbs

Listing 18.1 initCSAJSP.ora 
(database initialization parameter file) (continued)
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Create an Oracle Service for the Database 
Before creating the database on Windows NT/2000/XP, you need to create an Oracle
service to run the database. Creating an Oracle service avoids process termination of
the database when the administrator logs out of the computer. To accomplish this
step, use the oradim command-line utility. 

Assuming that the SID for your database is csajsp and the initialization parame-
ter file is initCSAJSP.ora, located in C:\oracle\admin\csajsp\pfile, use the following
command to create the Oracle service. 

Prompt> oradim -NEW -SID CSAJSP -STARTMODE MANUAL 

  -PFILE "C:\oracle\admin\csajsp\pfile\initCSAJSP.ora"

This command will create a service named OracleServiceCSAJSP, configured
to start up manually. When first created, however, the service should start. To check
that the service has started, issue the following command.

Prompt> net start OracleServiceCSAJSP

If you want the database service to start when the computer is rebooted, change
the service startup type to automatic. To change the startup type on Windows XP, go
to the Start menu, then Control Panel, then Performance and Maintenance, then
Administrative Tools, Services, then right-click the service to change and select Prop-
erties. Next, simply change the Startup type from the available dropdown list.

Declare the ORACLE_SID Value 
The ORACLE_SID is an environment variable used by various Oracle tools (e.g.,
SQL*Plus) to identify which database to operate upon. To set the ORACLE_SID to
the csajsp database, enter the following command.

Prompt> set ORACLE_SID=csajsp

Note that there should be no spaces around the equal (=) character.

Connect to the Oracle Service as SYSDBA
The next step is to use SQL*Plus to connect to the database service as a system DBA
(SYSDBA) before creating the new database. First, start SQL*Plus with the nolog
option, as below. 

Prompt> SQLPLUS /nolog

Then, connect to the Oracle service as SYSDBA, using the following command, 

SQL> CONNECT SYS/password AS SYSDBA
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where password is the SYS password you specified when creating the password file
earlier. Note: by your setting of the ORACLE_SID environment variable, SQL*Plus
automatically knows the database service in which to connect (OracleService-
CSAJSP, in this case). 

Start the Oracle Instance
The Oracle instance must be started to create a new database. To start the instance
without mounting the database, issue the following command in SQL*Plus.

SQL> STARTUP NOMOUNT

  PFILE="C:\oracle\admin\csajsp\pfile\initCSAJSP.ora"

The PFILE must refer to the file containing the initialization parameters for the
database. Starting the instance in NOMOUNT creates the SGA and starts background
processes. However, the database cannot be accessed. Typically, you start a database
in NOMOUNT only during creation of the database or during maintenance of the data-
base (e.g., creating control files).

Create the Database
To create a new database, you issue the CREATE DATABASE SQL command in
SQL*Plus. Listing 18.2 provides a CREATE DATABASE command to create the csa-
jsp database on a Windows NT/2000/XP platform. To create the database, simply
type (cut and paste) this command to SQL*Plus. Or alternatively, you can create the
database by running the create_csajsp.sql script from SQL*Plus. To execute the
script, use the following command.

SQL> @create_csajsp.sql

Note that you may need to specify the full path after the @ for SQL*Plus to find
the script. 

Execution of this command (or script) creates the csajsp database in the
C:\oracle\oradata\csajsp directory and automatically creates two user accounts, SYS
and SYSTEM, to administer the database. SYS is the owner of the database dictionary
(information about structure and users of the database), and SYSTEM is the owner of
additional tables and views used by Oracle tools. 

If the database creation fails, examine the alert log file, C:\oracle\admin\csa-
jsp\bdump\alert_csajsp.log, for errors. Correct the problem, delete all the files in
the C:\oracle\oradata\csajsp directory, and reissue the command.
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Create a User Tablespace
Before users can store information in a database, you must create a tablespace for
them. All tables created by the user are placed in the tablespace. To create a user
tablespace, enter the following command in SQL*Plus. 

SQL> CREATE TABLESPACE users 
DATAFILE 'C:\oracle\oradata\csajsp\users01.dbf' 
SIZE 15M REUSE 
AUTOEXTEND ON NEXT 1280K MAXSIZE UNLIMITED 
EXTENT MANAGEMENT LOCAL;

This command creates a tablespace named users with an initial size of 15
Mbytes. The data is physically stored in the file users01.dbf. 

Listing 18.2 create_csajsp.sql

/* SQL command to create an Oracle9i database named csajsp. */

CREATE DATABASE csajsp
  USER SYS IDENTIFIED BY csajspDBA
  USER SYSTEM IDENTIFIED BY csajspMAN
  LOGFILE 
    GROUP 1 ('C:\oracle\oradata\csajsp\redo01.log') SIZE 100M,
    GROUP 2 ('C:\oracle\oradata\csajsp\redo02.log') SIZE 100M,
    GROUP 3 ('C:\oracle\oradata\csajsp\redo03.log') SIZE 100M
  MAXLOGFILES 5
  MAXDATAFILES 100
  MAXINSTANCES 1
  CHARACTER SET WE8MSWIN1252
  NATIONAL CHARACTER SET AL16UTF16
  DATAFILE 'C:\oracle\oradata\csajsp\system01.dbf' 
    SIZE 325M REUSE
    AUTOEXTEND ON NEXT 10240K MAXSIZE UNLIMITED
    EXTENT MANAGEMENT LOCAL
  DEFAULT TEMPORARY TABLESPACE temp
    TEMPFILE 'C:\oracle\oradata\csajsp\temptbs01.dbf'
    SIZE 20M REUSE 
    EXTENT MANAGEMENT LOCAL
  UNDO TABLESPACE undotbs 
    DATAFILE 'C:\oracle\oradata\csajsp\undotbs01.dbf'
    SIZE 200M REUSE 

    AUTOEXTEND ON NEXT 5120K MAXSIZE UNLIMITED;
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Run Scripts to Build Data Dictionary Views 
The last step in creating the database is to run the catalog.sql and catproc.sql scripts
from SQL*Plus. Enter the full path to the script preceded by an @. 

SQL> @C:\oracle\rdbms\admin\catalog.sql
SQL> @C:\oracle\rdbms\admin\catproc.sql

The catalog.sql script creates views and synonyms for the data dictionary tables.
The catproc.sql script runs all scripts required or used with Oracle PL/SQL. Both of
these scripts generate considerable output, which can be ignored; error messages
may occur as tables and views are first dropped before being created. 

Create a User
To access the database from a Web application, you’ll need to create a new user with
the appropriate rights. From SQL*Plus, enter the following CREATE USER command, 

SQL> CREATE USER username IDENTIFIED BY password
DEFAULT TABLESPACE users
QUOTA UNLIMITED ON users
TEMPORARY TABLESPACE temp;

where username is the login name for the new user and password is the password
for the new user. The default tablespace is where tables created by the user are
placed, and the QUOTA clause grants unlimited use to store information in the users
tablespace. If a QUOTA is not specified for the default tablespace, then the user can-
not create any tables. A temporary tablespace is also assigned to the user for sorting
data if required by the SQL query. 

Next, you need to grant the new user rights to connect to the database service and
to create new tables. Issue the following SQL*Plus command,

SQL> GRANT CREATE SESSION, CREATE TABLE 
TO username;

where username is the user requiring access to the database. Granting the CREATE
TABLE privilege also enables the user to drop tables. 

Install the JDBC Driver
In our JDBC examples, we use the Oracle Thin JDBC driver, which establishes a
direct TCP connection to the Oracle database server. Oracle JDBC drivers are down-
loadable from http://otn.oracle.com/software/tech/java/sqlj_jdbc/. Download the
appropriate version, bundled as classes12.zip (for use with JDK 1.2 and JDK 1.3) or
ojdbc14.jar (for use with the JDK 1.4) and place it in your CLASSPATH for develop-
ment and in your application’s WEB-INF/lib directory for deployment. 
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If multiple applications on the Web server access Oracle databases, the Web
administrator may choose to move the JAR file to a common directory on the con-
tainer. For example, with Tomcat, JAR files used by multiple applications can be
placed in the install_dir/common/lib directory.

If your Web application server does not recognize ZIP files located in the WEB-INF/
lib directory, you can change the extension of the file to .jar; ZIP and JAR compression
algorithms are compatible (JAR files simply include a manifest with metainformation
about the archive). However, some developers choose to unzip the file and then create
an uncompressed JAR file by using the jar tool with the -0 command option. Both
compressed and uncompressed JAR files are supported in a CLASSPATH, but classes
from an uncompressed JAR file can load faster. See http://java.sun.com/j2se/1.4.1/
docs/tooldocs/tools.html for platform-specific documentation on the Java archive tool. 

As a final note, if security is also important in your database transmissions, see
http://download-west.oracle.com/docs/cd/B10501_01/java.920/a96654/
advanc.htm, for ways to encrypt traffic over your JDBC connections. To encrypt the
traffic from the Web server to the client browser, use SSL (for details, see the chap-
ters on Web application security in Volume 2 of this book).

18.4 Testing Your Database Through 
a JDBC Connection

After installing and configuring your database, you will want to test your database for
JDBC connectivity. In Listing 18.3, we provide a program to perform the following
database tests.

• Establish a JDBC connection to the database and report the product
name and version.

• Create a simple “authors” table containing the ID, first name, and last
name of the two authors of Core Servlets and JavaServer Pages,
Second Edition.

• Query the “authors” table, summarizing the ID, first name, and last
name for each author.

• Perform a nonrigorous test to determine the JDBC version. Use the
reported JDBC version with caution: the reported JDBC version does
not mean that the driver is certified to support all classes and methods
defined by that JDBC version.

Since TestDatabase is in the coreservlets package, it must reside in a sub-
directory called coreservlets. Before compiling the file, set the CLASSPATH to
include the directory containing the coreservlets directory. See Section 2.7 (Set Up
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Your Development Environment) for details. With this setup, simply compile the
program by running javac TestDatabase.java from within the coreservlets
subdirectory (or by selecting “build” or “compile” in your IDE). However, to run
TestDatabase, you need to refer to the full package name as shown in the follow-
ing command, 

Prompt> java coreservlets.TestDatabase host dbName
username password vendor

where host is the hostname of the database server, dbName is the name of the data-
base you want to test, username and password are those of the user configured to
access the database, and vendor is a keyword identifying the vendor driver. 

This program uses the class DriverUtilities from Chapter 17 (Listing 17.5)
to load the vendor’s driver information and to create a URL to the database. Cur-
rently, DriverUtilities supports Microsoft Access, MySQL, and Oracle data-
bases.  If  you use a different database vendor,  you wil l  need to modify
DriverUtilities and add the vendor information. See Section 17.3 (Simplifying
Database Access with JDBC Utilities) for details.

The following shows the output when TestDatabase is run against a MySQL
database named csajsp, using the MySQL Connector/J 3.0 driver. 

Prompt> java coreservlets.TestDatabase localhost 
csajsp brown larry MYSQL

Testing database connection ...

Driver: com.mysql.jdbc.Driver
URL: jdbc:mysql://localhost:3306/csajsp
Username: brown
Password: larry
Product name: MySQL
Product version: 4.0.12-max-nt
Driver Name: MySQL-AB JDBC Driver
Driver Version: 3.0.6-stable ( $Date: 2003/02/17 17:01:34 $, 
$Revision: 1.27.2.1
3 $ )

Creating authors table ... successful

Querying authors table ...
+-------------+--------------+--------------+
| id          | first_name   | last_name    |
+-------------+--------------+--------------+
| 1 | Marty | Hall |
| 2 | Larry | Brown |
+-------------+--------------+--------------+
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Checking JDBC version ...

JDBC Version: 3.0

Interestingly, the MySQL Connector/J 3.0 driver used with MySQL 4.0.12 reports
a JDBC version of 3.0. However, MySQL is not fully ANSI SQL-92 compliant and
the driver cannot be JDBC 3.0 certified. Therefore, you should always check the
vendor’s documentation closely for the JDBC version and always thoroughly test
your product before releasing to production.

Core Warning

The JDBC version reported by DatabaseMetaData is unofficial. The 
driver is not necessarily certified at the level reported. Check the vendor 
documentation.

Listing 18.3 TestDatabase.java 

package coreservlets;

import java.sql.*;

/** Perform the following tests on a database:
* <OL>
* <LI>Create a JDBC connection to the database and report

 * the product name and version.
* <LI>Create a simple "authors" table containing the

 * ID, first name, and last name for the two authors
 * of Core Servlets and JavaServer Pages, 2nd Edition.
* <LI>Query the "authors" table for all rows.
* <LI>Determine the JDBC version. Use with caution:

 * the reported JDBC version does not mean that the
 * driver has been certified.
* </OL>

 */

public class TestDatabase {
  private String driver;
  private String url;
  private String username;
  private String password;
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  public TestDatabase(String driver, String url,
String username, String password) {

    this.driver = driver;
    this.url = url;
    this.username = username;
    this.password = password;
  }

  /** Test the JDBC connection to the database and report the
* product name and product version.

   */

  public void testConnection() {
    System.out.println();
    System.out.println("Testing database connection ...\n");
    Connection connection = getConnection();
    if (connection == null) {

System.out.println("Test failed.");
return;

    }
    try {

DatabaseMetaData dbMetaData = connection.getMetaData();
String productName =

dbMetaData.getDatabaseProductName();
String productVersion =

dbMetaData.getDatabaseProductVersion();
String driverName = dbMetaData.getDriverName();
String driverVersion = dbMetaData.getDriverVersion();
System.out.println("Driver: " + driver);
System.out.println("URL: " + url);
System.out.println("Username: " + username);
System.out.println("Password: " + password);
System.out.println("Product name: " + productName);
System.out.println("Product version: " + productVersion);
System.out.println("Driver Name: " + driverName);
System.out.println("Driver Version: " + driverVersion);

    } catch(SQLException sqle) {
System.err.println("Error connecting: " + sqle);

    } finally {
closeConnection(connection);

    }
    System.out.println();
  }

Listing 18.3 TestDatabase.java (continued)
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  /** Create a simple table (authors) containing the ID,
* first_name, and last_name for the two authors of
* Core Servlets and JavaServer Pages, 2nd Edition.

   */

  public void createTable() {
    System.out.print("Creating authors table ... ");
    Connection connection = getConnection();
    if (connection == null) {

System.out.println("failure");
return;

    }
    try {

String format =
"(id INTEGER, first_name VARCHAR(12), " +
" last_name VARCHAR(12))";

String[] rows = { "(1, 'Marty', 'Hall')",
"(2, 'Larry', 'Brown')" };

Statement statement = connection.createStatement();
// Drop previous table if it exists, but don't get
// error if not. Thus, the separate try/catch here.
try {

statement.execute("DROP TABLE authors");
} catch(SQLException sqle) {}
String createCommand =

"CREATE TABLE authors " + format;
statement.execute(createCommand);
String insertPrefix =

"INSERT INTO authors VALUES";
for(int i=0; i<rows.length; i++) {

statement.execute(insertPrefix + rows[i]);
}
System.out.println("successful");

    } catch(SQLException sqle) {
System.out.println("failure");
System.err.println("Error creating table: " + sqle);

    } finally {
closeConnection(connection);

    }
    System.out.println();
  }

Listing 18.3 TestDatabase.java (continued)
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  /** Query all rows in the "authors" table. */

  public void executeQuery() {
    System.out.println("Querying authors table ... ");
    Connection connection = getConnection();
    if (connection == null) {

System.out.println("Query failed.");
return;

    }
    try {

Statement statement = connection.createStatement();
String query = "SELECT * FROM authors";
ResultSet resultSet = statement.executeQuery(query);
ResultSetMetaData resultSetMetaData =

resultSet.getMetaData();
int columnCount = resultSetMetaData.getColumnCount();
// Print out columns
String[] columns = new String[columnCount];
int[] widths = new int[columnCount];
for(int i=1; i <= columnCount; i++) {

columns[i-1] = resultSetMetaData.getColumnName(i);
widths[i-1] = resultSetMetaData.getColumnDisplaySize(i);

}
System.out.println(makeSeparator(widths));
System.out.println(makeRow(columns, widths));
// Print out rows
System.out.println(makeSeparator(widths));
String[] rowData = new String[columnCount];
while(resultSet.next()) {

for(int i=1; i <= columnCount; i++) {
rowData[i-1] = resultSet.getString(i);

}
System.out.println(makeRow(rowData, widths));

}
System.out.println(makeSeparator(widths));

    } catch(SQLException sqle) {
System.err.println("Error executing query: " + sqle);

    } finally {
closeConnection(connection);

    }
    System.out.println();
  }

Listing 18.3 TestDatabase.java (continued)



Chapter 18 ■ Configuring MS Access, MySQL, and Oracle9i596

© Prentice Hall and Sun Microsystems Press. Personal use only.

J2EE training from the author: http://courses.coreservlets.com/

  /** Perform a nonrigorous test for the JDBC version.
* Initially, a last() operation is attempted for
* JDBC 2.0. Then, calls to getJDBCMajorVersion and
* getJDBCMinorVersion are attempted for JDBC 3.0.

   */

  public void checkJDBCVersion() {
    System.out.println();
    System.out.println("Checking JDBC version ...\n");
    Connection connection = getConnection();
    if (connection == null) {

System.out.println("Check failed.");
return;

    }
    int majorVersion = 1;
    int minorVersion = 0;
    try {

Statement statement = connection.createStatement(
ResultSet.TYPE_SCROLL_INSENSITIVE,
ResultSet.CONCUR_READ_ONLY);

String query = "SELECT * FROM authors";
ResultSet resultSet = statement.executeQuery(query);
resultSet.last(); // JDBC 2.0 
majorVersion = 2;

    } catch(SQLException sqle) {
// Ignore - last() not supported

    }
    try {

DatabaseMetaData dbMetaData = connection.getMetaData();
 majorVersion = dbMetaData.getJDBCMajorVersion(); // JDBC 3.0
 minorVersion = dbMetaData.getJDBCMinorVersion(); // JDBC 3.0

    } catch(Throwable throwable) {
// Ignore - methods not supported

    } finally {
closeConnection(connection);

    }
    System.out.println("JDBC Version: " +

majorVersion + "." + minorVersion);
  }

  // A String of the form "|  xxx |  xxx |  xxx |"

  private String makeRow(String[] entries, int[] widths) {
    String row = "|";
    for(int i=0; i<entries.length; i++) {

row = row + padString(entries[i], widths[i], " ");

Listing 18.3 TestDatabase.java (continued)
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row = row + " |";
    }
    return(row);
  }

  // A String of the form "+------+------+------+"

  private String makeSeparator(int[] widths) {
    String separator = "+";
    for(int i=0; i<widths.length; i++) {

separator += padString("", widths[i] + 1, "-") + "+";
    }
    return(separator);
  }

  private String padString(String orig, int size,
String padChar) {

    if (orig == null) {
orig = "<null>";

    }
    // Use StringBuffer, not just repeated String concatenation
    // to avoid creating too many temporary Strings.
    StringBuffer buffer = new StringBuffer(padChar);
    int extraChars = size - orig.length();
    buffer.append(orig);
    for(int i=0; i<extraChars; i++) {

buffer.append(padChar);
    }
    return(buffer.toString());
  }

  /** Obtain a new connection to the database or return
* null on failure.

   */

  public Connection getConnection() {
    try {

Class.forName(driver);
Connection connection =

DriverManager.getConnection(url, username,
password);

return(connection);
    } catch(ClassNotFoundException cnfe) {

System.err.println("Error loading driver: " + cnfe);
return(null);

Listing 18.3 TestDatabase.java (continued)
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    } catch(SQLException sqle) {
System.err.println("Error connecting: " + sqle);
return(null);

    }
  }

  /** Close the database connection. */

  private void closeConnection(Connection connection) {
    try {

connection.close();
    } catch(SQLException sqle) {

System.err.println("Error closing connection: " + sqle);
connection = null;

    }
  }

  public static void main(String[] args) {
    if (args.length < 5) {

printUsage();
return;

    }
    String vendor = args[4];
    // Change to DriverUtilities2.loadDrivers() to
    // load the drivers from an XML file.
    DriverUtilities.loadDrivers();
    if (!DriverUtilities.isValidVendor(vendor)) {

printUsage();
return;

    }
    String driver = DriverUtilities.getDriver(vendor);
    String host = args[0];
    String dbName = args[1];
    String url =

DriverUtilities.makeURL(host, dbName, vendor);
    String username = args[2];
    String password = args[3];

    TestDatabase database =
new TestDatabase(driver, url, username, password);

    database.testConnection();
    database.createTable();
    database.executeQuery();
    database.checkJDBCVersion();
  }

Listing 18.3 TestDatabase.java (continued)
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18.5 Setting Up the music Table

The JDBC examples in this book use the Employees table from the Microsoft
Access Northwind database (see Section 17.2) and the custom music table, shown in
Table 18.1.   

The music table summarizes the price and availability of concerto recordings for
various classical composers. To create the music table in your database, you can run
either of the two programs CreateMusicTable.java or create_music_table.sql, as
explained in the following subsections.

  private static void printUsage() {
System.out.println("Usage: TestDatabase host dbName " +

"username password vendor.");
  }
}

Table 18.1 Music Table

ID COMPOSER         CONCERTO               AVAILABLE      PRICE
--- ---------------- --------------------- ---------- ----------
  1 Mozart No. 21 in C# minor 7      24.99
  2 Beethoven No. 3 in C minor 28      10.99
  3 Beethoven No. 5 Eb major 33      10.99
  4 Rachmaninov No. 2 in C minor 9      18.99
  5 Mozart No. 24 in C minor 11      21.99
  6 Beethoven No. 4 in G 33      12.99
  7 Liszt No. 1 in Eb major 48      10.99

Listing 18.3 TestDatabase.java (continued)
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HTML forms provide a simple and reliable user interface to collect data from the
user and transmit the data to a servlet or other server-side program for processing.
In this chapter we present the standard form controls defined by the HTML 4.0
specification. However, before covering each control, we first explain how the form
data is transmitted to the server when a GET or POST request is made. 

We also present a mini Web server that is useful for understanding and debugging
the data sent by your HTML forms. The server simply reads all the HTTP data sent
to it by the browser, then returns a Web page with those lines embedded within a
PRE element. We use this server throughout the examples in this chapter to show the
form control data that is sent to the server when the HTML form is submitted. 

To use forms, you’ll need to remember where to place regular HTML files to
make them accessible to the Web server. This location varies from server to server, as
discussed in Chapter 2 and the Appendix. Below, we review the location for HTML
files in the default Web application for Tomcat, JRun, and Resin. 

Default Web Application: Tomcat

• Main Location.
install_dir/webapps/ROOT

• Corresponding URL.
http://host/SomeFile.html

• More Specific Location (Arbitrary Subdirectory).
install_dir/webapps/ROOT/SomeDirectory
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• Corresponding URL.
http://host/SomeDirectory/SomeFile.html

Default Web Application: JRun

• Main Location.
install_dir/servers/default/default-ear/default-war

• Corresponding URL.
http://host/SomeFile.html

• More Specific Location (Arbitrary Subdirectory).
install_dir/servers/default/default-ear/default-war/SomeDirectory

• Corresponding URL.
http://host/SomeDirectory/SomeFile.html

Default Web Application: Resin

• Main Location.
install_dir/doc

• Corresponding URL.
http://host/SomeFile.html

• More Specific Location (Arbitrary Subdirectory).
install_dir/doc/SomeDirectory

• Corresponding URLs.
http://host/SomeDirectory/SomeFile.html

The server’s default Web application is useful for practice and learning, but when
you deploy real-life applications, you will almost certainly use custom Web applica-
tions; see Section 2.11 for details.

19.1 How HTML Forms Transmit Data

HTML forms let you create a variety of user interface controls to collect input in a
Web page. Each of the controls typically has a name and a value, where the name is
specified in the HTML and the value comes either from user input or from a default
value in the HTML. The entire form is associated with the URL of a program that
will process the data, and when the user submits the form (usually by pressing a but-
ton), the names and values of the controls are sent to the designated URL as a string
of the form 

name1=value1&name2=value2...&nameN=valueN
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This string can be sent to the designated program in one of two ways: GET or
POST. The first method, an HTTP GET request, appends the form data to the end of
the specified URL after a question mark. The second method, HTTP POST, sends
the data after the HTTP request headers and a blank line. In the following examples,
we show explicitly how the data is sent to the server for both GET and POST requests. 

For example, Listing 19.1 (HTML code) and Figure 19–1 (typical result) show a
simple form with two textfields. The HTML elements that make up this form are dis-
cussed in detail in the rest of this chapter, but for now note a couple of things. First,
observe that one textfield has a name of firstName and the other has a name of
lastName. Second, note that the GUI controls are considered text-level (inline) ele-
ments, so you need to use explicit HTML formatting to make sure that the controls
appear next to the text describing them. Finally, notice that the FORM element desig-
nates http://localhost:8088/SomeProgram as the URL to which the data will be sent. 

Before submitting the form, we started a server program called EchoServer on
port 8088 of our local machine. EchoServer, shown in Section 19.12, is a mini Web
server used for debugging. No matter what URL is specified and what data is sent to
EchoServer, it merely returns a Web page showing all the HTTP information sent
by the browser. As shown in Figure 19–2, when the form is submitted with Joe in
the first textfield and Hacker in the second, the browser simply requests the URL
http://localhost:8088/SomeProgram?firstName=Joe&lastName=Hacker. 

Listing 19.1 GetForm.html

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
  <TITLE>A Sample Form Using GET</TITLE>
</HEAD>
<BODY BGCOLOR="#FDF5E6">
<CENTER>
<H2>A Sample Form Using GET</H2>
<FORM ACTION="http://localhost:8088/SomeProgram">
  First name:
  <INPUT TYPE="TEXT" NAME="firstName" VALUE="Joe"><BR>
  Last name:
  <INPUT TYPE="TEXT" NAME="lastName" VALUE="Hacker"><P>
  <INPUT TYPE="SUBMIT"> <!-- Press this button to submit form -->
</FORM>
</CENTER>
</BODY></HTML>
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Figure 19–1 Initial result of GetForm.html.

Figure 19–2 HTTP request sent by Internet Explorer 6.0 when submitting GetForm.html.
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Listing 19.2 (HTML code) and Figure 19–3 (typical result) show a variation that
uses POST instead of GET. As shown in Figure 19–4, submitting the form with textfield
values of Joe and Hacker results in the line firstName=Joe&lastName=Hacker
being sent to the browser on a separate line after the HTTP request headers and a
blank line.

That’s the general idea behind HTML forms: GUI controls gather data from the
user, each control has a name and a value, and a string containing all the name/value
pairs is sent to the server when the form is submitted. Extracting the names and val-
ues on the server is straightforward in servlets: that subject is covered in Chapter 4
(Handling the Client Request: Form Data). The commonly used form controls are
covered in the following sections. 

Listing 19.2 PostForm.html

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
  <TITLE>A Sample Form Using POST</TITLE>
</HEAD>
<BODY BGCOLOR="#FDF5E6">
<CENTER>
<H2>A Sample Form Using POST</H2>
<FORM ACTION="http://localhost:8088/SomeProgram"

METHOD="POST">
  First name:
  <INPUT TYPE="TEXT" NAME="firstName" VALUE="Joe"><BR>
  Last name:
  <INPUT TYPE="TEXT" NAME="lastName" VALUE="Hacker"><P>
  <INPUT TYPE="SUBMIT">
</FORM>
</CENTER>
</BODY></HTML>
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Figure 19–3 Initial result of PostForm.html.

Figure 19–4 HTTP request sent by Internet Explorer 6.0 when submitting PostForm.html.
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19.2 The FORM Element

HTML forms allow you to create a set of data input elements associated with a partic-
ular URL. Each of these elements is typically given a name in the HTML source code,
and each has a value based on the original HTML or user input. When the form is
submitted, the names and values of all active elements are collected into a string with
= between each name and value and with & between each name/value pair. This
string is then transmitted to the URL designated by the FORM element. The string is
either appended to the URL after a question mark or sent on a separate line after the
HTTP request headers and a blank line, depending on whether GET or POST is used
as the submission method. This section covers the FORM element itself, used primarily
to designate the URL and to choose the submission method. The following sections
cover the various user interface controls that can be used within forms.

HTML Element: <FORM ACTION="..." ...> ... </FORM>

Attributes: ACTION, METHOD, ENCTYPE, TARGET, ONSUBMIT, ONRESET, 
ACCEPT, ACCEPT-CHARSET

The FORM element creates an area for data input elements and designates the URL
to which any collected data will be transmitted. For example:

<FORM ACTION="http://some.isp.com/someWebApp/SomeServlet">

FORM input elements and regular HTML

</FORM>

The rest of this section explains the attributes that apply to the FORM element:
ACTION, METHOD, ENCTYPE, TARGET, ONSUBMIT, ONRESET, ACCEPT, and
ACCEPT-CHARSET. Note that we do not discuss attributes like STYLE, CLASS, and
LANG that apply to general HTML elements, but only those that are specific to the
FORM element. 

ACTION
The ACTION attribute specifies the URL of the server-side program that will 
process the FORM data (e.g., http://www.whitehouse.gov/servlet/schedule-
fund-raiser). If the server-side program is located on the same server from 
which the HTML form was obtained, we recommend using a relative URL 
instead of an absolute URL for the action. This approach lets you move both 
the form and the servlet to a different host without editing either. This is an 
important consideration since you typically develop and test on one machine 
and then deploy on another. For example, 

ACTION="/servlet/schedule-fund-raiser"
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Core Approach

If the servlet or JSP page is located on the same server as the HTML 
form, use a relative URL in the ACTION attribute. 

In addition, you can specify an email address to which the FORM data will be 
sent (e.g., mailto:audit@irs.gov). Some ISPs do not allow ordinary users to cre-
ate server-side programs, or they charge extra for this privilege. In such a case, 
sending the data by email is a convenient option when you create pages that 
need to collect data but not return results (e.g., for accepting orders for prod-
ucts). You must use the POST method (see METHOD in the following subsection) 
when using a mailto URL. 

Also, note that the ACTION attribute is not required for the FORM element. If 
you omit ACTION, the form data is sent to the same URL as the form itself. See 
Section 4.8 for an example of the use of this self-submission approach. 

METHOD
The METHOD attribute specifies how the data will be transmitted to the HTTP 
server. When GET is used, the data is appended to the end of the designated 
URL after a question mark. For an example, see Section 19.1 (How HTML 
Forms Transmit Data). GET is the default and is also the method that is used 
when the user types a URL into the address bar or clicks on a hypertext link. 
When POST is used, the data is sent on a separate line. Either GET or POST 
could be preferable, depending on the situation. 

Since GET data is part of the URL, the advantages of GET are that you can do 
the following:

• Save the results of a form submission. For example, you can
submit data and bookmark the resultant URL, send it to a colleague
by email, or put it in a normal hypertext link. The ability to
bookmark the results page is the main reason google.com,
yahoo.com, and other search engines use GET.

• Type data in by hand. You can test servlets or JSP pages that use
GET simply by entering a URL with the appropriate data attached.
This ability is convenient during initial development.

Since POST data is not part of the URL, the advantages of POST are that you 
can do the following:
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• Transmit large amounts of data. Many browsers limit URLs to a
few thousand characters, making GET inappropriate when your
form must send a large amount of data. Since HTML forms let you
upload files from the client machine (see Section 19.7), sending
multiple megabytes of data is quite commonplace. Only POST can
be used for this task.

• Send binary data. Spaces, carriage returns, tabs, and many other
characters are illegal in URLs. If you upload a large binary file, it
would be a time-consuming process to encode all the characters
before transmission and decode them on the other end.

• Keep the data private from someone looking over the user’s
shoulder. HTML forms let you create password fields in which the
data is replaced by asterisks on the screen. However, using a
password field is pointless if the data is displayed in clear text in the
URL, letting snoopers read it by peering over the user’s shoulder or
by scrolling through the browser’s history list when the user leaves
the computer unattended. Note, however, that POST alone provides
no protection from someone using a packet sniffer on the network
connection. To protect against this type of attack, use SSL (https://
connections) to encrypt the network traffic. For more information
on using SSL in Web applications, see the chapters on Web
application security in Volume 2 of this book.

To read GET or POST data from a servlet, you call

request.getParameter("name")

where name is the value of the NAME attribute of the input element in the 
HTML form. For additional details, see Chapter 4 (Handling the Client 
Request: Form Data). Note that, if needed, you can also use request.get-
InputStream to read the POST data directly, as below. 

int length = request.getContentLength();
if (length > SOME_MAXSIZE) {
throw new IOException("Possible denial of service attack");

}
byte[] data = new byte[length];
ServletInputStream inputStream = request.getInputStream();
int read = inputStream.readLine(data, 0, length);

ENCTYPE
This attribute specifies the way in which the data will be encoded before being 
transmitted. The default is application/x-www-form-urlencoded. The 
encoding, as specified by the World Wide Web Consortium, is UTF-8, except 
that the client converts each space into a plus sign (+) and each other non-
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alphanumeric character into a percent sign (%) followed by the two hexadeci-
mal digits representing that character in the browser’s character set. These 
transformations are in addition to placing an equal sign (=) between entry 
names and values and an ampersand (&) between the pairs. 

For example, Figure 19–5 shows a version of GetForm.html (Listing 19.1) 
where “Larry (Java Hacker?)” is entered for the first name. As can be 
seen in Figure 19–6, this entry is sent as “Larry+%28Java+Hacker%3F%29”. 
That’s because spaces become plus signs, 28 is the ASCII value (in hex) for a 
left parenthesis, 3F is the ASCII value of a question mark, and 29 is a right 
parenthesis.

Note that, unless otherwise specified, POST data is also encoded as 
application/x-www-form-urlencoded.

Figure 19–5 Customized result of GetForm.html.
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Most recent browsers support an additional ENCTYPE of multipart/form-
data. This encoding transmits each field as a separate part of a MIME-com-
patible document. To use this ENCTYPE, you must specify POST as the method 
type. This encoding sometimes makes it easier for the server-side program to 
handle complex data, and it is required when you are using file upload controls 
to send entire documents (see Section 19.7). For example, Listing 19.3 shows a 
form that differs from GetForm.html (Listing 19.1) only in that 

<FORM ACTION="http://localhost:8088/SomeProgram">

has been changed to

<FORM ACTION="http://localhost:8088/SomeProgram"
ENCTYPE="multipart/form-data" METHOD="POST">

Figures 19–7 and 19–8 show the results. 

Figure 19–6 HTTP request sent by Internet Explorer 6.0 when submitting GetForm.html 
with the data shown in Figure 19–5.
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Listing 19.3 MultipartForm.html

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
  <TITLE>Using ENCTYPE="multipart/form-data"</TITLE>
</HEAD>
<BODY BGCOLOR="#FDF5E6">
<CENTER>
<H2>Using ENCTYPE="multipart/form-data"</H2>
<FORM ACTION="http://localhost:8088/SomeProgram"

ENCTYPE="multipart/form-data" METHOD="POST">
  First name:
  <INPUT TYPE="TEXT" NAME="firstName" VALUE="Joe"><BR>
  Last name:
  <INPUT TYPE="TEXT" NAME="lastName" VALUE="Hacker"><P>
  <INPUT TYPE="SUBMIT">
</FORM>
</CENTER>
</BODY></HTML>

Figure 19–7 Initial result of MultipartForm.html.
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TARGET
The TARGET attribute is used by frame-capable browsers to determine which 
frame cell should be used to display the results of the servlet, JSP page, or 
other program handling the form submission. The default is to display the 
results in whatever frame cell contains the form being submitted.

ONSUBMIT and ONRESET
These attributes are used by JavaScript to attach code that should be evaluated 
when the form is submitted or reset. For ONSUBMIT, if the expression evalu-
ates to false, the form is not submitted. This case lets you invoke JavaScript 
code on the client that checks the format of the form field values before they 
are submitted, prompting the user for missing or illegal entries.

Figure 19–8 HTTP request sent by Netscape 7.0 when submitting MultipartForm.html.
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ACCEPT and ACCEPT-CHARSET
These attributes are new in HTML 4.0 and specify the MIME types (ACCEPT) 
and character encodings (ACCEPT-CHARSET) that must be accepted by the 
servlet or other program processing the form data. The MIME types listed in 
ACCEPT can also be used by the client to limit which file types are displayed to 
the user for file upload elements.

19.3 Text Controls

HTML supports three types of text-input elements: textfields, password fields, and
text areas. Each is given a name, and the value is taken from the content of the con-
trol. The name and value are sent to the server when the form is submitted, which is
typically done by means of a submit button (see Section 19.4).

Textfields

HTML Element: <INPUT TYPE="TEXT" NAME="..." ...>
(No End Tag)

Attributes: NAME (required), VALUE, SIZE, MAXLENGTH, 
ONCHANGE, ONSELECT, ONFOCUS, ONBLUR, ONKEYDOWN, 
ONKEYPRESS, ONKEYUP

This element creates a single-line input field in which the user can enter text, as illus-
trated earlier in Listings 19.1, 19.2, and 19.3. For multiline fields, see TEXTAREA in
the following subsection. TEXT is the default TYPE in INPUT forms, although it is
recommended for clarity that TEXT be supplied explicitly. You should remember that
the normal browser word-wrapping applies inside FORM elements, so use appropriate
HTML markup to ensure that the browser will not separate the descriptive text from
the associated textfield. 

Core Approach

Use explicit HTML constructs to group textfields with their descriptive 
text.
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Netscape 7.0 and Internet Explorer 6.0 submit the form when the user presses
Enter while the cursor is in a textfield and the form has a SUBMIT button (see Sec-
tion 19.4 for details on a SUBMIT button). However, this behavior is not dictated by
the HTML specification, and other browsers behave differently. 

Core Warning

Don’t rely on the browser submitting the form when the user presses 
Enter while in a textfield. Always include a button or image map that 
submits the form explicitly.

To prevent the form from being submitted when the user presses Enter in a text-
field, use a BUTTON input with an onClick event handler instead of a SUBMIT but-
ton. For example, you may want to use 

<INPUT TYPE="BUTTON" VALUE="Check Values"
onClick="submit()">

instead of 

<INPUT TYPE="SUBMIT">

to submit your form. 
The following subsections describe the attributes that apply specifically to text-

fields. Attributes that apply to general HTML elements (e.g., STYLE, CLASS, ID) are
not discussed. The TABINDEX attribute, which applies to all form elements, is dis-
cussed in Section 19.11 (Tab Order Control).

NAME
The NAME attribute identifies the textfield when the form is submitted. In stan-
dard HTML, the attribute is required. Because data is always sent to the server 
in the form of name/value pairs, no data is sent for form controls that have no 
NAME. 

VALUE
A VALUE attribute, if supplied, specifies the initial contents of the textfield. 
When the form is submitted, the current contents are sent; these can reflect 
user input. If the textfield is empty when the form is submitted, the form data 
simply consists of the name and an equal sign (e.g., name1=value1&text-
fieldname=&name3=value3).
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SIZE
This attribute specifies the width of the textfield, based on the average charac-
ter width of the font being used. If text beyond this size is entered, the textfield 
scrolls to accommodate it. This could happen if the user enters more characters 
than SIZE number or enters SIZE number of wide characters (e.g., capital W) 
when a proportional-width font is being used. Netscape and Internet Explorer 
6.0 automatically use a proportional font in textfields. Unfortunately, you can-
not change the font by embedding the INPUT element in a FONT or CODE ele-
ment. However, you can use cascading style sheets to change the font of input 
elements. For example, the following style sheet (placed in the HEAD section of 
the HTML page) will display the text for all INPUT elements as 12pt Futura 
(assuming that the Futura font is installed on the client machine).

<style type="text/css">

INPUT {

 font-size : 12pt;

 font-family : Futura;

}

</style>

Core Approach

By default, Netscape and Internet Explorer display INPUT elements in a 
proportional font. To change the font for INPUT elements, use style 
sheets. 

MAXLENGTH
MAXLENGTH gives the maximum number of allowable characters. This number 
is in contrast to the number of visible characters, which is specified through 
SIZE. However, note that users can always override this; for GET requests, they 
can type data directly in the URL and for POST requests they can write their 
own HTML form. So, the server-side program should not rely on the request 
containing the appropriate amount of data.

ONCHANGE, ONSELECT, ONFOCUS, ONBLUR, 
ONDBLDOWN, ONKEYPRESS, and ONKEYUP
These attributes are used only by browsers that support JavaScript. They spec-
ify the action to take when the mouse leaves the textfield after a change has 
occurred, when the user selects text in the textfield, when the textfield gets the 
input focus, when the textfield loses the input focus, and when individual keys 
are pressed or released, respectively. 
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Password Fields

HTML Element: <INPUT TYPE="PASSWORD" NAME="..." ...>
(No End Tag)

Attributes: NAME (required), VALUE, SIZE, MAXLENGTH, 
ONCHANGE, ONSELECT, ONFOCUS, ONBLUR, ONKEYDOWN,
ONKEYPRESS, ONKEYUP

Password fields are created and used just like textfields, except that when the user
enters text, the input is not echoed; instead, some obscuring character, usually an
asterisk, is displayed (see Figure 19–9). Obscured input is useful for collecting data
such as credit card numbers or passwords that the user would not want shown to
people who may be near his computer. The regular, unobscured text (clear text) is
transmitted as the value of the field when the form is submitted. 

Since GET data is appended to the URL after a question mark, you should always
use POST with a password field so that a bystander cannot read the unobscured pass-
word from the URL display at the top of the browser. In addition, for security during
transmission of data, you should consider using SSL, which encrypts the data. For
more information on using SSL, see the chapters on Web application security in Vol-
ume 2 of this book.

Core Approach

To protect the user’s privacy, always use POST when creating forms that 
contain password fields. For additional security, transmit the data by 
using https://, which uses SSL to encrypt the data. 

NAME, VALUE, SIZE, MAXLENGTH, ONCHANGE, 
ONSELECT, ONFOCUS, ONBLUR, ONKEYDOWN, 
ONKEYPRESS, and ONKEYUP
Attributes for password fields are used in exactly the same manner as with 
textfields. 

Figure 19–9 A password field created by means of <INPUT TYPE="PASSWORD" ...>.
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Text Areas

HTML Element: <TEXTAREA NAME="..."
ROWS=xxx COLS=yyy> ... 

</TEXTAREA>

Attributes: NAME (required), ROWS (required), COLS (required), WRAP 
(nonstandard), ONCHANGE, ONSELECT, ONFOCUS, ONBLUR, 
ONKEYDOWN, ONKEYPRESS, ONKEYUP

The TEXTAREA element creates a multiline text area; see Figure 19–10. The element
has no VALUE attribute; instead, text between the start and end tags is used as the ini-
tial content of the text area. The initial text between <TEXTAREA ...> and
</TEXTAREA> is treated similarly to text inside the now-obsolete XMP element. That
is, white space in this initial text is maintained, and HTML markup between the start
and end tags is taken literally, except for character entities such as &lt;, &copy;,
and so forth, which are interpreted normally. Unless a custom ENCTYPE is used in
the form (see Section 19.2, “The FORM Element”), characters, including those gen-
erated from character entities, are URL-encoded before being transmitted. That is,
spaces become plus signs and other nonalphanumeric characters become %XX,
where XX is the numeric value of the character in hex.

NAME
This attribute specifies the name that will be sent to the server.

ROWS
ROWS specifies the number of visible lines of text. If more lines of text are 
entered, a vertical scrollbar will be added to the text area. 

COLS
COLS specifies the visible width of the text area, based on the average width of 
characters in the font being used. In Netscape 7.0 and Internet Explorer 6.0, if 
the text on a single line contains more characters than the specified width 
allows, the text is wrapped to the next line. However, if a single word has more 
characters than the specified width, Internet Explorer 6.0 wraps the word to 
the next line and Netscape 7.0 adds a horizontal scrollbar to keep the word on 
one line. Other browsers may behave differently. 

ONCHANGE, ONSELECT, ONFOCUS, ONBLUR, 
ONKEYDOWN, ONKEYPRESS, and ONKEYUP

These attributes apply only to browsers that support JavaScript; they specify 
code to be executed when certain conditions arise. ONCHANGE handles the 
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situation in which the input focus leaves the text area after it has changed, 
ONSELECT describes what to do when text in the text area is selected by the 
user, ONFOCUS and ONBLUR specify what to do when the text area acquires or 
loses the input focus, and the remaining attributes determine what to do when 
individual keys are typed.

Listing 19.4 creates a text area with 5 visible rows that can hold about 30 charac-
ters per row. The result is shown in Figure 19–10. 

19.4 Push Buttons

Push buttons are used for two main purposes in HTML forms: to submit forms and
to reset the controls to the values specified in the original HTML. Browsers that use
JavaScript can also use buttons for a third purpose: to trigger arbitrary JavaScript
code. 

Traditionally, buttons have been created by the INPUT element used with a TYPE
attribute of SUBMIT, RESET, or BUTTON. In HTML 4.0, the BUTTON element was

Listing 19.4 Example of a TEXTAREA form control

<CENTER>
<P>
Enter some HTML:<BR>
<TEXTAREA NAME="HTML" ROWS=5 COLS=30>
Delete this text and replace
with some HTML to validate.
</TEXTAREA>
<CENTER>

Figure 19–10 A text area in Netscape 7.0.
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introduced and is supported by Internet Explorer 6.0 and Netscape 7.0. This new
element lets you create buttons with multiline labels, images, font changes, and the
like. However, earlier browsers may not support the BUTTON element. 

Submit Buttons

HTML Element: <INPUT TYPE="SUBMIT" ...> (No End Tag)

Attributes: NAME, VALUE, ONCLICK, ONDBLCLICK, ONFOCUS, ONBLUR

When a submit button is clicked, the form is sent to the servlet or other server-side
program designated by the ACTION parameter of the FORM. Although the action can
be triggered in other ways, such as the user clicking on an image map, most forms
have at least one submit button. Submit buttons, like other form controls, adopt the
look and feel of the client operating system, so will look slightly different on differ-
ent platforms. Figure 19–11 shows a submit button on Windows 2000 Professional,
created by

<INPUT TYPE="SUBMIT">

NAME and VALUE
Most input elements have a name and an associated value. When the form is 
submitted, the names and values of active elements are concatenated to form 
the data string. If a submit button is used simply to initiate the submission of 
the form, the button’s name can be omitted and it does not contribute to the 
data string that is sent. If a name is supplied, then only the name and value of 
the button that was actually clicked are sent. This capability lets you use more 
than one button and detect which one is pressed. The label is used as the value 
that is transmitted. Supplying an explicit VALUE will change the default label. 

For instance, Listing 19.5 creates a textfield and two submit buttons, shown in 
Figure 19–12. If, for example, the first button is selected, the data string sent to 
the server would be Item=256MB+SIMM&Add=Add+Item+to+Cart.

Figure 19–11 A submit button with the default label.
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Note that when the form data is submitted to a servlet, request.get-
Parameter returns null for buttons that were not pressed. So, you could use 
a simple check for null, as below, to determine which button was selected.

if (request.getParameter("Add") != null) {
  doCartAdditionOperation(...);
} else if (request.getParameter("Delete") != null) {
  doCartDeletionOperation(...);
}

ONCLICK, ONDBLCLICK, ONFOCUS, and ONBLUR
These nonstandard attributes are used by JavaScript-capable browsers to asso-
ciate JavaScript code with the button. The ONCLICK and ONDBLCLICK code is 
executed when the button is pressed, the ONFOCUS code when the button gets 
the input focus, and the ONBLUR code when the button loses the focus. If the 
code attached to a button returns false, the submission of the form is sup-
pressed. HTML attributes are not case sensitive, and these attributes are tradi-
tionally called onClick, onDblClick, onFocus, and onBlur by JavaScript 
programmers.

Listing 19.5 Example of SUBMIT input controls

<CENTER>
Item:
<INPUT TYPE="TEXT" NAME="Item" VALUE="256MB SIMM"><BR>
<INPUT TYPE="SUBMIT" NAME="Add"

VALUE="Add Item to Cart">
<INPUT TYPE="SUBMIT" NAME="Delete"

VALUE="Delete Item from Cart">
</CENTER>

Figure 19–12 Submit buttons with user-defined labels.
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HTML Element: <BUTTON TYPE="SUBMIT" ...>
HTML Markup
</BUTTON>

Attributes: NAME, VALUE, ONCLICK, ONDBLCLICK, ONFOCUS, ONBLUR

This alternative way of creating submit buttons lets you use arbitrary HTML markup
for the content of the button. This element lets you have multiline button labels, but-
ton labels with font changes, image buttons, and so forth. Listing 19.6 gives a few
examples, with results shown in Figure 19–13.

NAME, VALUE, ONCLICK, ONDBLCLICK, ONFOCUS, and 
ONBLUR
These attributes are used in the same way as with 
<INPUT TYPE="SUBMIT" ...>. 

Listing 19.6 ButtonElement.html

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">
<HTML>
<HEAD>
  <TITLE>The BUTTON Element</TITLE>
</HEAD>
<BODY BGCOLOR="WHITE">
<CENTER>
<H2>The BUTTON Element</H2>
<FORM ACTION="http://localhost:8088/SomeProgram">
<BUTTON TYPE="SUBMIT">Single-line Label</BUTTON>
&nbsp;&nbsp;
<BUTTON TYPE="SUBMIT">Multi-line<BR>label</BUTTON>
<P>
<BUTTON TYPE="SUBMIT">
<B>Label</B> with <I>font</I> changes.
</BUTTON>
<P>
<BUTTON TYPE="SUBMIT">
<IMG SRC="images/Java-Logo.gif" WIDTH="110" HEIGHT="101"
     ALIGN="LEFT" ALT="Java Cup Logo">
Label<BR>with image
</BUTTON>
</FORM>
</CENTER>
</BODY></HTML>
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Reset Buttons

HTML Element: <INPUT TYPE="RESET" ...> (No End Tag)
Attributes: VALUE, NAME, ONCLICK, ONDBLCLICK, ONFOCUS, ONBLUR

Reset buttons serve to reset the values of all items in the form to those specified in
the original VALUE parameters. Their value is never transmitted as part of the form’s
contents. 

VALUE
The VALUE attribute specifies the button label; “Reset” is the default.

NAME
Because reset buttons do not contribute to the data string transmitted when 
the form is submitted, they are not named in standard HTML. However, Java-
Script permits a NAME attribute to be used to simplify reference to the element. 

ONCLICK, ONDBLCLICK, ONFOCUS, and ONBLUR
These nonstandard attributes are used by JavaScript-capable browsers to asso-
ciate JavaScript code with the button. The ONCLICK and ONDBLCLICK code is 
executed when the button is pressed, the ONFOCUS code when the button gets 

Figure 19–13 Submit buttons created with the BUTTON element.



Chapter 19 ■ Creating and Processing HTML Forms630

© Prentice Hall and Sun Microsystems Press. Personal use only.

J2EE training from the author: http://courses.coreservlets.com/

the input focus, and the ONBLUR code when it loses the focus. HTML 
attributes are not case sensitive, and these attributes are traditionally called 
onClick, onDblClick, onFocus, and onBlur by JavaScript programmers. 

HTML Element: <BUTTON TYPE="RESET" ...>
HTML Markup
</BUTTON>

Attributes: VALUE, NAME, ONCLICK, ONDBLCLICK, ONFOCUS, ONBLUR

This alternative way of creating reset buttons lets you use arbitrary HTML markup
for the content of the button. All attributes are used identically to those in <INPUT
TYPE="RESET" ...>.

JavaScript Buttons

HTML Element: <INPUT TYPE="BUTTON" ...> (No End Tag)

Attributes: NAME, VALUE, ONCLICK, ONDBLCLICK, ONFOCUS, ONBLUR

This element is recognized only by browsers that support JavaScript. It creates a but-
ton with the same visual appearance as a SUBMIT or RESET button and allows the
author to attach JavaScript code to the ONCLICK, ONDBLCLICK, ONFOCUS, or
ONBLUR attributes. The name/value pair associated with a JavaScript button is not
transmitted as part of the data when the form is submitted. Arbitrary code can be
associated with the button, but one of the most common uses is to verify that all
input elements are in the proper format before the form is submitted to the server.
For instance, the following creates a button that, when activated, calls the
validateForm function.

<INPUT TYPE="BUTTON" VALUE="Check Values"

onClick="validateForm()">

HTML Element: <BUTTON TYPE="BUTTON" ...>
HTML Markup
</BUTTON>

Attributes: NAME, VALUE, ONCLICK, ONDBLCLICK, ONFOCUS, ONBLUR

This alternative way of creating JavaScript buttons lets you use arbitrary HTML
markup for the content of the button. All attributes are used identically to those in
<INPUT TYPE="BUTTON" ...>.
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19.5 Check Boxes and Radio Buttons

Check boxes and radio buttons are useful controls for allowing the user to select
among a set of predefined choices. Although check boxes can be selected or dese-
lected individually, radio buttons can be grouped so that only a single member of the
group can be selected at a time.

Check Boxes 

HTML Element: <INPUT TYPE="CHECKBOX" NAME="..." ...>
(No End Tag)

Attributes: NAME (required), VALUE, CHECKED, ONCLICK, ONFOCUS, ONBLUR

This input element creates a check box whose name/value pair is transmitted only if
the check box is checked when the form is submitted. For instance, the following
code results in the check box shown in Figure 19–14.

<P>
<INPUT TYPE="CHECKBOX" NAME="noEmail" CHECKED>
Check here if you do <I>not</I> want to 
get our email newsletter

Note that the descriptive text associated with the check box is normal HTML, and
care should be taken to guarantee that it appears next to the check box. Thus, the
<P> in the preceding example ensures that the check box isn’t part of the previous
paragraph.

Core Approach

Paragraphs inside a FORM are filled and wrapped just like regular 
paragraphs. So, be sure to insert explicit HTML markup to keep input 
elements with the text that describes them.

Figure 19–14 An HTML check box.
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NAME
This attribute supplies the name that is sent to the server. The NAME attribute is 
required for standard HTML check boxes but is optional when used with Java-
Script.

VALUE
The VALUE attribute is optional and defaults to on. Recall that the name and 
value are sent to the server only if the check box is checked when the form is 
submitted. For instance, in the preceding example, noEmail=on would be 
added to the data string since the box is checked, but nothing would be added 
if the box was unchecked. As a result, servlets, JSP pages, or other server-side 
programs often check only for the existence of the check box name (e.g., that 
request.getParameter returns non-null), ignoring its value. 

CHECKED
If the CHECKED attribute is supplied, then the check box is initially checked 
when the associated Web page is loaded. Otherwise, it is initially unchecked.

ONCLICK, ONFOCUS, and ONBLUR
These attributes supply JavaScript code to be executed when the button is 
clicked, receives the input focus, and loses the focus, respectively.

Radio Buttons 

HTML Element: <INPUT TYPE="RADIO" NAME="..." 
VALUE="..." ...> (No End Tag)

Attributes: NAME (required), VALUE (required), CHECKED, ONCLICK, 
ONFOCUS, ONBLUR

Radio buttons differ from check boxes in that only a single radio button in a given
group can be selected at any one time. You indicate a group of radio buttons by pro-
viding all of them with the same NAME. Only one button in a group can be depressed
at a time; selecting a new button when one is already selected results in the previous
choice becoming deselected. The value of the one selected is sent when the form is
submitted. Although radio buttons technically need not appear near to each other,
this proximity is almost always recommended. 

An example of a radio button is shown in Listing 19.7. Because input elements are
wrapped as part of normal paragraphs, a DL list is used to make sure that the buttons
appear under each other in the resultant page and are indented from the heading above
them. Figure 19–15 shows the result. In this case, creditCard=java would get sent
as part of the form data when the form is submitted.
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NAME
Unlike the NAME attribute of most input elements, this NAME attribute is shared 
by multiple elements. All radio buttons associated with the same name are 
grouped logically so that no more than one can be selected at any given time. 
Note that attribute values are case sensitive, so the following would result in 
two radio buttons that are not in the same group.

<INPUT TYPE="RADIO" NAME="Foo" VALUE="Value1">
<INPUT TYPE="RADIO" NAME="FOO" VALUE="Value2">

Core Warning

Be sure the NAME attribute of each radio button in a logical group 
matches that of the other group members exactly, including case. 

Listing 19.7 Example of a radio button group 

<DL>
  <DT>Credit Card:
  <DD><INPUT TYPE="RADIO" NAME="creditCard" VALUE="visa">
      Visa
  <DD><INPUT TYPE="RADIO" NAME="creditCard" VALUE="mastercard">
      Master Card
  <DD><INPUT TYPE="RADIO" NAME="creditCard"
             VALUE="java" CHECKED>
      Java Smart Card
  <DD><INPUT TYPE="RADIO" NAME="creditCard" VALUE="amex">
      American Express
  <DD><INPUT TYPE="RADIO" NAME="creditCard" VALUE="discover">
      Discover
</DL>

Figure 19–15 Radio buttons in HTML.
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VALUE
The VALUE attribute supplies the value that gets transmitted with NAME when 
the form is submitted. It doesn’t affect the appearance of the radio button. 
Instead, normal text and HTML markup are placed around the radio button, 
just as with check boxes.

CHECKED
If the CHECKED attribute is supplied, then the radio button is initially checked 
when the associated Web page is loaded. Otherwise, it is initially unchecked.

ONCLICK, ONFOCUS, and ONBLUR
These attributes specify JavaScript code to be executed when the button is 
clicked, receives the input focus, and loses the focus, respectively.

19.6 Combo Boxes and List Boxes

A SELECT element presents a set of options to the user. If only a single entry can be
selected and no visible size has been specified, the options are presented in a combo
box (drop-down menu); list boxes are used when multiple selections are permitted or
a specific visible size has been specified. The choices themselves are specified by
OPTION entries embedded in the SELECT element. The typical format is as follows:

<SELECT NAME="Name" ...>

<OPTION VALUE="Value1">Choice 1 Text

<OPTION VALUE="Value2">Choice 2 Text

...

<OPTION VALUE="ValueN">Choice N Text

</SELECT>

The HTML 4.0 specification also defines OPTGROUP (with a single attribute of
LABEL) to enclose OPTION elements to create cascading menus.

HTML Element: <SELECT NAME="..." ...> ... </SELECT>

Attributes: NAME (required), SIZE, MULTIPLE, ONCLICK, ONFOCUS, ONBLUR, 
ONCHANGE

SELECT creates a combo box or list box for selecting among choices. You specify
each choice with an OPTION element enclosed between <SELECT ...> and
</SELECT>. 
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NAME
NAME identifies the form to the servlet, JSP page, or other server-side program.

SIZE
SIZE gives the number of visible rows. If SIZE is used, the SELECT menu is 
usually represented as a list box instead of a combo box. A combo box is the 
normal representation when neither SIZE nor MULTIPLE is supplied.

MULTIPLE
The MULTIPLE attribute specifies that multiple entries can be selected 
simultaneously. If MULTIPLE is omitted, only a single selection is permitted. 
From a servlet, you would use request.getParameterValues to obtain 
an array of the entries selected in the list. For example, the code

String[] listValues = request.getParameterValues("language");
if (listValues != null) {
  for(int i=0; i<listValues.length; i++) {
    String value = listValues[i];
    ...
  }
}

would allow you to process all values selected in a list named language (see 
Listing 19.8). Be aware that the order of the values in the returned array may 
not correspond to the order of the values displayed in the list. 

Core Approach

If multiple selections are possible in a SELECT list, then use 
request.getParameterValues to obtain an array of all selected 
items. 

ONCLICK, ONFOCUS, ONBLUR, and ONCHANGE
These nonstandard attributes are supported by browsers that understand Java-
Script. They indicate code to be executed when the entry is clicked, gains the 
input focus, loses the input focus, and loses the focus after having been 
changed, respectively. 

HTML Element: <OPTION ...> (End Tag Optional)
Attributes: SELECTED, VALUE

This element specifies the menu choices; it is valid only inside a SELECT element.
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VALUE
VALUE gives the value to be transmitted with the NAME of the SELECT menu if 
the current option is selected. This is not the text that is displayed to the user; 
that is specified by separate HTML markup listed after the OPTION tag.

SELECTED
If present, SELECTED specifies that the particular menu item shown is selected 
when the page is first loaded.

Listing 19.8 creates a menu of programming language choices. Because only a sin-
gle selection is allowed and no visible SIZE is specified, it is displayed as a combo
box. Figures 19–16 and 19–17 show the initial appearance and the appearance after
the user activates the menu by clicking on it. If the entry Java is active when the
form is submitted, then language=java is sent to the server-side program. Notice
that it is the VALUE attribute, not the descriptive text, that is transmitted. 

Listing 19.8 Example of a SELECT menu

Favorite language: 
<SELECT NAME="language">
  <OPTION VALUE="c">C
  <OPTION VALUE="c++">C++
  <OPTION VALUE="java" SELECTED>Java
  <OPTION VALUE="lisp">Lisp
  <OPTION VALUE="perl">Perl
  <OPTION VALUE="smalltalk">Smalltalk
</SELECT>

Figure 19–16 A SELECT element displayed as a combo box (drop-down menu).

Figure 19–17 Choosing options from a SELECT menu.
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The second example shows a SELECT element rendered as a list box. If more than
one entry is active when the form is submitted, then more than one value is sent,
listed as separate entries (repeating NAME). For instance, in the example shown in
Listing 19.9 (Figure 19–18), language=java&language=perl gets added to the
data being sent to the server. Multiple entries that share the same name is the reason
servlet authors need to be familiar with the getParameterValues method of
HttpServletRequest in addition to the more common getParameter method.
See Chapter 4 (Handling the Client Request: Form Data) for details.

Listing 19.9 Example of a SELECT menu that permits selection of 
multiple options

Languages you know:<BR>
<SELECT NAME="language" MULTIPLE>
  <OPTION VALUE="c">C
  <OPTION VALUE="c++">C++
  <OPTION VALUE="java" SELECTED>Java
  <OPTION VALUE="lisp">Lisp
  <OPTION VALUE="perl" SELECTED>Perl
  <OPTION VALUE="smalltalk">Smalltalk
</SELECT>

Figure 19–18 A SELECT element that specifies MULTIPLE or SIZE results in a list box.
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HTML Element: <OPTGROUP ...> ... </OPTGROUP>

Attributes: LABEL (required)

This element, supported by Netscape 7.0 and Internet Explorer 6.0, permits group-
ing of menu choices. It is valid only inside a SELECT element.

LABEL

LABEL gives the text to display for the group of menu choices. Netscape and 
Internet Explorer display the label in bold text, using an oblique font. 

Listing 19.10 creates a menu of server-side language choices. Here the menu
choices are categorized into two groups by the OPTGROUP element. The first group is
Common Servlet Languages, and the second group is Common CGI Languages. Fig-
ure 19–19 shows the displayed menu with Java selected for the common CGI lan-
guage. For this selection the request data sent to the server is language=java. Be
aware that no additional information is sent to the server by Netscape and Internet
Explorer to indicate which OPTGROUP choice was selected. As a result, you should
use unique values for all the menu choices, regardless of group.

Core Approach 

When using multiple OPTGROUP elements, ensure that all OPTIONs use a 
unique name for the VALUE. 

Listing 19.10 Example of a SELECT menu categorized into two groups 
with the OPTGROUP element

Server-side Languages:
<SELECT NAME="language">
 <OPTGROUP LABEL="Common Servlet Languages">

    <OPTION VALUE="java1">Java
  </OPTGROUP>
  <OPTGROUP LABEL="Common CGI Languages">
    <OPTION VALUE="c">C
    <OPTION VALUE="c++">C++
    <OPTION VALUE="java2">Java
    <OPTION VALUE="perl">Perl
    <OPTION VALUE="vb">Visual Basic
</OPTGROUP>
</SELECT>
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19.7 File Upload Controls

HTML Element: <INPUT TYPE="FILE" ...> (No End Tag)
Attributes: NAME (required), VALUE (ignored), SIZE, MAXLENGTH, ACCEPT, 

ONCHANGE, ONSELECT, ONFOCUS, ONBLUR (nonstandard)

This element results in a filename textfield next to a Browse button. Users can enter
a path directly in the textfield or click on the button to bring up a file selection dialog
that lets them interactively choose the path to a file. When the form is submitted, the
contents of the file are transmitted as long as an ENCTYPE of multipart/form-
data was specified in the initial FORM declaration. For multipart data, you also need
to specify POST as the method type. This element provides a convenient way to make
user-support pages, with which the user sends a description of a problem along with
any associated data or configuration files.

Core Approach

Always specify ENCTYPE="multipart/form-data" and 
METHOD="POST" in forms with file upload controls.

Unfortunately, the servlet API provides no high-level tools to read uploaded
files; you have to call request.getInputStream and parse the request yourself.
Fortunately, numerous third-party libraries are available for this task. One of the
most  popu lar  i s  f rom the  Jakar ta  Commons  l ib rary ;  fo r  de ta i l s ,  see
http://jakarta.apache.org/commons/fileupload/.

Figure 19–19 A SELECT element using OPTGROUP to group menu choices in Netscape 7.0. 
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NAME
The NAME attribute identifies the textfield to the server-side program.

VALUE
For security reasons, this attribute is ignored; only the end user can specify a 
filename. Otherwise, a malicious HTML author could steal client files by spec-
ifying a filename and then using JavaScript to automatically submit the form 
when the page is loaded.

SIZE and MAXLENGTH
The SIZE and MAXLENGTH attributes are used the same way as in textfields, 
specifying the number of visible and maximum allowable characters, respec-
tively.

ACCEPT
The ACCEPT attribute is intended to be a comma-separated list of MIME types 
used to restrict the available filenames. However, very few browsers support 
this attribute.

ONCHANGE, ONSELECT, ONFOCUS, and ONBLUR
These attributes are used by browsers that support JavaScript to specify the 
action to take when the mouse leaves the textfield after a change has occurred, 
when the user selects text in the textfield, when the textfield gets the input 
focus, and when the textfield loses the input focus, respectively. 

For example, the code in Listing 19.11 creates a file upload control. Figure 19–20
shows the initial result, and Figure 19–21 shows a typical pop-up window that results
when the Browse button is activated. 

Listing 19.11 Example of a file upload control

<FORM ACTION="http://localhost:8088/SomeProgram"
ENCTYPE="multipart/form-data" METHOD="POST">

Enter data file below:<BR>
<INPUT TYPE="FILE" NAME="fileName">
</FORM>



19.8 Server-Side Image Maps 641

Figure 19–20 Initial look of a file upload control.

Figure 19–21 A file chooser resulting from the user clicking on Browse in a file upload 
control on Windows 2000 Professional.
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